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Abstract

ARADI is a low-latency block cipher introduced by the U.S. National Secu-
rity Agency (NSA), targeting secure and efficient memory encryption. However,
unlike most academic cipher proposals, the design rationale behind ARADI has
not been made public, leaving its security to be only assessed through indepen-
dent analysis. In this work, we present improved key-recovery attacks on up to
12 out of 16 rounds of ARADI in the single-key setting — advancing the best
known attacks by two rounds. Our techniques build upon the ZeroSum distin-
guisher framework and leverage the Fast Hadamard Transform (FHT). Following
the weak diffusion of the linear layer of ARADI, our attacks enjoy a speed up in
the partial decryption which requires only a subset of the round keys.

Keywords: ARADI, Lightweight Crypto, FHT-based attack, Integral Attack

1 Introduction

ARADT is a low-latency block cipher introduced by the U.S. National Security Agency
(NSA) [GMW24]. It was proposed alongside a dedicated mode of operation, LLAMA,
designed specifically to provide both confidentiality and integrity for computer mem-
ory — an increasingly critical requirement in modern computing environments. In
contemporary processor architectures, it is common to protect the CPU within secure
enclaves to safeguard sensitive computations. However, extending such protections to
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the main memory (RAM) remains impractical due to physical and architectural con-
straints. This gap has made RAM a prominent target for physical attacks. For example,
Cold Boot Attacks [HSHT08] have demonstrated how data remanence in RAM can
be exploited to extract cryptographic keys and other sensitive information.

To defend against such threats, cryptographic memory protection schemes have
been proposed. These involve encrypting RAM contents and performing integrity
checks [AMS™22]. Designing such systems, however, presents a range of challenges,
chief among them is achieving strong security without compromising performance. In
particular, memory encryption schemes must avoid introducing latency in memory
accesses. This requirement has driven the demand for low-latency block ciphers.

As a result, recent years have seen the development of several block ciphers explic-
itly designed for this setting. Notable examples include PRINCE [BCGT12] and its
successor PRINCEv2 [BEK™20], both designed to offer minimal latency. Tweakable
block ciphers, which offer additional flexibility for applications like memory encryp-
tion, have also gained prominence. Examples include MANTIS [BJK™16], QARMA [Aval7],
and the more recent QARMAv2 [ABD™23]. Beyond RAM encryption, low-latency tweak-
able block ciphers are also being used in other memory-related security applications.
For instance, CHILOW [BDG™25] was designed for embedded code encryption, while
SCARF [CGL*23] targets cache address randomization to defend against side-channel
attacks targeting cache memory. All of these ciphers share a common design philoso-
phy: prioritizing ultra-low latency as a primary goal. ARADI follows this same principle.
It is designed with a 128-bit block size and a 256-bit key size, tailored to meet the
demands of secure, low-latency memory encryption.

In this paper, we propose improved key-recovery attacks on ARADI using ZeroSum
distinguishers. The two important metods for key-recovery using ZeroSum distin-
guishers (also known as integral attacks) are the partial sum technique and the
Fast Hadamard Transform (FHT)-based algorithm. The partial sum attack was pro-
posed by Ferguson et al. [FKLT00] to improve the SQUARE attack on 6-round of
AES [DRO0]. Whereas, the foundational idea of employing FHT in the context of key-
recovery attacks was first introduced by Collard et al. in [CSQ07], originally in the
setting of linear cryptanalysis, marking an important milestone in the practical use of
FHT-based cryptanalysis. This concept was later adapted by Todo and Aoki [TA14],
who applied it to ZeroSum distinguishers to successfully attack 6-round of AES [DROO]
with a comparable complexity as the partial sum attack in [FKLT00]. More recently,
Dunkelman et al. advanced this line of research by combining the FHT with the partial-
sum method to improve attacks on 6-round AES in [DGK™24]. This hybrid approach
further illustrates the versatility and effectiveness of FHT framework in reducing the
computational complexity of key-recovery attacks. Our key-recovery techniques are
built upon this modern combined approach of [DGK™24].

1.1 Related Cryptanalysis on ARADI

Since its release, ARADI has attracted some attention from the cryptographic research
community, leading to several preliminary analyses. In [BFG™24], Bellini et al. con-
ducted an extensive evaluation of ARADI using automated tools to identify various
distinguishers. Their work included statistical tests (such as avalanche and diffusion
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analysis), differential and linear distinguishers up to 9 rounds, impossible differen-
tials up to 8 rounds, and ZeroSum distinguishers up to 7 rounds. This line of research
was further advanced in [BRRT25], where Bellini et al. extended the ZeroSum dis-
tinguisher to 8 rounds and introduced a key-recovery attack on 10 rounds of ARADI,
leveraging the 8-round distinguisher. In the same work, they also proposed a struc-
tural distinguisher covering up to 8 rounds, which achieves slightly lower complexity
than the corresponding ZeroSum-based approach. Additionally, [BRRT25] includes an
experimental observation of a byte-wise equality pattern in the cube sum for 5 rounds
of ARADI. However, this finding lacked a theoretical explanation at the time. Later,
in [KKL™24], Kim et al. provided a theoretical foundation for this phenomenon using
the division property model introduced in [LDF20].

In a related work [HJ25], Hu et al. recently proposed a key-recovery attack on
ARADI based on impossible boomerang distinguishers — however, this attack is in
the related-key setting. Meanwhile, Kwon et al. explored side-channel vulnerabilities
in ARADI [KH24]. Beyond the cipher itself, LLAMA— the mode of operation paired
with ARADI— was also scrutinized. In [ADG24], Avanzi et al. highlighted a potential
issue related to the use of variable-length initialization vectors. This concern was
acknowledged and subsequently addressed by the ARADI designers [GMW24].

1.2 Contributions

In contrast to most academic proposals for new symmetric cryptographic primitives,
the design rationale behind ARADI was not made publicly available by its authors.
This stands in contrast to the standard practice in the cryptographic community,
where detailed justifications of design choices are provided to aid in evaluation and
foster trust. As a result, assessing the security of ARADI demands a comprehensive,
independent cryptanalytic investigation across a wide range of attack models. The
absence of a publicly documented rationale has been a key motivation for our work,
prompting us to examine the cipher through the lens of key-recovery attacks.

Our work presents a series of advanced key-recovery attacks on ARADI, building
upon the recent ZeroSum distinguishers of Bellini et al. [BRRT25]. The core method-
ology behind key-recovery attacks using ZeroSum distinguishers relies on three main
steps: (i) guessing selected portions of the round key, (ii) partially decrypting the
corresponding ciphertexts, and (iii) checking whether the XOR sum of the partially
decrypted values evaluates to zero on some selected bits. We addapt the powerful
hybrid partial sum and FHT-based technique from Dunkelman et al. [DGK™24] to
efficiently perform these steps. The basic idea is to use the general structure of partial
sums during partial decryption, but replace combinations of several such steps using
the Hadamard Transform to use computational benifits of FHT.

However, the main hurdel of such attack is to choose which steps are combined
together and when to use FHT to get optimal applicability. The strategy for combining
steps depends heavily on parameters like subkey guesses, pre-computation potential,
and partial knowledge of some subkey. Finding the right combination of steps becomes
increasingly difficult with each additional round of partial decryption. This problem
is magnified in our attack, as we leverage ARADI’s slow diffusion to perform partial
decryption over up to four rounds. In addition, this offers new insights into the ARADI
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Table 1 Comparison of our results with prior work on key-recovery attacks on ARADI.

Rounds Distinguisher Time Data Memory (bits) Reference
10 ZeroSum 2192 2124 2131 [BRRT25]f
10 2125 2125 276 Section 3.1
10 2118 2118 248 Section 3.2
11 ZeroSum 2126 2126 248 Section 3.3
11 21504 /9147.7" 9119 9107.13 Section 3.4
12 2154.48 /915187 2126.8 9123.5 Section 3.5
13 Impossible Differential 2255 2121.47 2112 [DE25]#
14 9247.57 9128 2178.58

Differential [GMNP25]
14 9248.57 2126 9178.58

*: Improved time complexity using the packing technique.
t: The authors of [BRRT25] report a time complexity of 2177 for their key-recovery attack on 10 rounds

of ARADI, which includes a brute-force step of 264, However, we note that the brute-force step should,

2192

in fact, require encryptions. This is because the ZeroSum distinguisher used in [BRRT25] extracts

only 2 bits of key information per check, and after 32 such checks, 64 bits information of the master key
are recovered. Recovering the remaining 192 bits would thus necessitate an exhaustive search over 292
remaining candidates.

¥: These attacks were developed independently, and were uploaded after our work became public on
ePrint [DG25].

’s internal structure and demonstrates how to attack more rounds using ZeroSum
distinguishers rather than previously known. We note that two later and independent
works of [DE25] and [GMNP25] were able to attack 13 and 14 rounds of ARADI.

Furthermore, we extensively exploit ARADI’s linear key schedule to enhance our
attacks, which was not considerd in previous works. Specifically, we present attacks
on up to 12 out of 16 rounds of ARADI in the single-key setting — advancing the state
of the art by two rounds beyond the best known key-recovery attacks of [BRRT25]
using ZeroSum distinguisher.

Finally, we demonstrate that the efficiency of some of our attack can be further
improved by incorporating the packing technique from [DGK™24], which parallelizes
multiple FHT computations. A detailed comparison of our results with prior work is
summarized in Table 1.

1.3 Discussion on the Key-Recovery Strategies

A key observation of our work is that partial decryption (which requires key guess-
ing) can be carried out across up to four rounds without requiring the full round keys.
This is made possible due to a crucial structural weakness in ARADI ’s design: After
3.5 rounds (3 full rounds and one SBox layer), ARADI does not achieve full diffusion in
both forward and backward directions. This limitation stems from the inherently low
diffusion of the linear layer of ARADI in both forward and backward directions. Each
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linear transformation within ARADT is implemented as a 32-bit binary matrix opera-
tion, with matrices carefully chosen to support low-latency execution. Specifically, all
these matrices have a row density of three, meaning that each output bit depends on
only three input bits, and more importantly, only two XOR operations are required per
output bit — an optimization critical for fast hardware implementations. Moreover,
these matrices are involutive, meaning that each matrix is its own inverse. Conse-
quently, the inverse of the linear layer (required for partial decryption) also has a low
diffusion and can be implemented with two XOR operations per output bit. This sym-
metrical and sparse structure leads to a slow diffusion across rounds, which in turn
enables our attacks to extend the distinguisher through multiple rounds of partial
decryption. This observation brings to light a fundamental design challenge: how can
a linear layer be constructed to offer both low latency and strong diffusion, thereby
achieving a more balanced trade-off between performance and security?

Our findings underline the importance of carefully analyzing the diffusion behavior
of linear layers in low-latency ciphers. While latency-optimized structures are criti-
cal for performance, they must also be scrutinized for their long-term resistance to
structural attacks such as the ones presented here.

2 Background
2.1 Notations

For any n-bit vector z € FY, we denote its i-th coordinate by x;, so © = (zg, ..., Tn_1).
Given two vectors u,z € F}, we define the monomial z* as z* = [[I_, z;". An n-
variable Boolean function f is a mapping from F% to Fo. The Algebraic Normal Form
(ANF) of a Boolean function f is given by: f(z) = @ung alz®. The degree of a
Boolean function f : FY — Fy, denoted deg(f), is the degree of the highest-degree
monomial in its ANF. That is,

deg(f) = max wt(u),
weF},al,#0

where wt(u) is the Hamming weight of u. A vectorial Boolean function is defined as:

f:Fy > Fp
T = (2o, L1, e yTn—1) = (fo(x), fr(x), ..., fm-1(x)),

where each f; is a Boolean function from F3 to Fa, referred to as the coordinate
functions of f. The degree of a vectorial Boolean function F' is defined as the maximum
degree among its coordinate functions:

d = deg(fs).
eg(f) e eg(fi)
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2.2 Specification of ARADI

We briefly revisit the design of ARADI [GMW24] in this section. The ARADI cipher
follows a Substitution-Permutation Network (SPN) structure. It operates on 128-bit
data blocks, and supports a 256-bit master key.

State Representation of ARADI. The internal state of ARADI is a 128-bit vector
over [y, i.e., an element of F328. This state can be conceptually arranged as a 4 x 32
matrix of bits for ease of representation and manipulation. For instance, the 128-bit
state & can be visualized as:

a0 | @21 | T22 | T23 | @24 | T25 | T2s | @27 | T2s | T29 | @200 | T201 @212 | 208 | 204 | F215 | T206 | T207 | D218 | D200 | 220 | T221 | T222 | T223 | T201 | T225 | T2,26 | T227 | T228 | T2,20 | T230 | T2

30 | @31 | T3z | T3s | T4 | Tas | Tae | w7 | Tas | Tae | @aa0 | Tan | @s2 | Tsas | T304 | @05 | D306 | T307 | T8 | T30 | T30 T30 | Ts22 | Ts23 | T30 | T325 | T26 | D327 | Taos | Ta20 | T30 | Tas

Each element z; ; in this matrix corresponds to the (32-i+ j)-th bit of the state z. We

denote the j-th column of the state x as x,;, which consists of the bits (x¢j,...,3,;),
and the i-th row as x;_,, which consists of the bits (z;,...,%;31). Furthermore, we
denote the concatenation of the columns ., ... s Tsy, AS Tpg . ip -

2.2.1 Round Function of ARADI

The round function of ARADI comprises of three main steps: the substitution (SBox)
layer, the linear layer, and the round key addition. We adopt the same notation as
used in the original specification paper [GMW24]. Specifically:

e The SBox layer is denoted by T,
® The i-th linear layer is represented by A;, and '
® The XOR with the 128-bit round key, denoted by 73:, where k* is the round key.

With these definitions, the i-th round function of ARADI, can be expressed as: R; =
TioA;om, where k? is the i-th round key. Additionally, there is an initial key addition
— commonly referred to as “pre-whitening” — applied before the first round. This
step is denoted by 7o. The cipher operates over 16 rounds in total. Using the above
notations, the full encryption process of ARADI can be described as:

(T 0 Aqgom)o---0 (T 0 Ay o) 0 Tyo.

Remark 1. We note that, in our description, the round key is added at the end of
each round, rather than at the beginning as done in [GMW24]. This adjustment sim-
plifies the presentation of our attacks. Functionally, this change is equivalent, since we
include a pre-whitening key addition before the first round instead of a post-whitening
key addition after the final round.
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Table 2 The 4-bit SBox S and its inverse S—! of ARADI.

Table 3 The rotation offsets of the
linear layer of ARADI.

j=@GE—-1)mod4 | a; b; ¢j
0 11 8 14
1 10 9 11
2 9 4 14
3 8 9 7

The SBox Layer of ARADI (7). The SBox layer applies a fixed 4-bit substitution
box S to each of the 32 columns of the internal state in parallel. That is, the same
SBox function is applied independently to all columns. The lookup tables for the 4-bit
SBox S and its inverse S~! are provided in Table 2.

The linear layer of ARADI (A). The linear layer of ARADI updates each row of
the internal state by applying a round-dependent linear transformation. Specifically,
at the i-th round, the linear layer A; transforms the state x as follows:

AZ(SU) = (Lj(xo_,),Lj(l'l_,),Lj((EQ_,),Lj(SL’g_,)), fOI‘ = 1,2, e 16,

where! j = (i — 1) mod 4. Each Lo, L1, Lo, L3 is an involutive linear transformation
over F32. To define L; more precisely, let each 32-bit row be viewed as the concatena-
tion of two 16-bit parts: w (upper half) and I (lower half). Then, the transformation
L; is given by:

Li(ul]ll) = (ud (v K a;) @ (I K ¢;)||(1 & (v K a;) & (I K b)),

where <« denotes a left rotation, and the rotation offsets a;, b;, and ¢; are defined
in Table 3.

2.2.2 The key schedule of ARADI

The master key K of ARADI is 256 bits and is represented as an array of eight 32-bit
words. We denote the key schedule’s internal state at round 7 by

K'= (K}, Ki,...,K).

1Note that the indexing for the linear layer begins at 0, while round indices begin at 1.
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Initially, the key state is loaded directly from the master key, i.e.,
K'=K = (KJ,K},...,K?).

The 128-bit pre-whitening key k° and the 128-bit round keys k?, for i = 1,...,16, are
derived from the key schedule state by concatenating four 32-bit words as follows:

o [ KHIKIIKS||KS, if i mod 2 =0
Ki||Ki||Ki|| K, if i mod 2 = 1.

Then, the key state at the i-th step is updated through the following sequence of
operations:

Linear Transformations: At first, two invertible linear maps, My and M7, each operat-
ing on pairs of 32-bit words, are applied to the key state. These maps are defined
as:

Moy(z,y) = (<) @y, Y K3)D(z K1) Dy)
Mi(z,y) = ((z << 9) @y, (y K 28) & (z K 9) DY)
The map My is applied to K}||K! and K}||K{ while M; is applied to Ki||K?%
and K(|| K1
Word Permutation: Next, a permutation P is applied to the eight words K*?, defined
as

p_ J(1.2)(5,6), if imod 2 =0
~1(0,3)(4,7), ifimod 2 =1

Round Constant Addition: Finally, the step index i is XOR-ed as a round constant to
the word K.

We note that ARADI’s key schedule is an affine transformation. Hence, all the round
keys are an affine combination of the master key bits. We will use this property of the
key schedule extensively to enhance our attacks.

2.2.3 Equivalent Representation of ARADI
To facilitate the description of our attacks, we adopt an equivalent representation
of ARADI, where the order of the linear layer A; and the round key addition 7, is
swapped. Each round of ARADI can be expressed as

R; = Ti o Njom = A; o7, om, where u’ = Ar(ki).

Using this equivalence, the full cipher can be represented as

(AqgoTyeom)o---0 (A 0T, 0T) 0 Tho.
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Fig. 1 The i-th round function of ARADI (the order of A; and 7 is swapped)

Since we have interchanged the order of A; and 7, the cipher’s final operation becomes
a linear layer, which we can safely omit in our attacks.

Next, we introduce notation for the internal states in this equivalent representation.
Let, ' and z'*! denote the input and output states of the i-th round, respectively.
The intermediate states after the SBox layer and the round key addition within the
i-th round is denoted by y* and 2%, respectively. These notations are illustrated in
Figure 1.

2.3 ZeroSum Distinguishers of ARADI

We begin by briefly recalling the concept of ZeroSum distinguishers [AM09, BC10,
BCC11]. Consider a Boolean function f : FZ — Fy. The Boolean derivative of f with
respect to a vector a is defined as:

Aof(x) = f(z ®a) @ f().
This notion naturally generalizes to higher-order derivatives, obtained by applying

the derivative multiple times with respect to a sequence of vectors ai,as,...,a;.
Recursively, this is expressed as:

Dayas,af(2) = Doy s, a o (f(@ @ ar) © f(2)).

Lai [Lai94] showed that if the vectors ay, ag, ..., a: form a basis for a vector space ¥/,
then the higher-order derivative simplifies to

Aaham..-,at,f(x) = @f(‘r D U)'

vely
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Consequently, for a Boolean function f : F§ — [y and a vector space ¥/, the derivative
of f with respect to ¥ can be defined as

Aof(x) =P flz@o).

vel

Furthermore, applying Boolean derivative with respect to a unit vector e; is equivalent
to taking a partial derivative with respect to the variable x;. This operation removes
all monomials " that do not contain z; from the ANF of f, and reduces the degree
of those that do, leading to the following important fact:

0, if deg(f) < dim ¢
constant, if deg(f) = dim .

Ay f(z) = {
Hence, if the algebraic degree of a Boolean function f is less than d, there exists an
affine vector space ¥ of dimension d such that

P fx) =o.

XEV

This property always holds for such functions, whereas for a random Boolean function,
it holds only with probability 1/2. This can be exploited to distinguish f from a random
function by selecting an appropriate subspace of dimension d. Such a distinguisher
is known as a ZeroSum distinguisher [AM09, BC10, BCC11]. Since the size of the
subspace is 2™ " the data complexity of the distinguisher is 24"

This idea extends naturally to vectorial Boolean functions F' : Fy — [F3', where
the derivatives are considered coordinate-wise on each output bit. In particular, if the
degree of any coordinate function of F' is less than d, a ZeroSum distinguisher can
be constructed. In this context, the corresponding output bit is called a balanced
bit. Moreover, the vector space ¥ is typically generated by inputs that vary over all
possible combinations of a subset of bits of size dim 1/, while the remaining input bits
are held fixed. We denote such a vector space as a cube and the bits that vary freely
over all possible values are referred to as cube wvariables.

In our attacks on ARADI, we revisit several ZeroSum distinguishers originally pro-
posed in [BRRT25]. In that work, the authors employed the three-subset bit-based
division property (3SBDP) [HLM*20] to establish degree bounds for up to 8 rounds of
ARADI. According to the findings in [BRRT25], after 7 rounds of ARADI, the algebraic
degree is bounded by 116 for each bit in the 0-th and 2-nd rows (z§ , and 2§ ), while
the degrees of the bits in the 1-st and 3-rd rows (2§_ and 23 ) are bounded by 115.
Similarly, for 8 rounds, they reported a degree bound of 124 for all bits in the 0-th
and 2-nd rows (z_ and z3_), and 123 for all bits in the 1-st and 3-rd rows (z}_ and
x9_). Details about the selected cube variables as well as the degrees are summarized
in Table 4. Building on this 8-round distinguisher, the authors in [BRRT25], proposed
a key-recovery attack on 10 rounds of ARADI.

However, while the cube used in [BRRT25] is of dimension 124, this does not fully
align with the theoretical requirement. Specifically, to guarantee the ZeroSum property

10
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Round Cube Variables . Cube' deg(zo.),  deg(zi.), Ref.
Dimension deg(z2.,) deg(zs_,)

7 116 116 115 [BRRT25]

> TR 124 124 123 [BRRT2

Table 4 Cube variables (H) and cube dimensions of the distinguishers for 7 and 8 rounds of ARADI.

when the algebraic degree is upper-bounded by 124, the cube should have a dimension
of at least 125. As a result, the 124-dimensional cube described in [BRRT25] ensures
balanced bits only in rows 3 _ to xJ_ — not across all four rows. This implies that the
distinguisher used in [BRRT25] for the 10-round attack offers a distinguishing advan-
tage of 2 balanced bits, instead of 4 balanced bits, as claimed. Accordingly, we have
revised the reported time, data, and memory complexities of the attack in [BRRT25],
as reflected in Table 1. That said, the issue can be addressed by using two indepen-
dent cubes instead of one, which restores the full distinguishing advantage — at the
cost of doubling the data complexity.?

2.4 FHT-Based Key-Recovery Attacks

Here we present a high-level overview of the general attack strategy for Fast Hadamard
Transform (FHT) based key-recovery attacks. Once a ZeroSum distinguisher is found,
it can be exploited for key-recovery. The fundamental approach involves guessing por-
tions of the relevant round keys, partially decrypting the corresponding ciphertexts,
and verifying whether the XOR sum of the partially decrypted values equals zero on
some selected bits. We describe the general framework of computing such sums using
FHTs in the following.

Consider a function F': F§ x Fy — F3* which is defined by another function f as
F(u,c) = f(u@® c¢). This structure is typical in many block ciphers, where round keys
are XOR-ed with the internal state during encryption. Also, consider a binary array A,
where our goal is to compute the following sum for each guess of v € {0,1}™:

sumlu] = @f(u P c). (1)

{c:Alc]=1}

Next, define the indicator function g : F} — [Fy for the array A as follows:

ﬂ@z{LﬁAM—l

0, if A[c] =0.

2This resolution has been confirmed through personal communication with the authors of [BRRT25].

11
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Then, for each guess of u, the sum from Equation (1) can be rewritten as:

sumlu] = @f(u @ c)

{c:Alc]=1}

= Py fwec)

ce{0,1}"

— Zg(c)f(u@c) mod 2

ce{0,1}"
~ (g /)(w) mod 2.

This formulation reveals the core idea behind the FHT-based approach: the values
of sum[u] for all u correspond to the convolution of two functions of size 2". Instead
of computing each value independently, we can evaluate all 2" convolutions simulta-
neously using a matrix-vector multiplication — an operation that can be efficiently
performed with the Fast Hadamard Transform (FHT). Let M be the matrix where the
element at the u-th row and a-th column is defined by: M[u,a] = f(u®a). To compute
the value associated with a key candidate u, we need to perform the matrix-vector
multiplication M x A. Our main motivation is to replace this costly matrix-vector
multiplication with a more efficient computation using a small number of FHTSs. A key
insight — originally used by Collard et al. in [CSQO7] in the context of linear crypt-
analysis — is that for this class of functions, where the round keys are XOR-ed with
the internal state, the matrix M is diagonalizable by a special discrete Fourier matrix
known as the Hadamard matriz. This observation is formalized in the following lemma.

Lemma 1 ([CSQO7]). Let f : F3* x F§* — Fy be a Boolean function and the matriz
M s constructed from f whose entries are of the form

Mu,a) = f(u @ a).

This matriz diagonalizes as M = 1/2™H,, D H,,, where H,, is the Hadamard matriz
of size 2™ whose entries are hy o = (—1)*®, and D is a diagonal matriz whose
diagonal elements are the eigenvalues of M. Moreover, the eigenvalue vector of M
can be computed by multiplying the first column of M by H,,.

However, in our case the matrix function from which M is constructed is not a
Boolean function, but a vectorial Boolean function. Thus, we can not apply the lemma,
as FHT must be calculated over integers. Todo et al. [TA14] proposed to consider the
coordinate functions of f = (fo, f1,.-., fn—1), one by one. Thus, we define n binary
matrices as M;[u,a] = fj(u & a), for each coordinate j € {0,1,...,n — 1} and we
compute n matrix-vector multiplications, (Mg x A), (M7 x A), ..., (M,_1 X A). Finally,
we concatenate the results to get the n-bit sum in the right hand side of Eq. (1).
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Therefore, we can decompose the matrix-vector multiplication as follows
1 _
M; x A= Q—mHm(Hm(Cﬁl) x H,,(A)),

for j € {0,1,...,n — 1}, where C{l is the first column of M;. As a result, the com-
putation of M; x A can be simplified to computing three Hadamard transforms with
complexity of 3 x m x 2" additions.

3 Key-Recovery Attacks on the ARADI Block Cipher

In this section, we present key recovery attacks against reduced-round ARADI. Our
analysis covers attacks on up to 12 rounds of ARADI. Since the attacks on fewer than 10
rounds follow a similar and relatively straightforward key recovery principle, we focus
on providing detailed descriptions of the attacks on 10, 11, and 12 rounds only. In all
of our attacks, we recover equivalent round keys of the alternative representation of
ARADT described in Section 2.2.3 (also illustrated in Figure 1). To simplify the analysis,
we omit the final linear layer operation of ARADI. This omission does not affect the
attack’s effectiveness: if the last linear layer is included, the attack proceeds almost
identically, with the only additional step being the application of the inverse of the
last linear layer to each collected ciphertext before further processing.

Before delving into the specifics of each attack, we provide a high-level overview
of the general attack strategy. The core strategy is to guess parts of the round keys,
partially decrypt the ciphertexts, and check if the XOR sum of selected bits is zero.
A critical aspect of the ARADI linear layers is that the partial decryption of one col-
umn depends on three columns from the subsequent round. For instance, the partial
decryption of the 0-th column at the 9-th round, denoted by x?o, depends on the 0-th,
5-th, and 24-th columns from the 10-th round, denoted by zig, zig , and ZTI&, respec-
tively. Consequently, to verify whether the XOR sum at any given bit of a:?o is zero, it
suffices to guess only these three columns of the (equivalent) key state at the 10-th
round, namely uig, ul?, and u}&. We refer to these columns as guessed columns. By
focusing on decrypting one column at a time and checking the XOR sum of its partial
decryption, we effectively reduce the number of round key components that must be
guessed at once. This approach is known as the partial sum technique [FKLT00]. This
targeted approach streamlines the key recovery process and makes the attack more
efficient.

Remark 2. We note that for the attacks described in Section 3.1-3.3, the overall
time complexity is largely dominated by the time needed to obtain the data. Hence, the
reader may wonder why we optimize the attack steps. We emphasize that these attacks
are used to illustrate and analyze the impact of various optimization techniques. Such
optimizations become particularly relevant for the 11- and 12-round attacks presented
in Section 3.4 and Section 3.5, respectively, where the analysis time is higher than the
time needed for encrypting the data.
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Fig. 2 Overview of the 10-round attack on ARADI using 8-round distinguisher

3.1 Attack on the 10-Round ARADI Cipher Using 8-Round
Distinguisher

We begin by presenting a detailed description of the key recovery attack on 10 rounds
of ARADI. This attack leverages the 8-round ZeroSum distinguisher from Table 4 to
recover the round keys for the 9-th and 10-th rounds, denoted as u® = Ag(K?) and
ul® = A1o(K10), respectively.?

An overview of the attack is provided in Figure 2. The cube dimension used in the
distinguisher is 124, highlighted as B in the figure. After 8 rounds, two rows of the
state 22, the input to the 9-th round, becomes balanced, as indicated by ® in the same
figure. By appending 2 additional rounds to the 8-round distinguisher, we extend the
attack to cover 10 rounds of ARADI. The following sections describe the detailed steps
of the attack along with the corresponding computational complexities, focusing on
the ZeroSum at the 0-th column x?o. The attack methodology for other columns is
essentially the same.

The naive attack. A naive attack approach is to guess partial key bits from »° and
u'0 to perform a two-round partial decryption, followed by a ZeroSum check. Specif-
ically, to partially decrypt the column x?o, we need to guess a total of four columns
(16 bits) of the subkey: uf, of u” and u!?, ul?, ui?, of u'’. These guessed columns
are highlighted as B in Figure 2. The attack begins by querying 2'?* encryptions
corresponding to vector space of dimension 124 as given in Table 4. Let the set of
ciphertexts be € = {®, ¢!, ..., 2" ~1}. The naive attack is detailed in Algorithm 1,
where we exhaustively guess the 16 key bits for the columns uf,, ul, u;? and u1?,. For
each guess, we partially decrypt the ciphertexts and verify whether XOR sum at the

3We remind the reader that the ARADI rounds are indexed starting from 1.
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9

Ist (27 ) and 3rd bit (23 ) of the partially decrypted column zf

we check if 1-st and 3-rd bits of

is zero. Formally,

@zgo = @571(@)0 & Sil(uig D o) © Sil(“}g ©ys) ® 571(1434 ®cras)  (2)
cel cel

are zero, where S~! denotes the inverse SBox operation of ARADI. This results in a
2-bit filter, meaning that, from this ZeroSum check, we obtain 2 bits of information
on the 16-bit subkey.

The data complexity of this attack is 2!?4. The time complexity is 2124 + (2124 x
216) ~ 2149 We also, need to store the cipherexts in the memory. In terms of memory,
storing all ciphertexts requires 2'24 x 128 = 213! bits. Note that, a similar attack on
10-round ARADI was proposed in [BRRT25] with a complexity of 2192, However, thanks
to the equivalent representation of ARADI, while the attack in [BRRT25] required
guessing 48 bits over two rounds, this attack requires guessing only 16. Consequently,
significantly reducing the overall complexity of the attack.

Algorithm 1 Naive algorithm for 10-round key recovery.

1: Input: A 2'24 size set of ciphertexts, C.
2: for all (uf,uld,ul? ui?,) € {0,1}'° do
3: sum =0

4: for all c € C do

5 sum=sum@® S~ (uly B ST H(ul) @ cry) & ST B o) B ST (U, B Cras))

6: if (sum; #0) or (sumgz # 0) then
7: (udy, uld ul? ull,) is not a valid key candidate

3.1.1 Improved attack

Having discussed the general framework of the FHT-based attack in Section 2.4, we
now turn to the specific case of the FHT-based attack on 10 rounds of ARADI. Several
optimizations can be applied to enhance the naive attack using FHT-based tech-
niques discussed in Section 2.4. First of all, we prepare a binary array A as discussed
in Section 2.4. Note that the right-hand side of Equation (2) depends solely on the
ciphertext columns {0, 5,24} of the ciphertext. This implies that if two ciphertexts
share the same values in these three columns, their combined contribution to the XOR
sum in Equation (2) cancels out independent of the key guesses. This is an well-known
technique and used in several other attacks [FKLT00, TA14, DGK™24]. Exploiting
this property, instead of storing all ciphertexts explicitly, we construct an array A with
2'2 indices, where each index corresponds to the parity of number of occurrences of a
particular value in the list of ciphertexts. Formally, the entries of A are defined as:

Ali] {1, if Ve € C, ¢yoll¢ys||¢r24 = 7 holds odd number of times
1l =

0, if Ve € C, ¢yolleys

Cy24 = ¢ holds even number of times .
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Suppose that the subkey u has already been guessed, and let the guessed value
be a. For each such guess, the expressmn in Equation (2) becomes:

sum®[ko|[k: ||k2] = @D S~ (a & S (ko @ co) & S (ky B c1) & S (ke @ ¢2)).
{e=collex [e2:Ale]= 1}

As discussed in Section 2.4, we can replace these computation with a FHT. To apply
the FHT-based method, we consider the convolution of two functions over 22 inputs,
defined as follows:

f(uollur|lug) = S~ (a @ S~ (w0) & S~ (1) ® S (22)) and

g(coller]|e2) = 1, if Afcollerlfez] =1
07 if A[COHClHCQ] —0.

Then, the sum on the right-hand side of Equation (2) can be computed as the
convolution of these two functions:

PS5 uly &S g B o) @S Ul @ eyy) @ ST (ugl, © o))
cel

= @Q(C)fuio ||u Hu¢24vc)

ce{0,1}12

= (g ) i lu i) ) mod 2.

These convolutions can be efficiently evaluated using FHT, allowing us to simultane-
ously compute all 2'2 values of the sum.

The full FHT-based key-recovery attack on 10 rounds is detailed in Algorithm 2.
It is important to note that since f is a vectorial Boolean function, we must apply
the FHT's separately to each output coordinate j. As we check the ZeroSum for j =1
and j = 3, we apply two sets of FHTSs. Also, the FHT of the vector A is independent
of the choice of u .Asa result it only needs to be computed once and can be reused
for all 16 p0551b1e Values of um, as shown in line 3 of Algorithm 2.

The overall complexity of Algorithm 2 includes: 2% x 2 pointwise multiplications
of two vectors of size 2'2, 24 x 2 x 2 FHTSs of size 2'2, and a single FHT of size 2'2 on
the vector A. Thus, the total computational cost is approximately:

(12x2"2) 428 x 2x (2" + 12 x 2% + 2! 4 12 x 212 4 212) & 22177,

The memory complexity is equal to storing the vector A4, i.e., 2! integers.

An implementation of the FHT-based attack strategy on 6 rounds of ARADI,
based on a 4-round ZeroSum distinguisher, is available at is given as supplementary
material.*

4The code is available at https://github.com/ShibamCrS/zerosum_attack_aradi.git
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Algorithm 2 FHT-based algorithm for 10-round key-recovery.

1: Input: Array A of integers such that the i-th value of A denotes the parity of the
number of occurrences of ¢ in the list of ciphertexts

2: Initialize arrays sum; of size 212 for j € {0,1,2,3}

3: A« Hia x A > Computing the first FHT

4: for all u, € {0,1}* do

5: for all j € {1,3} do

8
6: for all u € {0,1}'? do > Computing first column of M;LTO
uQ
7 sum;[u] < f;°(u,0)
sum; < Hyy X sum; > Computing the second FHT
for all u € {0,1}!? do
10: sum;[u] ¢ o1z (sum;[u] x Alu])
11: sum; < Hip X sum; > Computing the third FHT
122 for all (ufl,ul?,ull,) € {0,1}? do
, 101,,10(],,10
14: for all j € {1,3} do
15: if sum;[u] mod 2 # 0 then
16: (uy, urld, ul?, ull,) is not a valid key candidate

3.1.2 Master-Key Recovery

In our attack on 10 rounds of ARADI, we initially apply the ZeroSum condition by
considering a cube of dimension 124, on a single column — specifically, the 0-th column
#,. With this cube the ZeroSum condition satisfies in two bits after 8 rounds. Thus,
the probability that a randomly chosen 16-bit subkey satisfies the ZeroSum condition
after 8 rounds is 272. This effectively results in a 2-bit filter, meaning that, for each
ZeroSum check, approximately 24 = 216 x 272 key candidates remain unfiltered.
This filtering effect was not considered in the previously proposed 10-round attack
in [BRRT25], where a single cube with 2-bit filter was used. Thus, we can say that the
attack presented in [BRRT25] recovers only 2-bit information of the key from a single
ZeroSum check.

To uniquely recover the 16 bits of the target subkey, we apply our attack with
multiple independent and distinct cubes, each of dimension 124. This ensures that the
overlap among surviving key candidates across multiple cubes is minimal, ultimately
allowing a unique key recovery. We discuss the procedure in the following remark.

Remark 3. Let us consider two independent cubes V; and Vs, each of dimension 124
as given in Table 4. These cubes each yield ZeroSum distinguishers on the 1-st and
3-rd bits, as these bits have algebraic degree at most 123. This provides us with a 4-
bit filter in total, with 2 bits contributed by each cube. Furthermore, if we select these
cubes such that their union V1 U Vs has dimesion 125, we gain additional filtering. In
addition to the 4-bit filtering on the 1-st and 3-rd bits (two bits for each of the two
cubes), we also obtain ZeroSum on the 0-th and 2-nd bits by considering the cube of

17



460

462

463

464

465

466

467

468

469

470

472

473

474

475

476

477

478

479

480

481

482

483

484

485

486

487

488

489

490

Table 5 An example of various combinations of 124 or 116 dimensional cubes used in our
attack and their corresponding filter size

Last fotfr bits of = for 124—dim‘ensional cub.es or any fixed set Filter Size (bits)
of 4 bits out of the last 12 bits for 116-dimensional cubes
(0000, 1000) 6
(0000, 0001, 0010) 10
(0000, 0001, 0010, 0011) 16
(0000, 0001, 0010, 0100, 0011, 0110, 0101) 32
(0000, 0001, 0010, 0100, 0011, 0110, 0101, 0111) 40

dimension 125, as these bits have a degree at most 124. In total, a 125-dimension cube
offers a 6-bit filter.

Remark 4. Now the question remains: how many 124-dimensional cubes are needed
to generate so that we can get desired filtering? To answer this, consider how we
generate various 124-dimensional cubes. Let V be a 124-dimensional cube. From 1/,
we can construct another 124-dimensional affine space as V; = {x;®v | v € V}, where
x; 18 a 128-bit vector. According to Table 4, the vectors in U take all possible values
in the first 124 bits while the last 4 bits remain constant. Thus, changing one of these
last 4 bits is required for the necessary affine translation. We therefore consider each
x; such that the first 124 bits are 0, i.e., it is of the form 00...0v1vov3vy. Consequently,
the union of two such affine spaces V; and V; has dimension 125 if the Hamming
weight of x; ® x; is 1. According to our analysis, we can obtain a 6-bit filter with two
124-dimensional cubes, a 10-bit filter with three 124-dimensional cubes, a 16-bit filter
with four 124-dimensional cubes, 32-bit filter with seven 124-dimensional cubes, and
a 40-bit filter with eight 124-dimensional cubes. Similar analysis can be done for 116-
dimensional cubes as well where each vectors take all possible values in the first 116
bits while the last 12 bits remain constant as shown in Table 4. In this case, we can
change any 4 bits of the last 12 bits for the necessary affine translation. We provide
examples of such x; vectors and their corresponding filter sizes in Table 5.

According to the above discussion in Remark 3 and Remark 4, if we chose four 124
dimensional cubes, we achieve a filtering power that is sufficient to recover the 16 bits
of the target subkey. Consequently, the total data complexity is 4 x 2124 = 2126 and
the time complexity is 4 x 22177 = 223.35,

To extend this to the recovery of the full 256-bit master key, we focus on recovering
the complete round keys for rounds 9 and 10. This involves repeating the above attack
across all 32 columns — i.e., applying the ZeroSum test to each column from x?o to x?sl.
As a result, the total time complexity becomes 2126 4- 32 x 223:35 ~ 2126 Additionally,
since the same data can be reused for ZeroSum checks across different columns, the
overall data complexity remains 2126, The memory complexity is determined by storing
one vector A of size 2'2 for each attack and each cube, resulting in a total of 27
integers.
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Remark 5. Note that recovering the full round keys for the 9-th and 10-th rounds
reveals 192 bits of the master key, since two 32-bit words of the u'® can be derived
from u®. This relation holds for any pair of consecutive rounds (i,i+1) where i is odd.
As a result, at the end to recover the full 256-bit master key, we still need to brute
force 64 bits. On the other hand, this reduces the search space for the subkey u?||ui*?
by 64 bits when i is odd. This observation was also made in [BRRT25], although the
authors claimed that it holds for all values of i. However, the dependency does not
hold when i is even. In fact, if i is even, then knowing the full round keys for rounds
i and i + 1 is sufficient to uniquely determine the master key via the inverse key
schedule, without additional brute-force. We leverage this insight in our later attacks
by specifically targeting round keys for even indices i, enabling full master key recovery
once u’ and vt are known.

A different approach, which allows the use of two cubes (rather than four as men-
tioned before), is to exploit key relations and operate on different columns in an order
that maximizes the filtering. To illustrate, consider the initial ZeroSum check on the
0-th column using two 124 dimensional cubes. This results in approximately 2! can-
didate values for the 16-bit subkey as we have a 6-bit filter, which we store in a list
denoted as L. Next, we apply the ZeroSum condition to a second column, selected
strategically to maximize the overlap between the required guessed key bits and those
already guessed in the previous step. In this case, we choose the 19-th column. The
partial decryption of :c?lg depends on the subkeys u%g, u}?g, and u%&. Notably, u}g and
u}& were already guessed when handling the 0-th column, resulting in an 8-bit overlap.

This overlap acts as an effective 8-bit filter, narrowing the candidate space for the
new subkeys. Specifically, for each value of u!?||ul?, in £, we expect 2% suggestion on
average for u?,,|lu;?% while we check ZeroSum on the 19-th column using 2 cubes. To
efficiently combine these results and update the list £ with the new suggestions from
the ZeroSum check on the 19-th column, we use a hash table. We transform the list £
into a hash table, where each entry is keyed by the 8-bit value u%? u}& of the subkeys
present in L i.e., the overlapping portion of the subkey. For each entry in [, the
associated value in the hash table is the corresponding 8-bit partial subkey uf||ul.
As we apply the ZeroSum check on the 19-th column, we generate new candidate pairs
(ul?Jul?,, u? |[ur?). For each such pair, we query the hash table using the 8-bit key
ul?|[uif, and we merge the old values ul,||ui) with the new ones uf ||ull; to form
a longer partial subkey candidate. The updated list now contains approximately 2'2
candidates for a 24-bit subkey comprising: u), |[uf,o||uld|[ui?|[ui%||ull,. By carefully
selecting subsequent columns with maximal key-bit overlap with previously guessed
subkeys, we are able to add more key columns while avoid exponential growth in the
number of key candidates.

We repeat this process across multiple columns, progressively refining the candidate
key list, until a sufficient number of key bits have been recovered such that performing
an exhaustive search over the remaining bits becomes more efficient than performing
additional ZeroSum attacks. For instance, we perform the ZeroSum attack on the
following sequence of 30 columns (in the specified order): 0, 19, 11, 30, 6, 25, 1, 20, 12,
31, 7, 26, 2, 21, 13, 16, 8, 27, 3, 22, 14, 17, 9, 28, 4, 23, 15, 18, 10, 5, as listed in the
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Table 6 Progressive ZeroSum checks in 10-round attack using 8-round distinguisher

Step 1[2]3[a]s]e[7][8]of1o]1]12]13]14]15
Selected Column %, || 0 [ 19 [11[30| 6 [25[ 1 [20 12|31 7 [26| 2 [21] 13
log, (|-L]) 101214161820 |22 24262830 |31]33][34]36
Candidate Size (bits) || 16 | 24 [ 32 | 40 | 48 [ 56 [ 64 | 72 | 80 | 88 [ 96 [103|111|118] 126
Step 161718192021 2223 24 2526 [27]28]29] 30
Selected Column #8, [ 16 | 8 [27 [ 3 |22 14|17 9 |28 4 [23[15[18[10] 5
log, (|L]) 37 3840 |42 [42 |44 [42 39|36 [32|28 2420 16] 12
Candidate Size (bits) |[133[140| 148156 |162[170] 174 [177[ 180|182 184|186 | 188190192

second row of Table 6. At each step, the attack yields candidate values for a 16-bit
subkey, with the size of the candidate list JL provided in the third row.

Importantly, due to the linear key-schedule, the 1-st and 3-rd rows of u'® are
linearly dependent on u?, as previously discussed in Remark 5. Exploiting these linear
relations allows us to filter additional key bits. In particular, after a certain number
of steps, newly considered key bits can be derived from linear combinations of key
bits obtained in earlier steps. In such cases, these dependent key bits do not need to
be guessed explicitly; instead, we check the ZeroSum property only for those entries
whose dependent key bits satisfy the corresponding linear relations. To ensure that
we only count independent key information, we analyze the rank of the relevant linear
systems. We construct these systems symbolically by expressing each key bit of u°
and 1! as a linear combination of the master-key bits, and then verify the rank using
SageMath.” We performed analogous checks for the other attacks in the paper as well;
the code for all verifications is provided in the supplementary material.’

This effect is reflected in Table 6. The third row reports the size of the candidate
list L at each step, which depends on whether the newly considered key bits are
linearly dependent on previously introduced bits. Typically, the list size increases by
a factor of 4 per step, as expected. The first step where a dependency appears is the
11-th step, where the increase drops to a factor of 2. Consequently, the fourth row
of Table 6 reports the bit length of each element, that is, the number of independent
key bits in L', corresponding to the accumulated key material at that step.

In summary, we apply 30 ZeroSum attacks, each using two 124 dimensional cubes
(total data: 212%). These correspond to a total of 120 bits of u° and 128 bits of u!? and
the final candidate list «£ contains approximately 2'2 elements. To complete the key
recovery, we can brute-force the remaining 8 bits of u” across the 2!? candidates in
L, resulting in 22° key combinations. The time complexity of this part of the attack
is 22277 Moreover, as discussed in Remark 5, we can derive 192 bits of the master
key from the known values of u? and u'®. Thus, we need to recover 64 bits through
exhaustive search, i.e., the total time complexity becomes 212°4-264+20 1 (30 x 22277 ~
2125 The memory complexity is corresponding to storing the vector A of size 2'2
integers for each of the 30 attacks and each of the 2 cubes. Furthermore, to store the

5SageMa»th is an open-source mathematics software system, freely available at https://www.sagemath.org.
5The code is available at https://github.com/ShibamCrS/zerosum_attack _aradi.git
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Fig. 3 Overview of the 10-round attack on ARADI using 7-round

key suggestions, we need to store at most 192 x 2** bits. Thus, the total memory
complexity is upper-bounded by 276 bits.

3.2 A 10-Round Key-Recovery Using 7-Round Distinguisher

Previously, we discussed a 10-round key-recovery attack based on an 8-round distin-
guisher. However, as observed, the complexity of those attacks is dominated by the
data collection cost of the distinguisher. The primary motivation behind the attack
presented here is to reduce that cost by using a more efficient 7-round distinguisher,
which has a lower data complexity of 2'16 chosen plaintexts. Applying a 3R-attack,
i.e., adding 3 rounds for key-recovery, we construct a 10-round attack.

The main attack procedure is the same as the 8-round attack. We start with
encrypting a vector space of dimension 116 as shown in Table 4. After 7 rounds of
encryption, all bits in the 1-st (z§_) and 3-rd (2§_) rows of the output are balanced
(i.e., their XOR sum is zero). Therefore, we partially decrypt the ciphertexts through
three rounds and check whether the XOR sum equals to zero at the 1-st and 3-rd rows.

For example, the attack targeting the 0-th column is illustrated in Figure 3. In this
case, the computation of the O-th column in the 8-th round depends on columns 0, 8, 23
from the 9-th round. In turn, the computation of columns 0, 8,23 in the 9-th round
depends on the following 9 columns from the 10-th round: {0, 5, 8,9, 13, 16, 23, 24, 28}.
This is shown in Figure 3. Following the same methodology as before, we start by
encrypting a cube of dimension 120. Let the resulting set of ciphertexts be denoted
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by C = {c°, !, 2116_1}. Our goal is then to compute the following sum:
ufo@
@ g1 S 1(“?0 & Sil(“}g @ cro) B Sil(u%g D crs) © Sil(“%& D C124)) D 3)
cee S7H(u ?g ® S_l(uig D crs) B S_l(ui?a D Cr15) B S_l(u%?a D C116))D
ST ( 223 & Sil(“%g D Cpo) B Sfl(ug)g D Crag) @ Sil(“?zs @ Cras))

One way to proceed in this case is, first, we guess a 16-bit key comnsisting of
(uy, udy, uly, ul,,). Then, we recover the remaining keys using the FHT-based attack
described above where the size of FHT is 236, which is sub-optimal. To overcome this
challenge, we adopt a more efficient, multi-step strategy based on the partial sum

technique.

3.2.1 An Efficient Key Recovery using Partial Sums and FHT

The partial sum technique, first introduced by Ferguson et al. [FKLT00], is a pow-
erful method that significantly reduces the complexity of computing large XOR sums
by breaking the problem into smaller, sequential steps. This approach was recently
enhanced by Dunkelman et al. [DGK™24], who showed that several partial sum steps
can be efficiently replaced by computing convolutions of carefully chosen functions.
Our attack adapts this convolution-based methodology to the specific structure of the
ARADT cipher and several convolutions is computed simultaneously using FHT as diss-
cussed in Section 2.4. The main non trivial task is to identify which parts of the XOR
sums are computed together in each step so that we can compute them efficiently
using FHT. In our attack we target to efficiently compute a relationship involving the
intermediate variables ag, a1, as, and b, which are defined as follows:

1

(UTo @ o) B ST (uig D Cy5) B Sil(uigzx @ Cras)
1(uT8 @) &S u 1?3 D Cris) © ST (g0 B Cpao)

(

(

(4)

! UTg Do) B S (ul m @ Cras) B ST (uizs D Cas)

S~
S”
S
STHud, ® ag) ® ST (uly B ar) & STHud,, ® as)

Our process begins by storing the parity of the collected ciphertexts C in a binary
array A of size 236:

A[Z] - 1, if |C €C: C10,5,24,8,13,16,9,23,28 — 7,| is odd
0, otherwise

To simplify notation throughout the attack, we also define two helper functions: an
indicator function I, and a function g, to convert a binary array into a function
suitable for convolution.

1, if S7H(zo) @ S Hmw1) ® S (22) =

0, otherwise

9x (1) == x[i] and I, (x, 1, 22) := {
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The complete procedure is outlined in Algorithm 3. It consists of four main reduction
steps followed by a final checking of ZeroSum, which we now describe in detail. The
core of our attack is an iterative process that progressively reduces the size of the data
array A by isolating the variables from Equation (4). Each step uses an FHT-based
mathod to compute convolutions.

Step 1: Reducing A to A;. Our first goal is to reduce the 235 size bit array A to a
smaller array A;. The key observation is that if two ciphertexts yield the same value
for the tuple (ag, C+s.15.16.0.23.25), their contributions to the overall XOR sum cancel out.
We can therefore sum over the remaining ciphertext bits and store only the parity of
occurrences for each value of this tuple (ag, Cys.15.16,0.23.28)- This reduction is achieved
by guessing the key bits 410 and computing a convolution between g4 and I,,. For

10,5,24
10 .
each guess of uy ; ,,, we compute and store:

Al[u%g.s,m] (@0, Crs.13,16,9,23.28] = ((QA * Iao)(uq{g,s),m)) mod 2,

where the convolution is defined as:

(gA * Iao)(”}?,s,m) = ZgA[CTO,s,24,8,13,16,9,23,28] g, (U%S D Cro, Up109 D Crs, Ui& S2) C¢24)~

€10,5,24

As discussed earlier in Section 2.4, using the FHT, we can perform this for all 2'2 key
guesses simultaneously. This corresponds to lines 3 to 5 in Algorithm 3.

Steps 2-4: Iterative Reductions. The subsequent steps follow the same pattern,
each time further reducing the array size. Thus, we skip the details and only provide
the functions of which the convolutions are computed.

Step 2: The array A; is reduced to an array A, that stores the parity of occurrences
10

for each value of (a1, ag, Cro2325). This is done for all 2'% guesses of uil,, . via
the FHT-based technique of computing convolutions (ga, * I, )(ul? , ). This is
done in lines 8 to 10 of Algorithm 3.

Step 3: Similarly, A, is reduced to Az by processing bits related to as and storing the
parity of occurrences for each value of (as, a1, aq) for each u}ggws. This is done
by computing (ga, * I,,) in lines 13 to 15 of Algorithm 3.

Step 4: Finally, Aj is reduced to the array B which stores the parity of occurrences of
b for each value of the 9th round subkey bits u? This is done by computing

10,8,23"
(ga4 * Ip) in lines 18 to 20 of Algorithm 3.

Final step. After the four reduction stages, we have the array B. The final step is
to guess the remaining subkey ufo and compute the following 4-bit sum directly for
each guess:

D Bluly, uls, uly]b] - 57 (u, © b)
b
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For this last computation, we do not use FHT. As discussed in Section 2.4, computing
a 4-bit sum via FHT requires 4 x 3 hadamard transforms of size 2%, leading to a
complexity of 3 x 28. A direct computation, in contrast, only requires 28 operations
and is therefore more efficient.

Complexity of a Single Reduction Step. FEach of the first four steps involves
computing convolutions. As detailed in Section 2.4, this requires three FHTs and one
pointwise multiplication. A crucial optimization is that the Hadamard transform of
the indicator functions I,,, I4,, Is, and I does not depend on any guessed key bits.
Therefore, these transformations can be pre-computed once and reused in every step,
as we have done in Algorithm 2 for the data array A. This leaves two FHTs of size
2'2 and one pointwise multiplication per step. The complexity of a single step is thus
212 4 (2 x 12 x 2!2) ~ 216:64 integer additions/subtractions.

Total Complexity. The total time complexity of the analysis is the sum of all parts:
the pre-computation, the four reduction steps (with increasing data dependencies),
and the final step. This sums to:

12. 212 228 232 236 240 . 216.64 248 . 28 ~ 257.4.
+ (228 4 252 4 2%6 4 910) +
Pre-comp. Steps 1-4 Final Step

The memory complexity is dominated by the size of intial integer array A, which is of
size 24! bits.

3.2.2 Packing Multiple FHTs Together

To further enhance the efficiency of our attack, we adapt the packing technique, from
Dunkelman et al. [DGK"24]. The core idea is to leverage the wide-word arithmetic
capabilities of modern CPUs (e.g., 64-bit operations) to compute multiple small FHTs
in parallel. This is achieved by packing several independent computations into a single
uint64_t integer, treating it as a set of distinct bit-slices. Although we have not
implemented our full attack due to its high overall complexity, we present this analysis
to demonstrate the expected gain.

We exemplify this approach by showing how it can be applied to Step 1 of our
attack; the optimization for other steps follows a similar logic. Recall that in Step 1,
for a fixed tuple (ao, Crs,13,16,9,23,2¢), We compute the convolution (ga * I4,). The key
insight is to split the summation space. Let g7, denotes the function derived from A
where the most significant m bits of ;s 151602525 are fixed to j. Thus, for each of the
values in the remaining bits of ¢ys.13,16.0.25.28, denoted by ¢! we have to compute the
following 2™ convolutions:

2M—1
((9.91 * Iao)(“%g,s,m)’ (9114 * Iao)(u%g,5,24)7 T (gA * Iao)(uig,s,m)) ) where
(934 * Iao)(u%g,s,u) = ZgA []Hcl} : Iao (uig @ CTO’ uig S5 CTS’ uigzx @ CT24)'
€10,5,24
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Algorithm 3 FHT-based attack on 10-round using 7-round Distinguisher.

1: Input: Array A of integers consisting of the parity
2. Initialize an empty 2D bit-array A; of size 2'2 x 228
3: for all ag, Crs.15.16.0,23.26 O
10
4: for all uy;;,, do
> 10
Al[uro,s,u] [ao, CT8,13,16,9,23,28] —
10 10 10
@ A[CT0,5.24,8,13,16,9,23,28] : Iao (uro D Cro, Uyy D Cps, Uiy, D CT24)
C10,5,24
10
6: for all uy, ,, do
7: Initialize an empty 2D bit-array Ag of size 22 x 220
8: for all a1, ag, Crg232s dO
10
9: for all u;g ,, ,, do
10: 10
A2 [uTs,lz,m] [alv agp, CT9,23,28} —
10 10 10 10
@Al [uro‘s,u] [@0, C1s,15,16,9,28,28] * L, (urs D Crsy Upys D Crazy Upye D Ctio)
€18,13,16
10
11: for all uyy,,,, do
12: Initialize an empty 2D bit-array As of size 212 x 212
13: for all as,a1,a9 do
10
14: for all uzg,, ,, do
15: 10
As [UT9,23,28] [aQ’ at, aO] —
10 10 10 10
@ A2 [U‘Ts,m,w} [alv ao, CT9,23,28] ' Iaz (um S Croy Usog 2] Ciragy Upog @ CT28)
C19,23,28
10
16: for all uy ,, ,, do
17: Initialize an empty 2D bit-array B of size 212 x 2%
18: for all b do
9 .9 .9
19: for all u, u3,ui,, do
20: 9
B[um,s,m][b] —
10 9 9 9
P As[ull., willaz, a1, a0 - I(uly ® az,ul, ® a1, ul,, © ag)
az,a1,ao0
9
21: for all u,  ,, do
22: Initialize an empty integer-array S of size 2%
23: for all u¥ do
8 9 9 9 —1, 8
24: Sluzo) < @B[um, Us, Usas][b] - S~ (uto B D)
b
25: for all v, do
: 8 : 8 .9 10
26: if S[’U‘To] 7é 0 then Discard (uTm uT0,8,237 uTO,5,24,8,13,16,9,23,28)
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This reformulation shows that the original computation can be decomposed into 2™
independent FHTs. The codre idea is that these 2™ FHTs can be computed in parallel
within a single integer by packing them as

2‘m
Z Z QSng 7] |C£] 1o, (Uig D Cros ui? D ¢ps, ulg4 @ Craa)

c10,5,24 \J=0

271
= Z 2% Z ga [jHCE] o (Uig © Cros Up10D © Crs, 1484 D Cy24)
j=0

€10,5,24

271
Z 2% Z(ng * Llo)(u%(?,s,u)'
7=0 C10,5,24

We introduce a “separation unit” of s bits and compute the sum Z?:o_ L osi (g’ *
I,,). If s is chosen large enough such that the result of each individual convolution
does not exceed 2° (preventing overflow between bit-slices), then the final result of
each (¢’y * I,,) mod 2 can be extracted from the sj-th bit of the final integer sum.

The choice of the number of parallel computations (2™) and the separation unit (s)
is critical and depends on the target data type. Assuming 64-bit operations (uint64_t),
we have experimentally verified that for FHTs of size 2'2, we can safely pack 4 FHTs
in parallel by choosing a separation of s = 16 bits for each. This implementation is
given in the supplementary material” and can be similarly applied to Steps 2-4.

This technique also provides a significant optimization for the Final Step. Pre-
viously, we used a direct summation because an FHT-based approach offered no
performance benefit. However, with packing, this changes. Since the final step
involves FHTSs of size 2%, we can pack 16 such FHTSs in parallel within a 64-bit word
(using s = 4). Incorporating these speedups, the improved time complexity of the
analysis is:

12 . 212 + (4 . 24) + (228 + 232 + 236 + 240) . 272 . 216.64 + (248 . 274 . 25.04) ~ 254.76.

Pre-comp. Steps 1-4 Final Step

This is at least a 6x faster than the attack described in Section 3.2.1. It is worth
noting that this parallelization is a direct benefit of our multi-step strategy. A direct
FHT of size 236 would be too large for packing and parallelizing even two such
transforms is not possible in a 64-bit word.

3.2.3 Unique Master-Key Recovery

Similar to the discussion in the case of previous attack in Section 3.1.2, here each
ZeroSum check gives us a 2-bit filter. Consequently, we need to use about 26 cubes to

"The code is available at https://github.com/ShibamCrS/zerosum_attack_aradi.git
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Table 7 Progressive ZeroSum checks in 10-round attack using 7-round distinguisher

Step fTiJ2]3]af[s]e6[7]s8]9ofw[u]12]13]
Selected Column x5, 0 8 23 | 31 4 12 | 19 | 27 | 3 11 | 18 | 26 7
log, (]-£]) 36 |40 [ 28 [ 16 [ 28|24 | 12| 0 |12 8 [ 0] 0] 0
Candidate Size (bits) || 52 | 72 | 76 | 80 | 108 | 120 | 124 | 128 | 156 | 168 | 172 | 176 | 204
Step fuJis]6[17[18[19]20]21[22]23[24[2 [ - |
Selected Column «8 || 15 | 22 | 30 | 2 | 10 | 17 | 25 | 1 | 9 | 16 | 24 | 5 | -
log, (|-L]) ololofolo]Jolo|lo[]o|lo|]o]]o]-
Candidate Size (bits) || 215 | 219 | 221 | 246 | 253 | 255 | 255 | 256 | 256 | 256 | 256 | 256 | -

recover 52 bits information about the key, which results in data complexity of 21207
chosen plaintexts.

To reduce the data complexity, we consider 4 cubes of dimension 116 with 16-bit
filter, resulting in a data complexity of 2!18. Although the size of the filter is less than
52 bits, it is still sufficient to recover the key using the same strategy of combining
information across different columns, as described in Section 3.1.2. To achieve this, we
perform ZeroSum checks on 25 carefully selected columns (in the specified order), as
listed in the second row of Table 7. These columns are chosen using the same strategy
of maximizing overlap in subkey bits, as described earlier in Section 3.1.2. At each step,
the attack yields candidate values for a 52-bit subkey, with the size of the candidate
list oL provided in the third row. Additionally, the fourth row shows the bit length
of each element in J[, corresponding to the accumulated key material at that stage.
Here also we use the linear structure of the key schedule as the round key u!® can
be obtained linearly from u® and u”. After these steps, we expect to obtain a unique
suggestions for 100 bits of u® and 108 bits are from u°. To complete the key recovery,
we need the remaining 28 bits of ©® and 20 bits of u”.

Hence, the time complexity of the analysis is 25 x 4 x 2574 4- 248 ~ 26403 without
the packing technique. Using the packing technique, the time complexity is 25 x 4 X
25476 4 948 ~ 2614 The memory complexity is corresponding to storing the vector A
for each of the 25 attacks. Furthermore, to store the key suggestions, we need to store
at most 72 x 240 bits. Thus, the total memory complexity is upper-bounded by 24® bits.

3.3 A 11-Round Key-Recovery Using 8-Round Distinguisher

The 11-round key-recovery attack on ARADI follows a strategy similar to the 10-round
attack that employs a 7-round ZeroSum distinguisher, thus we skip low level details.
In this case, we extend the attack by using an 8-round ZeroSum distinguisher given
in Table 4 and appending three rounds of partial decryption, thereby targeting 11
rounds in total. As with the 10-round case, the complexity of recovering each column
of the round key remains approximately 2574 or 25476 using the packing technique.
To recover the master key, we utilize 4 independent cubes of dimension 124 with
total 16-bit filter, resulting in a total data complexity of 2!26. We focus on recovering
the complete round keys for the 10-th and 11-th rounds. To recover the round keys of
the 10-th and 11-th rounds, we apply ZeroSum checks across 12 selected columns, as
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Table 8 Progressive ZeroSum checks in 11-round attack using 8-round

distinguisher
Step fTiJ2]3]a]s[6]7]s8]09]
Selected Column z?, || 0 | 19 | 11 | 30 | 6 | 25 | 1 | 20 | 12
log, (L) 36 | 40 | 40 | 40 | 40 | 40 | 36 | 36 | 32
Candidate Size (Bits) || 52 | 72 | 88 | 104 | 120 | 136 | 148 | 164 | 176
Step JwoJuJw[wB[u[nlwe]1r] -]
Selected Column x?, 31 7 | 26 2 21 | 13 | 16 | 8 -
log, (|L]) 3123|2010 0| 0] 01| 0] -
Candidate Size (Bits) || 191 | 199 | 212 | 218 | 222 | 225 [ 228 [ 230 | -

1
-
JI1TTH ]
T
NN TR TR T TR
; E

specified in Table 8. We also use the linear dependency round keys to filter key-bits
as discussed in previous attacks. After performing these checks, we expect to obtain a
unique candidates for 76 bits of u!'® and 124 bits of u'!. So we need to recover remaining
52 bits of ©'% and 4 bits of u''. The total time complexity includes 16 ZeroSum-based
attacks and a final brute-force over 264 candidates: 17 x 4 x 2574 4 256 ~ 2635 o
17 x 4 x 25476 4 956 ~ 9609 Ty gtore the table oL, we need at most 2*8 bits which is
the upper bound on memory complexity.
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3.4 A 11-Round Attack Using 7-Round Distinguisher

To reduce the data complexity of the 11-round attack presented in Section 3.3, we
can utilize the 7-round ZeroSum distinguisher presented in Table 4 and extend it by 4
additional rounds to mount a key-recovery attack on 11 rounds of ARADI. The structure
of the attack targeting the 0-th column is illustrated in Figure 4, where we compute
the following sum:

ufOGB

u?OGB

S7Huge ® 5™ ugy @ r0) © ST (ugg @ ) DS (U D €103))D
71(“%2 & Sil(“%sl D y5) B Sil(u#ll @ Cru1) ® Sil(ﬂlis D Cras) )
_1(1&204 D S_l(U’illS @ Cis) B S_l(uizh D Cr2a) B S_l(uiio @ Crao))

S*l

»nn »n

@Sil g1 Sil(“}g & Sil(“g D Crs) B Sil(u%114 © Cria) B 571(“}311 @ Cra1))D
cee S 1(10 @y g1 (11 g1yt G 1(y11

(u713 2 (uTS @ CT3) @ (uTIB 2 CTIS) @ (UT20 2 CT20))69
71(1"%(1)6 ® Sil(uisl ® cy5) © Sil(“ﬂs ® Cy16) D Sil(“%zlz D C122))

S7Hugg ® 5™ Hugy @ o) © ST Hugys ® C15) B S Uy @ Ch6) )@
Sil(uigs & Sil(u‘%}Q ®Cz) B S 1(“%213 D Cpa5) B Sil(uizlg D Cr20)) D
S_l(uigg ® S_l(uill ®cp) @ S_l(uills @ cyis) B S_l(uizls D Cyas))

This attack is building upon the methodology presented in Section 3.2. The process
begins by populating a binary array A of size 288, which stores the parity of the
collected ciphertexts C across 20 nibble positions:

L if I{C eC: C+t0,6,23,5,11,28,13,24,30,8,14,31,3,20,16,22,9,15,12,29 — 7/}| is odd

[i] = . b
0, if I{C cC: C+0,6,23,5,11,28,13,24,30,8,14,31,3,20,16,22,9,15,12,20 — 7/}| 15 even

Similarly to the previous attack, we combine the partial sum technique with the FHT
to efficiently isolate a series of intermediate variables, in this case ay, . .., ag as defined
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in Equation (5).

! uro © o) &S (uié @ cro) @ Sil(uizls D Cya3)

S
ST 1(“ D) DS (Uﬁl D C11) @ S_l(uizls D Cas)
S” 1(%13@%13)@571( %214@%24)@571( Llo@CTw)
=S ult Bew) ® ST ull, ®ey) @
ag =S~ 1(“r3 D) DST (uT13 D Cp1s
=5 (u “Huy ;
=5 H
S
ST

ap =
a; =
g =
u¢31 ® Cra1)
ulyy @ Crao
! Uy @Cn)
uT9 D) DS ully ® ¢

uT12 ®crin) ® S uly, @ cm) ® S (ulyy B crao)
"ul @ en) @S ully @ cpus) & S™Hulhy @ cpas)

1

X
)@ S (uy )
U 16 D Crig) B (u¢22 @ C125)
Uma D Cp15) @ ( T )

a7 = !

ag =

The core of this attack is a nine-step iterative procedure designed to systematically
reduce the 283-bit array A. The goal of this phase is to produce a smaller array, A,
which stores the parity of occurrences for the tuple (as,az,...,ap) similarly to the
previous attack described in Section 3.2. A detailed breakdown of the complexity
of each of these nine steps is provided in Table 9. Note that the last five steps are
computing FHT of size 2% instead of 2'2, as in each of these steps, one of the three
required key nibbles has already been determined from a previous stage of the attack.
The corresponding indicator function for these steps takes the form:

1, if S™Hwo)® S~ Hz1) =7
0, otherwise

I(zo,21) == {

Upon completion of these nine reduction steps, we are left with the array A of size

236 and we have to compute the following sum given in Equation (6).
ufo@
D5 S7Hudy ® ST ugy B ag) ® ST H(uy ®ar) &S (ugy, B ag))® ©)
g S™Huly © S7H(ug) @ az) ® ST (ul, ® as) ® 57wy @ as))®
ST (U‘Tzs S (uig ® aG) & S_l(uigs & a7) ® S_l(ugzs & ag))

This array is structurally identical to the initial array A from the 10-round attack
detailed in Section 3.2. Consequently, the problem of recovering the final key by pro-
cessing A to compute the XOR sum, given in Equation (6), is equivalent to the entire
attack presented in that section. As established previously, the complexity of this final
key-recovery phase is 2574 or 254476 (using the packing technique). The total com-
plexity of the attack is therefore the sum of the initial nine-step reduction phase and
this final phase. This can be expressed as:

(12 . 212) + (8 . 28) + (280 + 284 _|_ 288 + 292) . 216.64+
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Table 9 Complexity analysis of the first 9 steps of the attack on 11 rounds.

Step| Guess Conv. Time (Integer Memory
Domain Arithmetic) (bits)
! - C10,6,23 280 5 216.64 292
2 u%"l-"’-% Cps5,11,28 284 % 916.64 292
3 u‘%ol.e.zfs.s.u,zg Ct13,24,30 288 X 216464 284
4 uq}nl.a.23.5.11,23.13_21,30 Crs,14,31 292 X 216464 276
5 uﬂ}01.6.23,5,11,28.13.24,30.8.1431 Ci3,20 2100 y 912.08 268
6 u%0146423,5,11,28413,24,30‘8‘1431,3,20 Cti6,22 2104 212.08 9264
7 u%ul.e.m,s,n,zs.13,24,3u.s.14,31.3.2u,16.22 Cro,15 2108 3 912.08 260
8 u%ol.o’.za.s.u,n.13.24,30.5.14,31,3,20,16,22.9.15 Ct12,29 2112 y 912.08 256
9 u‘:rl(]1.6.23.5.11,28.13.24,3().8.14.31,3,2(],16‘22,9,15,12‘29 Cr1,18 2116  212.08 252

Table 10 Progressive ZeroSum checks for the
11-round attack using 7-round distinguisher

Step T 1]2]37]4]
Selected Column x5, 0 8 23 | 31
log (|L]) 100 96 | 60 | 24
Candidate Size (Bits) || 140 | 176 | 180 | 184

(2100 + 2104 + 2108 + 2112 + 2116) . 212.08 + 288 . 257.4 ~ 2145.4.

If we consider the packing technique with computations over 64-bit words and we can
pack 4 FHTs of size 2'2, 8 FHTs of size 28, and 16 FHTs of size 2% into a single word.
Then the total complexity of the attack reduces to:

(12 . 212) + (8 . 28) + (4 . 24) + (280 + 284 + 288 + 292) . 2—2 . 216.64+
(2100 4 2104 4 2108 4 2112 4 2116) . 273 . 212.08 4 288 . 254‘76 ~ 2142.76.

Master key recovery. To recover the master key, we utilize 8 independent cubes
of dimension 116 with a total of 40 bits filtering conditions, resulting in a total data
complexity of 212, We focus on recovering the complete round keys for the 10-th and
11-th rounds. To recover the full round keys of the 10-th and 11-th rounds, we apply
ZeroSum checks across 4 selected columns, as specified in Table 10.

After performing these ZeroSum checks, we expect to obtain approximately 224
candidates for 48 bits are from u'® and 104 bits are from u!''. So we need to recover
remaining 80 bits of u'® and 24 bits of u''. Thus, we expect to be left with about
224+104 — 9128 candidates which we then brute-force.

The total time complexity includes 4 ZeroSum-based attacks and a final brute-force
over 228 candidates: 4 x 8 x 21454 4 9128 x5 9150.4 o 4 5 8 x 214276 4 9128 5 914776 f
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Fig. 5 Overview of the 12-round attack on ARADI using 8-round

we consider packing techniques. The memory complexity is dominated by maximum
size of oL which is 2109 . 140 ~ 210713 hjts,

Remark 6. To compute a single column at round 8, data from only 22 columns of
the ciphertext is required. While each column in the round function depends on three
columns from the following round, many of these dependencies overlap, particularly
in the final round. As a result, even after four rounds of backward computation, it is
not necessary to process the entire ciphertext state. This behavior directly stems from
the slow diffusion property of the cipher’s linear layer. This structural weakness plays
a central Tole in enabling our 11-round and 12-round key-recovery attacks, which are
discussed later.

3.5 A 12-Round Attack Using 8-Round Distinguisher

We finally discuss our main result — an attack on 12 rounds of ARADI. It uses an 8-
round ZeroSum distinguisher (given in Table 4), and we extend it by four additional
rounds to mount a key-recovery attack on 12 rounds of ARADI. We omit the low-
level details of the attack, as the strategy closely parallels that of the 11-round attack
described in Section 3.4.

The overview of the attack is provided in Figure 5. To recover the full master
key, we employ 7 independent cubes, resulting in a total data complexity of 2126-8,
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Table 11 Progressive ZeroSum checks for the 12-round attack using
8-round distinguisher

Step fTiJ2]3]a[s]6]7]3s]
Selected Column z2, || 0 | 19 | 30 | 11 | 6 | 25 | 1 | 20
log, (|-L]) 108 116 108] 99 | 78 | 56 | 30 | 0
Candidate Size (Bits) || 140 | 180 | 204 | 227 | 238 | 248 | 254 | 256

Our focus is on recovering the complete round keys for the 10-th and 11-th rounds.
To achieve this, we apply ZeroSum checks across 8 strategically selected columns, as
detailed in Table 11. We also use the linear dependency between the round keys to
filter key-bits as discussed in previous attacks.

One important distinction between the 11-round and 12-round attacks lies in the
diffusion behavior observed during backward computation. Our analysis shows that
recovering columns u?o through U§15 requires access to only 22 columns of ciphertext,
while columns uf,; through u,, require 23 columns due to slightly wider dependency.
As a result, when we perform ZeroSum checks on columns uf,,, u?,,, uf,,, and ul,,, the
corresponding FHT computations must consider data array of size 2°2. In contrast,
the other four steps require 288, as in the 11-round attack. Thus, the total complexity
of these steps are 4-8- 2145.4 +4 .8. 2149.4 ~ 2154.48 or4-§. 2142.76 _|_4 .8. 2146.76 ~ 2151.8
integer additions/subtractions.

After performing these four ZeroSum checks, we expect to obtain an unique candi-
date for 40 bits of ©'? and 92 bits of u'!. This leaves us with 88 bits of «'? and 36 bits
of u'! yet to be guessed, which we brute-force. Therefore, the total time complexity is
upper bounded by the 8 ZeroSum-based attacks, which is 215496 or 21423 (ysing pack-
ing). The memory complexity is dominated by the memory requirements to store .
The memory complexity is dominated by the memory requirements to store L. Stor-
ing the largest candidate list £, which contains up to 2! entries, requires at most
2116 . 180 =2 21235 bits.

4 Conclusion

In this paper, we investigated key-recovery attacks on the ARADI cipher. We presented
attacks up to 12 rounds based on ZeroSum distinguishers, using the combined partial
sum and FHT-based key-recovery technique. We demonstrated how the low diffusion
properties of its linear layers can be effectively exploited to recover round key material.
Our analysis shows that to partially decrypt one active column through 3.5 rounds,
we need at most 22 or 23 active columns. This highlights the importance of carefully
analyzing the diffusion behavior of linear layers across several rounds during the design
of ciphers. A key strength of our approach lies in the generality of the key-guessing
strategy, which is not limited to ZeroSum distinguishers. This methodology can be
adapted to other classes of distinguishers, such as differential and linear ones, making
it a versatile tool in the broader context of symmetric cryptanalysis. An interesting
direction for future work is the development of new distinguishers with sparse activity
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pattern in key-recovery, such that it is possible to minimize the number of round key
columns that need to be guessed during partial encryption/decryption.
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