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Abstract

Authenticated garbling, introduced by Wang et al., CCS’17, is a leading paradigm for achieving
constant-round maliciously-secure 2PC. In this work, we upgrade authenticated garbling to efficiently
support tensor gates (introduced in the context of semi-honest garbling by Heath et al., CCS’21) us-
ing the one-hot garbling technique. Our maliciously-secure garbled tensor gate computes  ® y for
z € {0,1}",y € {0,1}™ with O(n + m)k + O(nm) bits of communication, where & is the computational
security parameter and n,m are logarithmic in k. This improves the best prior constant-round mali-
ciously secure approach, which incurs O(nm)x communication. Our protocol is concretely efficient and
allows improvement over state-of-the-art for applications including integer multiplication, matrix multi-
plication, and more. We benchmark the online phase of our protocol and observe a 5.41x improvement
in communication and 3.35x improvement in wall clock time when computing a 128 x 128 bit tensor
product.


https://orcid.org/0000-0001-9589-5182
https://orcid.org/0000-0002-6552-0344
https://orcid.org/0000-0002-1501-1330
https://orcid.org/0000-0003-3748-1357
mailto:daheath@illinois.edu
mailto:nakul@cs.ucla.edu
mailto:rafail@cs.ucla.edu
mailto:turan@cs.ucla.edu

Contents

1

Introduction

1.1 Our Contribution . . . . .. ... ... .. ....
Preliminaries

2.1 Notation . . . . .. .. ... ... .. .......
2.2  Circuits with Tensor Gates . . . . ... ... ..
2.3 Hash Functions . . . . .. ... ... .......
2.4 Information-Theoretic Message Authentication Codes
2.5 (m,L)-Independent Matrix . . ... ... ....
2.6 One Hot Garbling . .. ... ... .. ......
Overview

3.1 Distributed Garbling with Tensor Gates . . . . .
3.2 Consistency Check via Dual Execution . . . . . .

Distributed Garbling with Tensor Gates

4.1 Distributed Garbling . . . . ... ... ... ...
4.2 Distributed Garbling with Tensor Gates . . . . .

Authenticated Garbling with Tensor Gates

A Proof of Theorem 1

B Applications

B.1 Generalized Outer Product . . . ... ... ...
B.2 Binary Matrix Multiplication . . . . . .. .. ..
B.3 Integer Multiplication . . . . .. ... ... ...

Experiments

C.1 Methodology . . ... ... ... ... .....
C2 Results. . . . ... ... ...

Equivalence of Distributed Half-Gates

Compressed Preprocessing [CWYY23]

E.1 Communication Complexity . . . ... ... ...

N =

Nk R W NN

o

13
13
15

20

25

28
28
28
28

29
29
29

31

33



1 Introduction

Yao’s Garbled Circuit (GC) is a cryptographic technique that allows a garbler G to construct from some
program P a privacy-preserving encoding of that program P. G sends this encoding to an evaluator E—
along with an encoding of program input #—who can locally compute P(Z) = P(x) while keeping x hidden.
GC can be understood as a randomized encoding of computation [Appl7]. GC is particularly relevant to
the study of secure two-party and multi-party computation (2PC and MPC), where it is used to achieve
protocols that complete within only a small constant number of communication rounds. GC can be combined
with OT to achieve semi-honest-secure 2PC protocols in a relatively straightforward manner; see e.g. [LP04].
The state-of-the-art concretely efficient semi-honest GC protocol for boolean circuits [RR21] communicates
~ 1.5k bits per AND gate, where & is the computational security parameter, and XOR, gates are free.

Maliciously-Secure Garbling Protocols Many garbling techniques are insecure against a malicious G.
Namely, G can incorrectly garble a circuit such that an honest E obtains an incorrect output. This insecurity
is somewhat inherent to many garbling techniques, as often the very mechanisms that protect G’s privacy
also prevent E from detecting that the circuit has been incorrectly garbled.

The cut-and-choose technique [LP15, KNR17] can be applied to Yao’s GC (and its variants) in a black-
box way to achieve malicious security. This involves G sending or committing p many GCs to E, where p is
the statistical security parameter. E then randomly selects a subset for G to “open”. E checks these were
properly constructed, and gains confidence in the unopened subset. The parties use the unopened GCs for
secure evaluation. Cut-and-choose garbling incurs a large multiplicative factor overhead in cost.

The authenticated garbling framework [WRK17], which is the state of the art for maliciously secure
GC protocols, adopts a different approach: G sends only one, potentially incorrect GC, which E evaluates
and checks correctness of obtained values only post evaluation. For security, it is required that both G
and E feed randomness into the GC and E holds commitments to G’s randomness. The overhead this
incurs can be moved entirely to a function-independent preprocessing phase, which leads to an online phase
that roughly matches state of the art semi-honest protocols. Recent protocols [DILO22, CWYY23] have
discovered communication-efficient methods to generate the required preprocessing, leading to an actively
secure GC protocol that has almost the same total communication as the state of the art semi-honest GC
protocol for boolean circuits.

Garbling Beyond Boolean Circuits: In recent years, the semi-honest GC literature has evolved to include
concretely-efficient ways to garble non-boolean-circuit structures. In this discussion, we only consider GC
schemes that rely on efficient symmetric-key cryptography. For instance, the literature includes special-
purpose techniques for garbling RAM programs [LO13, HKO22, PLS23, HK023, GTRS25], programs with
conditional branching [HK20, HK21b], and arithmetic circuits [BMR16].

While these semi-honest techniques can be upgraded to the malicious security setting via cut and choose,
the state-of-the-art authenticated garbling technique has not been able to keep up with the semi-honest
progress. Indeed, the only example of authenticated garbling for non-boolean-circuit-based computation is
the authenticated Garbled RAM of [HKO23], which uses a WRK-style [WRK17] approach to authenticate
wires in so-called tri-state circuits. In particular, this technique still involves garbling of individual gates,
each with inputs of length < 2.

One particularly exciting semi-honest GC technique is the so-called one-hot garbling technique [HK21a].
This technique reduces the communication cost of garbling certain tensor operations, such as matrix multi-
plication, and it offers concretely efficient solutions for certain O(log k)-input gates. The one-hot garbling
technique can be understood as a generalization of the fan-in-two “half gates” approach of [ZRE15], a tech-
nique that remains state of the art in the authenticated garbling setting [KRRW18]. The low-level nature of
one hot garbling has made it useful as a building block for other semi-honest techniques, including garbled
lookup tables [HKN24, KN25] (generalizations from fan-in-two gates to arbitrary n-row, m-output lookup
tables) and garbled arithmetic circuits [Hea24].

Until now, it was not known how to reconcile one-hot-style techniques with authenticated garbling. This
technique is noteworthy because it provides a commmunication versus computation tradeoff which offers a



concrete speed up in runtime in the symmetric-key based GC setting where network bandwidth is usually
the bottleneck. This motivates our central research question:

Can one-hot garbling [HK21a] be used to obtain efficient authenticated garbling protocols for tensor
products, lookup tables, arithmetic operations, etc?

1.1 Owur Contribution

We take a major step towards answering the above in the affirmative by constructing an authenticated
GC (constant-round maliciously secure 2PC) that handles tensor gates efficiently, making black-box use
of the one-hot garbling technique. A tensor gate computes & ® y for inputs & € {0,1}",y € {0,1}"™
within an authenticated garbled circuit. Our protocol garbles a tensor gate with total communication
O(n+m)k + O(mn) bits with small hidden constants, provided n, m are at most logarithmic in the security
parameter k. In more detail, our protocol can garble a tensor gate with input lengths n,m = clogx with
O(n 4+ m)k bits of communication and O(k¢log k) hash invocations, for any ¢ > 0. Our construction makes
black-box use of semi-honest privacy-free tensor gates [HK21b] to build an authenticated privacy-preserving
tensor gate. This unifies and extends the techniques of [KRRW18] that make black-box use of semi-honest
privacy-free AND gates [ZRE15] to build an authenticated privacy-preserving AND gate. To explain the novel
insights underlying our construction, we first reformulate known GC protocols [ZRE15, KRRW18, HK21b)]
in a way that naturally leads to our proposed solution.

Our construction achieves an asymptotic and concrete reduction in the size of a garbled material for a
tensor gate from O(nm)k to O(n + m)k bits. To achieve our desired aymptotic reduction in total commu-
nication, we adopt the dual execution technique which is compatible with compressed preprocessing so that
the per-gate communication in the preprocessing phase is O(nm) bits, independent of k. Our final protocol
ITppc-tensor achieves maliciously secure 2PC while handling tensor gates efficiently.

Finally, we present concrete applications of our protocol, building on the work from the semi-honest
setting [HK21b]. In particular, we first show how “small” tensor gates can be tiled to handle arbitrary
length tensor products efficiently. This technique enables us to garble a tensor gate with input lengths n, m
with O(IZ)";”H) bits of communication and poly(x) hash computations. We provide exact costs in Appendix B
and benchmark a Rust implementation of our online phase in Appendix C, which shows a 5.41 X improvement
in communication and 3.35x improvement in wall clock time when computing a 128 x 128 bit tensor product.
We describe how this speeds up integer and matrix multiplication within an authenticated GC. Finally, we
remark that secure matrix multiplication is a key component of many AI applications, including neural
network implementations [KNRT17, WGC19, WTB*21].

2 Preliminaries

2.1 Notation

We denote the computational and statistical security parameters using « and p, respectively. We write log
to denote base-2 logarithms. Given a finite set .S, we write  <— S to denote sampling = uniformly at random
from S.

We use bold symbols (e.g., , X) to denote vectors and matrices. We write z; for the i-th component of
vector @, and X; ; for the (i, j)-th entry of matrix X. Given an index set S, the notation {z;};cs denotes
the collection of values indexed by S.

Many works [BMR90, WRK17, KRRW18, CWYY23] make use of a public selection bit embedded in wire
labels, typically as the least significant bit. We denote the extraction of this bit by ExtBit(-), following the
notation of [CWYY23].

We write Fa- for an extension field of Fo, which we instantiate using an irreducible polynomial f(X) of
degree k. Any element x € Fax is uniquely expressed as a polynomial Z';;Ol x; X* with coefficients z; € Fs.
This induces an isomorphism between Fa- and Ff, allowing us to use {0,1}*, F5, and Fox interchangeably.
In particular, addition in F4§ and Fax corresponds to bitwise XOR in {0, 1}".



We define the following Bit-to-Field and Field-to-Bit conversion macros:

e B2F(z): Converts = (zg,...,245-1) € F5 to z = z;:ol 2; X' € Fox.

o F2B(z): Converts z = Z;:ol ;X" € Far to z = (z0,...,25_1) € F5.

We denote garbling and evaluation using Garble, Eval, and refer to G, E as the garbler and evaluator. We
conceptually separate out the role of G/E and Pa/Pg since parties swap garbling and evaluation roles in the
dual execution protocol.

Table 1: Definitions of the notation and macros used in this paper.

Notation Definitions

K Computational security parameter

p Statistical security parameter

) Sample = uniformly at random from S

[n)] Zero-indexed set of n elements {0,1,...,n — 1}

x,x;, X, X, ; Vector, the i-th entry of x, matrix, the (i, j)-th entry of X

Aws A A bit masking the underlying value and the masked value on wire w
r*, ¢ A compressed bit 7* to be used in Fcpre, share # of an AND triple
Lw.a, The label for wire index w, with masked value A,, € {0,1}

Isb(x) Least significant bit of

ExtBit Procedure to extract a public bit from a label.

B2F Macro to convert from F5 to Fax

F2B Macro to convert from Fax to Ff

C,O A Boolean circuit, the set of circuit-output wires in C

I, Is The sets of circuit-input wires of P5 and Pg

w The set of output wires from non-free circuit gates

[z]a = ([z]A, [#]8) IT-MAC authentication of z under the global key A, P holds []A, Pg holds [2]%)
Open([z]a) Opening bit  authenticated by A

Garble, Eval Garbling and evaluation of distributed garbling

Tensor.G, Tensor.E Garbling and evaluation subroutines for tensor gates

H(x) One-hot encoding of the value z

T Truth table matrix used in tensor evaluation

T Matrix transpose symbol

id Identity function used in tensor evaluations

Bad, Event that a consistency check fails (used in SFR definitions) on input y

2.2 Circuits with Tensor Gates

A boolean circuit C consists of a list of gates (¢, 7, k,T), where i, j are indices of input wires, & is the index
of output wire and T' € {®, A} denotes the gate type. We evaluate a Boolean circuit in topological order as
vy =v; ®v; if T =& and vy, = v; Av; if T = A. In the 2PC setting, we use Z4 (resp., Zg) to denote the set
of circuit input wire indices corresponding to the input of Pa (resp., Pg).We also use W to denote the set
of output wire indices of all AND gates, and O to denote the set of circuit output wire indices in the circuit
C. We denote by Canq the set of all AND gates in the form of (i, j, k, A).



In this work, we consider Boolean circuits with tensor gates ®, which generalize AND gates to handle
inputs of arbitrary length. Specifically, a circuit C consists of a list of gates in the form (e, 3,7, T) where
a, 3, are vectors of input wire indices of length n and m, respectively, v is an n X m matrix of output wire
indices, and T € {®,®}. If T = @, then |v| = |a| = |8| and we have a standard XOR gate and if T = ®
then |v| = || - |3] and we compute the tensor of two boolean vectors as v,,; = vq,vg, for (i,7) € [n] x [m].

For a circuit C over tensor gates, we use W to denote the list of output wires of all ® gates. This is
consistent with how W is defined if C is first cast into a boolean circuit.

2.3 Hash Functions

Our work uses a circular correlation robust under naturally derived keys (ccrnd) hash function Hegrng [ZRE15].
Intuitively, a ccrnd produces random-looking output, even when hashing strings related by some correlation
A, and even when using the output of the hash to encrypt strings that also involve the same correlation
A. This enables the Free XOR technique [KS08a], which in turn is required for the half-gates [ZRE15] and
one-hot garbling [HK21b] techniques which we build upon. We use the definition provided by [ZRE15]:

Definition 1 (Circular Correlation Robustness). We define two oracles that each accept as input a label
K € {0,1}", a nonce i, and a bit b:

e circa(K,i,b) EH(K ® A,i)®b-A  where A € {0, 1} 1|1.
e R(K,i,b) is a random function with k-bit output.

A sequence of oracle queries (K, i,b) is legal when the same value (K, 1) is never queried with different
values of b. H is circular correlation robust under naturally dervied keys (ccrnd) if no poly-time adversary
A issuing legal queries can distinguish circa and R i.e.

PAr [Adrea(17) = 1] — F;zr [AR(17) = IH < negl(k).

In practice, Heema is efficiently instantiated using fixed key AES [GKWY20].

2.4 Information-Theoretic Message Authentication Codes

We use information-theoretic message authentication codes (IT-MACs) [BDOZ11, NNOB12] to authenticate
bits or field elements in Fax. Let A € Fox be a global key. If this is known to Pa (resp. Pg) we denote
it Aa (resp. Ag). We use [z]a = ([z]A,[#]8) to denote an element x € F (where F € {F2,Fax}) shared
between parties. Informally, holding IT-MACs under the garbler’s global key is required for garbling, holding
IT-MACs under the evaluator’s global key is required for consistency checking. Note that the value & might
be known to P or Pg or both or neither (secret-shared between them).

We recall the fact that IT-MACs are additively homomorphic and support public scalar multiplication.
For a constant value ¢ € Fax, define [c]a = (¢A,0). Given public coefficients ¢y, ¢y, ..., ¢y, two parties can
locally compute [y]a := [co]a + Ele ¢ilzi]a.

We can extend these notions to authenticated vectors and matrics of bits in the natural manner. Let
m, ¢ € N be dimension parameters. For a vector & € F5.., we denote by []a = ([x1]a,- -, [rc]a) a vector
of authenticated values.

IT-MACs support “free” linear operations. In particular, given a matrix M € F™*¢ we denote by
[y]a = M:[x] a the matrix multiplication operation on authenticated vectors, where for each i € [m], [y;]a =
Zje[é] M; ;- [z5]a-

2.4.1 Dual Authenticated Bits

Let Aa be the global key of Pa and Ag be the global key of Pg. Let A = (Aa,Ag,1). In this case, we
refer to [z]a as a dual authenticated bit as parties hold an XOR share of the bit z, which is authenticated
under both Pa’s and Pg’s global key. We use these for garbling and consistency checking. Trivially, dual
authenticated bits also support free linear operations.



2.4.2 Multiplication Triples

For a,b,c € Fax, we refer to the tuple [a]a,[b]a,[c]a with ¢ = a-b and A = (Aal||Ag|[1) as a dual
authenticated multiplication triple. In the case where a, b, ¢ € Fo, we also refer to the tuple as an AND triple.
Prior works [WRK17, KRRW18, DILO22, CWYY23] instead use IT-MACs of form [a1]ag, [b1]as, [¢1]As;
[as]an, [02] A, [c2]a, where ¢ + co = (a1 + a2)(by + b)) and Pa knows aq,b1,¢; and Pg knows ag, bs, co
in the clear. We observe that it suffices (and seems more natural) to use dual authenticated multiplication
triples instead. They are at least as easy to generate as the above which can be locally converted into a dual
authenticated multiplication triple by defining [a]A = (a1Aa + [a2]A, |[[a1]A, |la1) [a]] = ([a2]R, [la2As +
[a1]R, ||a2) and similarly for [b]4, [b]] and [c]A, [c]. It is straightforward to check that this gives us the
desired relation.

2.4.3 Tensor Triples

For circuits with tensor gates (see Section 2.2) we also deal with vectors and matrices of wire indices.
Therefore, we extend this notation to vectors and matrices in the natural manner. For the distributed garbling
scheme that we present, we actually require preprocessed tensor triples [a]a, [b]a,[c]a with ¢ = a ® b,
which can be generated using O(nm) AND triples where n = |a|, m = |b|. See Appendix E for more details.

2.4.4 Garbled Sharings

In our technical overview, we adopt the IT-MAC notation (which we refer to as garbled sharings) as a
convenient way to abstract away the encryption “labels” used in standard GC protocols. The underlying
GC mechanism, including round complexity, remains unchanged.

In the context of a garbling protocol, we use [2E] (resp. [#¢]) to denote that E (resp. G) knows the value
of x in the clear.

We associate each wire w in the circuit with a semantic value z,, that is determined during evaluation.
Typically, garbling protocols maintain the invariant that during evaluation parties hold garbled sharings
corresponding to the (hidden) semantic value of all circuit wires. We explicitly refer to the individual
components of such as garbled shares using [z,] = (Lw,0,Lw,z, ) Where Ly 1 = Lyo & A. We extend this
notation to vectors of wire indices w € {0,1}" where we define Lyp as (Luw, b, )ic[n) for bicin) € {0,1}. The
GC sent by G is used by E to propagate her garbled shares of input wires {L,, ., }wez to garbled shares of
output wires {Ly », }weo of the circuit. The garbled sharings are then reconstructed for the circuit output
wires only.

2.4.5 Batch opening of authenticated values

We review the procedure to perform batch opening of a vector of IT-MACs [NNOB12, DNNR17]. We assume
that Pa holds the value in the clear and parties share IT-MACs. This procedure is defined symmetrically
for the case of Pg holding the value. As in [CWYY23], we define the CheckZero procedure to check if all
values are zero. Following [DNNR17], we hash IT-MAC components to reduce communication:

CheckZero([z1]a,- -, [ze]a): On input authenticated values [z1]a, ..., [x¢]a, Pa convinces Pg that z; =0
for all ¢ € [¢] as follows:

1. Pa sends ha := H([z1]A, ..., [2]A) to Pg, where H : {0,1}* — {0,1}* is a collision-resistant hash
function.

2. Pg computes hg := H([z1]%,. .., [2¢]8) and checks that ha = hg. If the check fails, Pg aborts.

As in [CWYY23, DNNR17, WYKW21], we have the following lemmas, which we state for completeness
and defer the reader to [CWYY23] for a proof.



Lemma 1 ([CWYY23, DNNR17, WYKW21)). IfH is collision-resistant hash function with soundness error
€, and if A € Fax is sampled uniformly at random, then the probability that there exists i € [¢] such that
x; # 0 and Pg accepts in the CheckZero procedure is bounded by 2% + €.

We define the batch-opening procedure, denoted by Open, for authenticated values [z1]a, ..., [z¢]a
over field Fa-.

Open([z1]a,---,[zea): On input authenticated values [z1]a,-- -, [ze]a, Pa opens as follows:
1. Pa sends purported openings (z/,...,z}) to Pg.
2. Both parties compute [y;]a = [zi]a + [z;]a for each i € [£].
3. Pa and Pg invoke CheckZero([y1]a,- .., [ye]a). If Pg accepts, it outputs (21, ..., z}).

Note that the communication complexity of Open is x bits in total, amortized across all checked values. We
use this for input encoding, consistency checking and output decoding in our final protocol Ilppc-tensor-

2.4.6 Fixing authenticated bits

Random authenticated bits can be transformed into authenticated encodings of selected values using a
postprocessing step denoted by Fix (also used in the DVZK protocol [DIO21, BMRS21]). Given [r]a for
r € {0,1}* and an input x € {0, 1}", parties proceed as follows:

1. Pgsends d :=x + a to Pa.

2. Both parties locally compute the authenticated encoding of x as:
[z]a = [a]a + [d]a.

We use this for input encoding in our final protocol Ilopc tensor-

2.5 (m, L)-Independent Matrix

We recall the notion of an (m, L)-independent matrix, which originates from [DK99] and has been applied
in the context of authenticated garbling in [DILO22, CWYY23].

Definition 2 ([CWYY23]). We say that a matric M € F3*L is (m, L)-independent if any m rows of M
are linearly independent.

This property implies the following: if M € F3** is (m, L)-independent and b* «+ F% is sampled
uniformly at random, then the product b := M - b* yields an m-wise independent distribution.

Lemma 2 states that when
en logm
L=|p+m-log ( ) + )

m 2

a uniformly random matrix M <+ IFZXL satisfies (m, L)-independence with probability at least 1 —277. We
refer the reader to [CWYY23] for the proof of Lemma 2.

Lemma 2 ([CWYY23]). Let L = [erm log (<2) + logzm—‘, and let M « F3*L be chosen uniformly at
random. Then M is (m, L)-independent except with probability 27°.

We include this definition and lemma as it is used in our compressed preprocessing functionality Fepre
(Appendix E).



2.6 One Hot Garbling

In this work, we make black-box use of the [HK21b]’s privacy-free semi-honest tensor product protocol.
Naively computing a tensor product within a GC using AND gates would require O(nm) ciphertexts and
[HK21b)]’s improvement over this of O(m+n) ciphertexts can be attributed to their one-hot garbling technique
which achieves a communication versus computation tradeoff that is concretely efficient in practice.

Let € {0,1}"™ and y € {0,1}"™ be binary vectors, let H(:) be the function that maps a bitstring to
its one-hot encoding, and val(-) be the function that maps a binary vector € {0,1}" to its integer value
val(z) € [2"]. The one-hot encoding of a binary vector € {0,1}" is the length 2" vector H(x) which is
zero at all indices except at index val(x), where it is one.

Definition 3 (One-Hot Encoding, [HK21b]). Let « € {0,1}" be a binary vector. Define val(x) € [2"] as the
integer representation of x, given by

n—1
val(x) = ij -2
§=0

Then, the one-hot encoding of a is the vector H(x) € {0,1}%" defined as:

Hz); = {1 if i = val(x) fori € [27]

0 otherwise

Using a GGM tree [GGM84] as described in [ZRE15], parties can use garbled shares [z] to compute
garbled shares [H(x)] using only 2(n — 1) + 1 ciphertexts of communication, provided that E knows z in
the clear. This technique, however, incurs exponential scaling in computation and is therefore restricted to
small vectors. Formally, n = O(log k). In fact, this can be extended to compute [H(x)®@y] given [x], [y] for
x €{0,1}",y € {0,1}™ using 2(n—1)+m ciphertexts in total. [Hea24] improved this to n—1+m ciphertexts
in line with observations of [GYW™23]. Observe that the one-hot encoding H () is fully homomorphic: Let
f:{0,1}* — {0,1}™ be an arbitrary function and let T(f) € {0,1}2"*™ denote its truth table, represented
as a matrix. Then

TU)T-H(z) = f(=).

To obtain the value [ ® y] using the one-hot tensor product [H(x) ® y], we apply the identity 7 (id)T -
(H(x) ® y) = x ® y (Lemma 3, [HK21b]). This allows the parties to locally convert garbled shares of the
one-hot tensor product to garbled shares of the standard tensor product using XOR homomorphism. Section
4 reformulates this protocol; we refer the reader to [HK21b] for more details.

3 Overview

This section presents our techniques in sufficient detail to understand our main contribution: an authenti-
cated GC capable of handling tensor gates efficiently.

The key challenge in GC protocols can be viewed as follows: The garbler G is required to send material
upfront that allows the evaluator E to propagate encoded inputs X to encoded outputs Y. For known GC
schemes that use the FreeXOR [KS08b] optimization, values v are encoded as garbled shares [v]a, under
a global key Ag that is known only to the garbler G. For circuits, this is done on a per-gate basis, but
the number of protocol rounds stays constant: all garbled material is sent ahead of time. Indeed, all of G’s
shares are picked before inputs are known, so the garbled material really allows E to propagate its share of
[x] A to its share of [f(x)]a.. FreeXOR allows E to compute [u ® v]a, given [u]ac, [v]ae. Therefore, the
size garbled material scales with the number of non-XOR, gates such as AND /tensor gates.

For privacy, such protocols also require that G introduces randomness r in the GC so that E does not
learn the underlying value x but is still able to convert from [x]a. to [f(x)]a.. To obtain security against
a malicious garbler, it is necessary that (1) randomness be distributed between G and E and (2) E holds a
commitment to this randomness so that the garbled material’s correctness can be checked. Authenticated



garbling exploits the fact that (1) many GC protocols only use r in the form of shares [r]a. which can be
preprocessed without either party learning r and (2) r can be committed to E by parties preprocesing shares
[r]ae where Ag is a second global key known only to E. Since IT-MACs are linearly homomorphic, this
leads to a very cheap post-evaluation correctness check. This moves all of the overhead incurred by malicious
security to the preprocessing phase and recent protocols [DILO22, CWYY23] have discovered communication-
efficient methods to preprocess these IT-MACs if r consists of degree-2 correlations of uniform bits, which
turns out to be sufficient for garbling AND and Tensor gates.

With this context, our main challenge lies in constructing a maliciously secure protocol for garbling tensor
gates using garbled shares [r] o, and homomorphic IT-MACs [r] a, of shared random bits . We conceptually
separate this challenge into two parts: first, we present a novel protocol for garbling tensor gates using
garbled shares of preprocessed random bits; second, we describe how we employ the dual execution technique
[CWYY23] to check the correctness of garbled material post-evaluation using preprocessed homomorphic IT-
MAC:s.

We present our first contribution in the format of distributed garbling [CWYY23] using two macros Garble
and Eval, assuming that the preprocessed correlations [r]a. are already available. Looking ahead, this helps
us simplify the security proof by abstracting properties of selective-failure resistance and obliviousness,
which we discuss in Section 4. We construct a distributed garbling scheme (Garbletensor; Evaltensor) that uses
compressed garbled shares of degree-2 correlations [r]a, to garble tensor gates with low communication.
In section 3.1, we present the key ideas behind our construction and motivate them by reformulating prior
garbling protocols: half-gates [ZRE15], distributed half-gates [KRRW18], and a generalization of half-gates
to handle tensor (outer-product) gates [HK21b]. Our presentation of distributed half-gates differs from the
original formulation, but we prove the equivalence in Appendix D.

Next, in Section 3.2, we give a high-level overview of the dual-execution technique [CWYY23] that
we employ in our final protocol Ilppc-tensor for checking correctness of garbled material post-evaluation using
linearly homomorphic IT-MAC commitments [r]a.. The reason we use this technique is that it is compatible
with compressed preprocessing in a way that makes black-box calls to our Garbletensor and Evaltensor macros.
We analyze the communication complexity of this protocol in Section 5 and discuss applications in Appendix
B. Finally, we have implemented and report on benchmarks of our maliciously secure tensor gate performance
in Appendix C that demonstrate the concrete performance improvements of our approach compared to prior
works.

3.1 Distributed Garbling with Tensor Gates

In this section, we review prior GC protocols, namely: semi-honest half-gates [ZRE15], distributed (mali-
cious) half-gates [KRRW18], and a semi-honest generalization of half-gates to handle tensor (outer-product)
gates [HK21b] We describe how these techniques motivate our handling of distributed tensor gates. We
reformulate these protocols (see Appendix D) so they more naturally lead to our distributed garbling scheme
(Garbletensor, Garblegya). In this overview, we focus on the treatment of non-XOR gates as XOR gates can
be computed locally using Free-XOR [KS08b]. For brevity, we use [-] to denote [-]a. here.

3.1.1 Semi-Honest Half Gates

Seeking to reduce the size of garbled AND gates, [ZRE15] introduced the idea of a garbler (resp. evaluator)
half-gate which allows parties to compute a privacy-free AND gate. The term “half-gate” refers to the fact
that one party (either G or E) knows the value of one input wire (out of two input wires) when evaluating
the gate, allowing more efficient garbling. Two of these half-gates are then combined to achieve full privacy.

It was shown by [ZRE15] that an AND half-gate can be encoded using only one ciphertext of communi-
cation. In particular, there exist secure 2-party protocols GarbleAndt and GarbleAnd® that can be used to
compute [2E] - [y] = [zy] and [2°] - [y] = [xy] respectively. These two protocols are then combined [ZRE15]
to compute [z] - [y] = [zy] by rewriting xy as

zADANDY) =2 BN\ Dy).



Here A is the random bit sampled by G (also called a mask) and A & y is revealed to E. Since G knows
both A and A, he can inject [A] into the GC by setting his share to AA; E’s share is the all-zero string. By
XOR-homomorphism parties can use this to compute [A @ y] := [A] @ [y]. Parties use GarbleAnd® for the
first product [z] - [A\®] = [zA] and GarbleAndE for the second one [z] - [(A®4)E] = [z(A@®y)]. Finally, again
by XOR homomorphism, parties can compute [zy] = [zA] & [z(A & y)].

It was observed [KRRWI18]! that two evaluator half-gates can also be combined into one privacy-
preserving AND gate as follows:

(@A) Ay & (Y B Ag)T B Ay = 2y,

using two GarbleAnd® gates to compute (z & Az)Ay and (y @ Ay )z, and injecting Az A, into the circuit.
Looking ahead, this method is better suited for viewing tensor gates [HK21b] as a generalization of
half-gates.
This approach leads to the following semi-honest protocol for evaluating an AND gate (x,y, z, A)? which
has the same concrete cost as [ZRE15]:

,.[ Half Gates* ]

Inputs: G holds masks \;, A, A, € {0,1} and injects shares [A.], [Ay]; [AzAy]; [Az]- E holds masked
values @ Az, y @ \,. Parties hold shares [z, [y].

Procedure:
1. Parties locally compute [z & A, ] = [z] & [Az], [y @ Ay] = [w] & [My]-

2. Parties compute

[(z & Ap)Ay] = GarbleAnd([z & A, ], [A\y]),
[(y ® A\y)z] = GarbleAnd([y ® A,], [=])

using 2k bits of communication.

3. Parties locally compute

[zy] = [(z © Az)Ay] & [(y @ Ay)z] @ [AaAy]-

G sends [zy] @ [A.] to E to reveal zy @ A, (Remark 2).

Outputs: Parties hold garbled shares [zy], E holds masked value zy & ..

Remark 1. Moving forward, we deal only with evaluator half-gates and therefore use GarbleAnd instead of
GarbleAnd®.

Remark 2. We set A = Ag||1 so that for a garbled share [z] = (X, X @ zA), parties also hold bit-XOR
shares of x via Isb(X) @ Isb(X ® zA) = z.
3.1.2 Distributed Half Gates

It was observed [KRRW18] that the generation of garbled material in the half gates garbling scheme can be
distributed between parties by preprocessing IT-MACs. We reformulate the KRRW distributed half-gates
protocol [KRRW18] below and justify it in Appendix D.

I The authors do not make this observation explicit but it is implied by their half-gates protocol (Section 3.1, [KRRW18]).
2In this overview, we overload the wire ID with its value to declutter notation.



,[ Distributed Half-Gates* ]

Inputs: Parties preprocess shares [A;], [Ay], [AzAy]; [A:]. E holds masked values x & A,y @ Ay.
Parties hold shares [z], [y]-

Procedure:

1. Parties locally compute [z @ A\;] = [z] @ [A:], [y ® A\y] = [w] @ [A\,]-

2. Parties compute

[(z & Ap)Ay] = GarbleAnd([z & A ], [A\y]),
[(y ® \y)z] = GarbleAnd([y & A, ], [=])

using 2k bits of communication.

3. Parties locally compute

[zy] = [(= & Ax)Ay]] ey Ay)m]] D [[)‘x/\yﬂ-

G sends [zy] @ [A.] to E to reveal zy @ A, (Remark 2).

Outputs: Parties hold garbled shares [zy], E holds masked value zy & ..

Observe that the only difference between this formulation of half-gates and distributed half-gates, is how
garbled shares of masks are computed. Notice that the garbling procedure is, in fact, identical!

3.1.3 Tensor Gates

The garbled outer product (tensor) protocol [HK21b] can be viewed as a generalization of our modified half-
gates protocol. As discussed in Section 2.6, the work of [HK21b] first shows how to compute [ ® y] given
garbled shares of vectors @ € {0,1}" y € {0,1}™ when E knows one input to the gate, using 2(n — 1) +m
ciphertexts of communication. We call this protocol GarbleTensor and observe that it exactly reduces to
evaluator half-gates [ZRE15] (GarbleAnd) if we set n = 1,m = 1. Similar to the spirit of the above semi-
honest half-gates protocol, [HK21b] shows how to evaluate a full tensor gate by invoking GarbleTensor twice.
We present this protocol below.

'{ Tensor Gates [HK21Db] |
J

Inputs: G holds masks A, € {0,1}", Ay € {0,1}", A, € {0,1}" and injects shares [A;], [Ay], [Az®
Ayl [Az]. E holds masked values & & A,y @ A,. Parties hold shares [z], [y].

Procedure:
1. Parties locally compute [z & A;] = [] @ [A:], [y @ Ay] = [y] @ [Ay]-
2. Parties compute

[(® @ Az) ® Ay] = GarbleTensor([x & A;], [Ay]),
[(y @ Ay) ® x] = GarbleTensor([y & A,], [x])

using (3(n +m) — 4)x bits of communication.
3. Parties locally compute
[zoy]=[zor)@M]e [y @A) @2]T & [As @ A ].
G sends [z ® y] ® [A;] to E to reveal x @ y ® A, (Remark 2).

10



Outputs: Parties hold garbled shares [« ® y], E holds masked value z @ y & A,.

Note that the only change compared to half gates, other than syntactic ones, is that we replace GarbleAnd
with GarbleTensor. Furthermore, the GarbleTensor construction [HK21b] that we use is a strict generalization
of the GarbleAnd construction [ZRE15].

3.1.4 Distributed Tensor Gates

The changes made to our half-gates protocol to distribute the garbling process are disjoint from the changes
made to handle tensor gates, and therefore can be composed together. Combining the changes i.e. (a)
preprocessing garbled shares of random bits so they are not revealed to either party and (b) replacing
GarbleAnd with GarbleTensor to efficiently handle tensor gates naturally gives rise to the following protocol,
which we formalize in Section 4.2.

,{ Distributed Tensor Gates }

Inputs: Parties preprocess shares [A;], [Ay], [Az @ A ], [A:]. E holds masked values € & A;, y S Ay.
Parties hold shares [z & A.], [y & Ay].

Procedure:
1. Parties locally compute [z & A;] = [x] @ [A:], [y @ Ay] = [y] @ [Ay]-

2. Parties compute

[(x® Az) @ Ay] = GarbleTensor([z & A], [Ay]),
[(y ® Ay) ® x] = GarbleTensor([y & A,], [x])

using (3(n +m) — 4)k bits of communication.

3. Parties locally compute
[xoy] =[(z® ) @A) & [(y & Ay) @ 2]T & [Ar © Ay].
G sends [z ® y] ® [A;] to E to reveal x @ y ® A, (Remark 2).

Outputs: Parties hold garbled shares [« ® y], E holds masked value z @ y & A,.

The key security properties that we require from a distributed garbling scheme to be able to compile
it into a maliciously secure 2PC protocol are obliviousness (Definition 6) and selective-failure resistance
(Definition 5). Informally, our scheme inherits obliviousness from [HK21b] as G’s ciphertexts are computed
using the one-hot garbling techique. This notion is formalized in Lemma 7. Our scheme is selective-failure
resistant because the values revealed to E are masked, and the masks are secret-shared; thus, any abort does
not leak information to G. This notion is formalized in Lemma 8.

3.2 Consistency Check via Dual Execution

In this section, we explain the dual execution technique at a high level which we employ in our final protocol
IIppc-tensor for checking correctness of garbled material post-evaluation using linearly homomorphic IT-MAC
commitments [r]a, of the random bits used in garbling. We start by recapping the consistency check
technique used in [KRRW18] to verify correctness of the garbled material in the distributed half-gates
garbling scheme.

11



3.2.1 Proving correctness of masked triples

The distributed half-gates scheme [KRRW18] was originally used as follows:

1. Parties preprocess [A]a for A = Ag||Ag where A consists of uniformly sampled random bits A, for
each wire w and triples (Az, Ay, AgA,) for each AND gate (x,y,2,A) in the circuit. Conceptually,
one can separate A = (Az, Ay, Ap) into randomness used for (1) input encoding, (2) garbling and
consistency check and (3) output decoding.

2. Using [Aw]ac, parties locally run distributed garbling Garble to generate (GCg, GCE).

3. Using [Az]a, G reveals masked inputs @ A, y® A, and shares of [z]a., [y]a, to E, encoding parties’
private inputs in a secure and authenticated manner.

4. G send GCg to E who runs Eval on masked inputs, input labels, GCa and GCg to obtain garbled shares
[2] and masked values z,, ® A, for every wire w in C.

5. E reveals masked values z, ® A, for every wire in C to G. Using [Aw]a, from preprocessing as
homomorphic commitments to masks, G can now prove correctness of all evaluated values using a
single hash. For every AND gate (x,y, 2z, A), the check ensures that z = zy. XOR gates are free and
therefore do not need to be checked. If masked triples are correct for every gate, it follows by induction
that the output is correct.

6. G then reveals output masks A, for w € O to E who can check them against the commitments [Ao]a.
from preprocessing. E then unmasks the output to obtain z = C(x,y) as required.

In this framework, the preprocessing phase is communication intensive, incurring an amortized cost
of O(k) bits per AND gate. Our approach for garbling and checking correctness of tensor gates requires
preprocessed tensor triples Ay, Ay, Ay ® A, which we generate in a black-box way from O(nm) AND triples,
n = |Az|,m = |Ay|. If we were to use the above method for checking consistency, the total communication
per tensor gate would be O(nm)k, which overshoots our asymptotic target of O(n + m)x + O(nm) bits.

3.2.2 Compressed preprocessing

The above technique requires that E reveal all masked values to G so that it can prove correctness. As
a result, we require that the masks are distributed uniformly at random. [DILO22] observed that if the
masked wire values are not revealed to G, then E’s wire masks need not be uniformly random. In fact, it
suffices for the mask shares of E to be 2p-wise independent as long as masked values remain hidden from G.
A 2p-wise independent vector can be obtained by expanding a short uniformly random vector with a public
random matrix. The two parties now only need to authenticate a short vector and E’s wire mask can be
expanded using the homomorphism of IT-MAC, significantly reducing the communication of preprocessing.
This approach is used in [CWYY23] to construct a compressed preprocessing protocol with O(1) bits of
communication per AND gate. However, as discussed above, this is not compatible with the approach of
proving correctness of masked triples.

3.2.3 Proving correctness via dual execution

To address this, [CWYY23] employs the dual execution to authenticate obtained masked values without
revealing masked values. We use a similar approach in our final protocol Ilopc tensor and give a high level
overview below.

1. Perform steps 1-4 above twice, with Po and Pg swapping roles as garbler G and evaluator E between
the two executions consistent inputs. The preprocessing protocol for Az, Ao remains the same but now
E’s share of Ayy is only 2p-wise independent, therefore cheaper to generate.
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2. After both executions, the parties hold garbled shares [z,,]a, and [2],] A, for each wire w, corresponding
to the first and second executions, respectively. Pg learns masked values z,,®\,, from the first execution
and Pa learns masked values z/, @ A/, from the second.

3. For each wire w in C (including inputs), we check that the values z,, and 2/, in two executions are equal.
We perform the check by verifying z,, - (AA EBAB) =zl - (AA EBAB). Since Aa @ Ag is unknown to both
Pa and Pg, the probability that z, # z/, but the check passes is negligible. Using commitments to
input encoding and garbling randomness [Az]ag, [Aw]ags [AZ]ax, [A] A4, garbled shares and masked
values, parties can perform this check for all wire values by communicating a single hash output. Since
one party is assumed to garble the circuit honestly and input consistency is checked, if wire values are
equal across both executions, the output must be correct.?

4. Parties reveal output masks A, A, for w € O to one another and check the received values against
the commitments [Ao]a,, [Ao]a, from preprocessing. Parties then unmask the output to obtain
z =2z =C(x,y) as required.

This way, the preprocessing cost is O(1) bits per AND gate and we are able to preprocessing tensor
triples Az, Ay, Az @ Ay with O(nm) bits of communication, staying within our asymptotic target of O(n +
m)k + O(nm) bits total communication.

We formally present our distributed tensor garbling construction (Garbletensor, Evaltensor) in Section 4,
upgrade it to a constant-round maliciously secure 2PC protocol Ilppc tensor Via dual execution in Section 5
and provide a full proof of security in Appendix A.

4 Distributed Garbling with Tensor Gates

In this section, we recall the distributed garbling in the preprocessing model syntax put forward by
[CWYY23]. This format assumes that parties hold global keys Ag, Ag, dual authenticated bits [AJa and
dual authenticated triples [A]a where A := Ag||Ag||1. We recall the definition of selective-failure resistance
from [CWYY23] and introduce notions of correctness and obliviousness. Broadly speaking, selective-failure
resistance means that even if a garbled circuit is adversarially generated, the event that an honest evaluator
obtains incorrect outputs is independent of its private input. This property is required so that an evaluator’s
abort in the 2PC protocol can be simulated, i.e. an abort does not leak any sensitive information about
the evaluator’s private input. The notion of obliviousness is adapted from the semi-honest GC literature
[BHR12] to the distributed setting, and states that the garbled material and encoded inputs do not reveal
anything about the garbler’s inputs. We present our construction (Garbletensor, Evaltensor) in the format of
distributed garbling and prove that it satisfies the three properties above, which are used as lemmas in the
security proof (Theorem 1) of our final protocol Ippc tensor-

4.1 Distributed Garbling
A distributed garbling scheme in the preprocessing model [CWYY23] consists of two macros:
e Garble(C) : G and E perform local operations as follows:

— G comptues and outputs (GCg, {Lw,0, Lw.1}wezuomwuo)

— E computes and outputs GC.
e Eval (Ca gCG7 gCE, {(Awa Lw,;cw)}wef) — {(Aw; Lw,zw)}wEWUO-

We introduce a definition of correctness which says that the masked values should be correct with respect
to the preprocessed bits and semantic wire values on the circuit during evaluation.

3We must check consistency for output wires of all non-free gates and not just circuit outputs, otherwise the protocol is
susceptible to a selective-failure attack. Check Definiton 5 and Lemma 8 for further discussion.
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Definition 4 (correctness). Let (Garble, Eval) be a distributed garbling scheme for circuits in the preprocessing
model. Let C be a circuit. Let © € {0,1}l. The garbler G holds Ag, the evaluator E holds Ag and both
parties share [A]a, [A]a where A := Agl||Ag]|1.

1. Compute Garble(C) to output (GCq,{Lw,0;Lw.1}wezuwuo) and GCg.

2. Define Ay = Xy ® Ay for w € I and compute EvaI(C,QCA,QCB,{(Aw,Lw,zw)}wez) to output
{(va Lw,zw)}wGWUO'

We say that (Garble, Eval) is correct if z = C(x) for all circuits C and inputs x where zy, := Ay, O Ay for
w e 0.

Next, we recall the definition of e-selective failure resistance (Definition 5, [CWYY23]).

Definition 5 (e-selective failure resistance, [CWYY23]). Let (Garble,,Eval) define a distributed garbling
scheme in the preprocessing model. Let C be a circuit. The garbler G holds Ag, the evaluator E holds Ag
and both parties share [A]a, [Nla where A := Ag||Ag||1. Consider the following experiment induced by E’s
input y € {0,1}%l and adversary G:

1. Receive GCgq, {Lw.0, Lw1}wezs and {Aw, Ly 5, twez, from G.
2. E runs Garble(C) to obtain GCg, defines Ay, = Yo ® Ay for w € Ig and computes

{va l—w,zw }wEWUO = EVB'(QCG, GCk, {(Auu Lw,zw)}weIAUIB)
to learn Ay, for w € W. Define x,, = Ay ® Ay, for w € Tp.

3. Let z, be the output on the wire w € YW when evaluating C on inputs x,y, and let Bady be the event
that
JweW:  zy # Ay D Ay

We call a distributed garbling scheme e-selective failure resiliant if for all circuit C and all inputs y,y’

with y #y',
|Pr[Bad,] — Pr[Bad,/]

< e

[CWYY23] shows that the half-gates distributed garbling scheme (Garbleyg, Evalyg) when instantiated
with 2p-wise independent preprocessing has 277-selective failure resistance. Looking ahead, we will show that
(Garbletensor, Evaltensor), when instantiated with 2plog k-wise independent preprocessing has 2~ °-selective
failure resistance.

Next, we introduce a new definition which says that a distributed garbling scheme is oblivious if the
garbled material, encoded inputs and decoding material do not reveal anything about the input.

Definition 6 (e-obliviousness). Let (Garble, Eval) define a distributed garbling scheme in the preprocessing
model. Let C be a circuit. The garbler G holds Ag, the evaluator E holds Ag and both parties share [N]a, [N]a
where A := Ag||Ag||1. Consider the following experiment induced by an algorithm Soby playing the role of
G, input  and an adversary E:

1. Sample a bit b € {0, 1}.
2. If b= 0, sample
Sov(C) = (F, X)
3. Else if b=1, sample
Garble(C) — (GCq, {Lw,0; Luw,1 twezumwuo)

Set F = GCg, encode X = {xy ® A, Lz, fwez-
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4. Send (F\,X) to A, receive guess b'.

Let Adv 4, denote the probability that A guesses b’ = b when the game uses input . We say that a distributed
garbling scheme is e-oblivious if there exists an algorithm Sony such that for all adversaries A and all inputs
x we have Advg . <1/2+e€.

Remark 3. Definition 6 is a straightforward extension of obliviousness for semi-honest garbling schemes

[BHR12] to distributed garbling.

4.2 Distributed Garbling with Tensor Gates

With the appropriate definitions set up in the previous section, we are ready to present our distributed
garbling scheme (Garbletensor, Evaltensor) that is equipped to handle tensor gates efficiently. As a warm up,
we start by presenting distributed half-gates (Garbleyg, Evalpg) [KRRW18] rephrased to match our notation
and prove correctness, obliviousness, and selective-failure resistance. This sets the stage for our distributed
tensor-gates scheme, which we subsequently present and prove to be correct, oblivious and selective failure
resistant.

4.2.1 Warm Up: Distributed Half-Gates

We describe the distributed half-gates protocol (Garbleyg, Evalyg) rewritten in our notation below.
(Garblepg, Evalyg) takes as input a circuit over the basis {®,A}. We asume the garbler G holds Ag,
the evaluator E holds Ag and both parties share [A]a, [A]a where A := Agl|1 and A consists of triples
(Aas A, AE = Mg Ag) for each AND gate (a, 3,7, A). We refer to G’s (resp. E’s) share of [AJa as [A]§ (resp.

vy
[AR)
F[ Distributed Half Gates (Garbleyg, Evalig) |
J
e Garbleyg(C):

1. For each circuit input wire w € Z, G samples L, 0 < F5 and Ly,1 := Lw,o @ A.
2. Following the circuit’s topological order, for each gate G = (o, 8,7, T):

o If T =6, G computes Ly,0 :=La,o®Lgo and Ly,1 :=Ly 0P A.
e If T = A, G computes
Lay1 0= La,o D A, Lg,l 0= L/;’o (&2} A,

G = H(Lao @ [Aa]2,7) ® H(Lau @ [Aa]R,7) @ Ds]2

G == H(Lpo ® [Ms]R,7) ® H(Lg1 & [Ms]R,7) @ Laso,

L0 := H(Lao @ [Aal,7) © H(Lso ® [As]a,7) @ [N]A,
sets A{®) := ExtBit(L,,0) @ ExtBit([A,]R) and L1 = L, 0 @ A.

3. G outputs
{Lwo, Lwitwezowuo  and  GCo = { G}, GO, A9 wew.

4. For each (a, B,7,A) € W, E computes
G = [ela
6 0
AE = ExtBit([A,]3)
5. E outputs
GCe = {GE‘E)O, GE[,E)l?AEE)}wGW'
e Eval(C,GCq, GCe, {(Aw, Luw 2, ) bwez):
1. Following the circuit’s topological order, for each gate G = («, 8,7, T):
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o If T'=, E computes Ay = Ao ® Ag and L., := Loz, D Lg,z-
o If T'= A, E computes

Gro = GROGE, Gy = GHleasd)
Ly,ey :=H (La,ze ® [Ma],7) ® Aa(Gr0)
@H (Lg,z; © [As]a,7) © Ap (Gt B Layza)
®[X;]a
then set the public bit
Ay = AP & AP @ ExtBit(L,,..).
2. E outputs {Aw, L,z bwewuo.

Lemma 3. (Garbleyg, Evalyg) is correct.

Proof. We prove this by induction on gates of the circuit. As correctness is trivial for @& gates, we focus
on A gates. Recall the half-gate strategy: If G holds A, B, A and E holds A ® aA, B ® bA and a they can
engage in the following procedure: G sets C = H(A) and sends G = H(A) @ H(A @ A) to E who computes
HA®aA) @ a(G® B®bA) =C @ abA as required. Observe that

Gro = H(Lao @ [Ma]R,7) ® H(Laa @ [Aa]R,7) © AsA

Goya = H(Lgo ® [Ms]R,7) © H(Lg1 @ [As]R,7) @ Lay-

As a result,

H(Lazo ® el 7) © Aa(Gro) = H(Lao ® [MalR,7) ® AadsA,
H(Lg -y @ [As]3,7) @ Ag(Gya @ Laz,) = H(Lgo © [Ms]R,7) @ Apzad
using Ag = 24 @ Ay and Ag = 23 @ Ag.
Therefore,
Lysy = Lo ® (Aads ® Apza)A @ (1S @ XI5
= L%O S5 (Aoz/\,B S5 A@ZQ)A (&) /\a/\,BA
= L%Q @ ZaZ,BA

as required. Finally, A, = ExtBit(L, . ) ® ExtBit(L, o) ® ExtBit(A,A) = ExtBit((zy, ® \y)A) = 2, ® A, as
required since ExtBit(A) = 1 by definition. O O

Lemma 4. (Garblepyg, Evalyg) is €ccd-oblivious.
Proof. We prove this by construction of a simulator Sopy(C). Sobv samples labels {Ly, }wez uniformly at

random and defines X = {Ay, Ly }wez. For each AND gate, Sopy samples GEY(B, nyGl) + {0,1}" and A(WG) —

{0,1} uniformly at random and concatenates these to form F. The input masked values and labels are
indistinguishable since they are sampled in the same way (the masks \,, are uniformly random to A). Recall
that Garblepyg generates G’s garbled material for an AND gate (a, 8,7, A) as follows:

G = H(Lap @ [\aS.7) @ H(Lan @ [Na]S.7) ® ]S
G = H(Lgo @ [Ms]&,7) @ H(Lp, @ [As]S.7) @ Lao,

By the circular correlation robustness under naturally derived keys property of Heernd, Gf& and G(WGI) sampled
in this way are indistinguishable from uniform, except with €.cng probability. Next, recall that masked values
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{A4},ew obtained during evaluation are uniformly distributed in A’s view (as they are masked using random
shares) and AE,G) is sampled in Garble such that A, = AgG) @ A(WE) © ExtBit(L,,..) so A(WG) is also uniformly
distributed.

O

Lemma 5. (Garbleyg, Evalyg) is 277-selective failure resistant when E’s masks are 2p-wise independent.
Proof. Lemma 8, [CWYY23]. O

4.2.2 Distributed Tensor Gates

We present our distributed tensor gates protocol (Garbletensor, Evaltensor) below. It takes as input circuits
over the basis {®,®} (see Section 2.2). We require that inputs to the tensor gates are O(log ) bits long as
computation complexity of one-hot garbling scales exponentially in the size of tensor gate input [HK21b].
We discuss how to handle arbitrary length tensor products in Appendix B. When tensor gates are restricted
to input vectors of length 1, we exactly recover the distributed half gates protocol (Garbleyg, Evalyg). We
asume the garbler G holds Ag, the evaluator E holds Ag and both parties share [A]a, [A]a where A := Ag||1
and X consists of triples (Aa, A AL = Ay @ Ag) for each Tensor gate (o, 3,7,®). We refer to G’s (resp.

E’s) share of [AJa as [A]S (resp. [A\]&)

'_[ Distributed Tensor Gates (GarbleTtensor, Evaltensor) ]
J

e Garbletensor (C):
1. For each circuit input wire w € Z, sample Ly,0 < F5 and Ly,1 := Ly, © A.
2. Following the circuit’s topological order, for each gate G = (e, B,~,T):

o If T =6, G computes Ly,0 := La,0 ® Lg,0 and L,,1 := Ly,0 D A.
e If T'=®,let n=|a|,m =|8|. Then G computes

(Z~.0,G,0') := Tensor.Gb(n, m, A, La,o @ [Aa]X, [As]X)
(Zy1,Gy1'®) := Tensor.Gb(m, n, A, Lg,o ® [As]X, La,o)
Lo i= Zyy0 @ Zyn " & [AL]S,
sets Ay(® := ExtBit(Ly,0) ® ExtBit([A]X) and Ly,1 = Ly,0 ® A.

3. G outputs
{Lw,0, Lw,1 }wezuwuo and gCG:{GW,O(G)yG-y,l(G)yA‘y(G)}‘erV-

4. For each (o, 3,7,8) € W, E computes

G0 = [Aala

G7,1(E) =0

A’Y(E) 5= [[)WHE\
5. Pg outputs
GCe = {G1,0®,G11® A, P} e
e Eval(C,GCc, GCe, {(Aw, Lw,2 ) bwer):

1. Following the circuit’s topological order, for each gate G = (e, 8,4, T):

o If T'=®, E computes Ay = Aq ® Ag and Ly,a, = La,a, ©Lg,ag-
o If T'=(®,n,m), E computes

Z~ 0 := Tensor.Ev(n,m, Aq, G.,,O(G), Loz, G-y,o(E))
Z.y 1 = Tensor.Ev(m,n, Ag, G,1'?, Lg,2g, La,za © G,1®)
Ly,z = Zy,0 ® Zy1" & [A3]A
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then set the public bit
Ay = A9 @ A, & ExtBit(L,2, ).

2. E outputs {Aw, Lw,z, bwewuo

For conciseness, we use the Tensor macro which is a reformulation of the privacy-free garbled outer
product protocol from [HK21b].

,{ Tensor macro }
Tensor.Gb(n, m, A, A, B):

1. Interpret A = AgA;--- An—1. Create a PRG tree with 2™ leaves labeling the j-th node at the i-th level
Si,; using So,0 = Ao @ A and So,1 = Ao as root seeds for the left and right subtrees respectively.

2. Define

2t -1 =1

Gio=H(Ai @ A,vip) @ @ Si2j, Gin=H(Aivin) & @ Si,2j+1
j=0 j=0

for i € [n — 1] where v; is a one-time nonce. Set G = {Gi,0, Gi,1}icn—1]-

3. Let L, for £ € [2"] denote the leaf seeds. Using a PRG, expand each leaf seed L, into m pseudorandom
values X, for k € [m].

4. Interpret B = BoBi -+ By,—1 Define
on 1
Gr = <@ Xé,k) @ B
£=0

for k € [m]. Append G = G||{Gk}re[m)-

5. Define X¢ = (X¢x)eeion] kepm)- Let id : {0,1}" — {0,1}" denote the identify function. Set Z¢ =
T(id)T - Xg.

Output (Zg, G)

Tensor.Ev(n,m,a,G, A ® al, B @ bA):
1. Use Ao @ aoA to reproduce subtree with root node So g, -

2. For i € [n — 1] use A; ® a;A, G;g, and previously obtained nodes S;; to decrypt Siag---a;_,a; and
reproduce the subtree with that node as the root.

3. The above step reproduces L, for ¢ # a. Using L, for ¢ # a as a root, create a PRG tree of seeds Xy i
for k € [m].

4. Construct

KXok = @Xe,k @ Gr @ (Br ® brA)

t#a
for k € [m].
5. Define Xt = (X r)eczn) keim)- Let id : {0,1}" — {0,1}" denote the identify function. Set Zg =
T(@Ed)T - XEe.
Output Zg

Correctness: By correctness of one-hot gates [HK21b], Ze = Z¢ @ (a ® b)A.

Lemma 6. (Garbletensor, Evaltensor) @s correct.

Proof. We prove this by induction on gates of the circuit. Correctness is trivial for ® gates so we focus on
® gates.
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1. Recall that by the correctness of Tensor if (Z,G) = Tensor.Gb(|X|,|Y|,A,X,Y) then
Tensor.Ev(| X |,|[Y],i,G, X ®iA)Y ®JA)=Z d (i ® j)A.

2. Next observe that La,0 @ La,z, ® [Aa]Q @ [Aa]i = Aal and = [Ag]] @ [Ag]& = AgA. Therefore,
Z’Y,O(E) = Z%O(G) ©(Aa ® Ag)A.

3. Similarly, observe that Lgo ® Lg ., ® As]& @ [As]& = AA and La,0 @ La,z, = 2oA. Therefore,
Zy1® = 2,19 @ (Ap © za)A.

4. As aresult, Ly o @ Lya, = (Aa @ Ag)A© (A ® 2a)A @ (Aa ® Ag)A = 2, A as required.

5. Finally, A = ExtBit(L,,.,) ® ExtBit(Ly,0) ® ExtBit(AyA) = ExtBit((zy ©Ay)A) = 2z, © Ay as required
since ExtBit(A) = 1 by definition.

O O
Lemma 7. (Garbletensor, Evaltensor) 8 €ccrnd-0blivious.

Proof. We prove this by construction of Sopy(C). Sopy samples labels {L,, } ez uniformly at random and
defines X = {Auw, Ly }wez. For a tensor gate (a, 3,7, ®), let n = |a|,m = |B]. Soby samples G,0'®
{0,1}C0=Dtm)s G 1 (©) {0, 1}Em=D+m5 and A9 F™ uniformly at random. The input masked
values and labels are indistinguishable since they are sampled in the same way (the masks A, are uniformly
random to A). Recall that Garblete,sor generates garbled material for a tensor gate by invoking Tensor.Gb

to generate ciphertexts of the form G; o = Heemd(4; @ Aa, Vi) & @]2:01 Si2; and Gi1 = Heernd (A3, v51) &

@?;_01 Si2j+1 for each level of the GGM tree. Note that each string S; ; is generated by invoking Hccmd
on another uniform string and both ciphertexts are generated by again invoking Heend. By the circular
correlation-robust under naturally derived keys property of Hecng, A cannot distinguish these ciphertexts
from random, except with €cng probability. Next, recall that masked values {Av}qew obtained during

evaluation are uniformly distributed in A’s view (as they are masked using random shares) and AW(G) is

sampled in Garble such that A, := AV(G) S AW(E) @ ExtBit(L,,z.,) so AV(G) is also uniformly distributed.
O

Lemma 8. (Garbletensor; EValtensor) 98 277 -selective failure resistant when E’s masks are 2plog k-wise inde-
pendent.

Proof. We need to show that the abort probability of an honest E in the presence of a malicious G is
independent of E’s private input y. Informally, this is because E’s inputs to Tensor.Ev that depend on
y are masked from G with sufficient entropy. Each incorrectly garbled ciphertext used by the evaluator
to traverse the GGM tree for tensor gates has a 1/2 probability of causing an abort, determined by the
masked value A, = z, & A\, used to traverse that step of the tree. If masks )\, are distributed uniformly
at random, then this abort is independent of the wire’s semantic value and therefore simulatable. We argue
that even if they are not distributed uniformly at random, but rather 2plog k-wise independent, then either
the abort still looks random to G (and is therefore simulatable) or G is forced to correctly guess 2plogk
mask values, which happens with probability at most 27°. Observe the equation z,, ® A, = Ay. Fix an
arbitrary y € FIQIBl, and analyze the event Bad,. We define another event Bad; that there exists some
v € W such that (Ay & X)) # (Aq ® Xa) - (Ag @ Ag) i.e. a wire value is inconsistent with respect to its
two predecessor wires. We argue this event is identical to Bad,. This is because if z, = Ay, @ Ay, for all
w € W (it is true for w € Z by definition) then the above reduces to z, = z, - zg which is true by definition.
Conversely, assume the above relationship holds for all wires w € W. Inductively, assume that for wires
a, B we have z, = A\ ® A, and z3 = Ag @ Ag (the base case is true for input wires by definition). Then
Zy =2a 28 = (Aa @A) - (Ag @ Ag) = (A, @ A,) as required.

Now we analyze Bad’y Consider the following pebbling game, where we view every wire w as a node
in a DAG, and place a pebble on that node once the wire label and masked value for that wire is known.
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Specifically, we place a blue pebble if the masked value of that wire is always correct, and a red pebble if the
probability that the wire value is inconsistent with respect to its two predecessor wires (denote this event as
Bad, ,,) is non-zero.

Initially, we can place blue pebbles on all input wires, since they are correct by definition.

As an inductive step, given the preprocessing information and garbler’s share of the garbled circuit GCa
(possibly malformed) and the evaluator’s share GCg, we pebble output wires of gates whose input wires are
already pebbled. If the gate is an XOR, gate, we place a blue pebble. For a tensor gate (e, 3,7, ®) do as
follows. Note that each masked input bit is used by the evaluator to decide between one of two received
ciphertexts to decrypt to reconstruct seeds for that level of the GGM tree. We place a red pebble on an
output wire if there are errors on either of the ciphertexts that affected the value of this output wire; if there
are no errors regardless of the choice of A;, Aj, we place a blue pebble. This information can be extracted
by directly observing the garbled material and checking its consistency with respect to other ciphertexts
and preprocessed bits. In particular, this check does not depend on E’s input y. By definition, inputs to
tensor gates have length less than log k so each of Pa’s incorrectly garbled ciphertext can affect at most log x
output wires and therefore result in at most log x red pebbles being placed.

Inductively, we can go through the entire DAG until all nodes are pebbled. Notice that the event Bad;
occurs if the event Bad’, ,, occurs on any of the nodes. Recall we set o = 2plogk. Let £ be the number of

yw
red pebble nodes and consider the following two cases.

e / < plogk: In this case the (2plogk, L)-independence of M ensures that the A, values underlying
all the Badly,w events are uniformly random to G, so the probability of Bad; is independent of the
evaluator’s input.

e (> plogk: Recall that each of G’s incorrectly garbled ciphertext can cause at most log x pebbles to be
placed. Therefore, in this case at least p ciphertexts have been incorrectly garbled by G so Bad; not
happening implies that p consecutive coin flips all come up heads, which occurs with probability 277°.

Therefore, for different evaluator inputs y and y’, the probabilities of Bad, and Bad, differ by at most
277, In other words, the distributed tensor garbling scheme with 2plog x-wise independent compressed
preprocessing is 27 ”-selective failure resilient. O O

5 Authenticated Garbling with Tensor Gates

In this section, we present our final protocol Ilppc.tensor that employs the dual execution technique.
We prove that it is a maliciously secure 2PC protocol when the underlying distributed garbling is
(GarbleTensor, Evaltensor) from the previous section. Ilppctensor garbles a tensor gate G = (a, 8,7, ®) with
O(n 4+ m)k + O(nm) where bits of communication where n = |a|,m = |3| and n,m = O(log k).

The correctness of our 2PC protocol follows immediately from the correctness of the underlying dis-
tributed garbling scheme and our correctness check which passes if parties are honest (Lemma 9). We state
our main security theorem below, deferring its proof to Appendix A. We use Fepre (Appendix E) to instan-
tiate compressed preprocessing. This is a minor modification of the compressed preprocessing functionality
presented in [CWYY23] and we refer the reader to the original paper for more details.

'{ Protocol Iy tensor ]

Inputs: Parties agree on a circuit C with input wires Z, output wires of all non-XOR gates W and
circuit-output wires O. Pa holds = € {0, 1}2al Pg holds y € {0, 1}%8l and Pg receives output z = C(x, y).
Let (Garbletensor, Evaltensor) denote the distributed tensor garbling procedure.

Execution 1: Pa plays the role of a garbler and Pg acts as an evaluator.

Preprocess:

1. Pa and Pg call Fepre to get a matrix M and IT-MACs ([a]ag, [@]ag, [b*]ax, [B]a,). They locally
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compute [b]a, = M-[b*]a,. The locally convert IT-MACs to dual authenticated bits [A]a, [A]a where
A:=a®band A = Ap||Ag||1 (see Section 2.4).
Garble:
2. Pa and Pg run Garble to generate a distributed garbled circuit (GCa, GCg). Further, for each wire w, Pa
holds two labels Lq,0,Lw,1 € {0,1}" satisfying Lu,1 = Luw,0 @D Aa.
Encode Inputs:
3. Define Ap = (Aw)wez,. Parties holding [Aa]a reveal Aa to Pa via Open([Aa]a,). Parties call
Fix(xz, [Aa]a,) revealing Ay = @ @ Ay and Lz, for w € Za to Pe.
4. Define Ag = (Aw)wezz. Parties holding [Ag]a reveal Ag to Pg via Open([As]ag). Parties call
Fix(y, [As]a,) revealing Ay = yw @ Ay and Ly y,, for w € Zg to Pg.
FEvaluate:
5. Pa sends GCa to Pg.
6. Pg runs Eval(GCa, GCg, {(Aw, Luw,z, ) }wezauzg) t0 Obtain (Aw, Luw, 2, ) for w € WUO. For w € ZUWUO,
parties define [zw]a, = (Lw,0, Lw,z, ) and they hold [Aw]ag from preprocessing.
Execution 2: Swapping roles, Pg plays the role of a garbler and Pa acts as an evaluator. For w € ZUWUOQO,
parties obtain [z;,]ag = (Lo, L, and [A,]a,. Pa additionally holds A’,.

»
w,2y,

Consistency Check: Pa and Pg check that (Ay @ Aw) - (Aa @ Ag) = (A D Ay) - (Aa @ Ag) holds for
weTUW
1. For each w € Z U)WV the parties respectively compute
Vi = [z, @ [70]2 ® Dwlas © V1A, @ (21 © X)Aa
Vi = [20]2, @ [26]2s ® Pwle ® [Mo]a, © (20 @ Aw)As
2. Pa computes ha := H({V}wew) and sends it to Pg, who computes hg := H({VE}wew) and checks
ha = hg. If the check fails, Pg aborts.

Decode Outputs: For each w € O, parties run Open([Aw]ag) revealing z,, to Pg such that Pg learns
2w = Aw ©® Aw-

Theorem 1. Ilypctensor Securely realizes functionality Fope in the presence of a static malicious adversary
in the Fepre-hybrid model.

Proof. Deferred to Appendix A. O

5.0.1 Communication complexity:

Ignoring the cost of input and output processing which is independent of the circuit size and concretely small,
Pa and Pg send each other 3, 5 oyec..  3((laf + [B]) — 4)k + W] bits. Therefore the amortized online
one-way communication is 3((n+m) —4)x +mn bits per (®,n, m) gate. Since we need to call Fepre twice in
Iope-tensor, We conclude that the amortized one-way (resp. two-way) communication is 3((n+m) —4)x+5mn
(resp. 6((n+m)—4)k+10mn) bits, improving over prior state of the art of 2mnk+5mn bits. When handling
tensor gates of arbitrary length (see Appendix B) we obtain a O(log k) factor improvement in communication
complexity over state of the art.
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A  Proof of Theorem 1

Lemma 9. Let ey, := (A ®Ay) D (N, ®AL) be the error on wire w € ZUW after the execution of Hapctensor-
Then the checking values VX VE satisfy VA @ VB = e, - (Aa @ Ag).

Proof. This is shown by a straightforward calculation.

VAGVE = 2, Ap @ 2, Ag ® MDA B N, Ap @ (21, B N)AA D (20 D M) AB
= (2w DA, D 2L, DN)AA D (22, ® Ay D 200 D Mw)AB
= (2w @ 2,,)(Aa © Ag)
= ey (Ap ® Ap).

O

Theorem 2 (Theorem 1 restated). Ilopctensor Securely realizes functionality Fope in the presence of a static
malicious adversary in the Fepre-hybrid model.

Proof. The protocol is symmetric in roles of Pp and Pg, except that the output is revealed to Pg. We prove
security for the case of a corrupted Pg as the other case is easier and follows immediately. The running
time of A is bounded by 7 = poly(x). We first describe the simulator Sg and then argue its effectiveness
through a series of hybrid experiments.

Simulator Sg for malicious Pg

Recall that Sg is required to play the role of an honest Pa without knowing its input . At a high-
level, Sg works as follows: In the first execution, it invokes Sopy to simulate garbling and cheats to open
corresponding masks to A during input encoding, using input 0. In the second execution, on receiving A’s
garbled circuit, Sg extracts the errors e, introduced on output wires of non-free gates. This is used to
simulate the consistency check. It also extracts A’s input y across both executions and uses this to compute
the desired output z = C(z,y) by invoking Fopc. It cheats in output decoding by opening masks such that
A obtains z if it behaves honestly, even though the simulated garbling corresponds to an input of = 0 in
the first execution. Importantly, even in the second execution, Sg uses input @ = 0. This doesn’t change
the event that there exists an error e,, # 0 by selective-failure resistance of (Garbletensor, Evaltensor) (Lemma
8), and therefore the probability of abort during consistency check is unchanged.

We now formalize the simulator S,p, and prove indistinguishability of the real and ideal world via a
hybrid argument.

Execution 1

Preprocess: During the simulation of Fcpre, Sg receives from A a global key Ag and data to compute its
dual authenticated bits [A]%, [A]% and reverse samples Ap and [AJ}, [AJA where A := Aa||Ag||1.

Garble: Sg invokes Sypy to simulate F = GCa, X = {Ay, Ly bwez-

Encode Inputs: Sg simulates Open and Fix implicitly using input & = 0 to reveal masked inputs and labels
{Aw, Ly }wez and extracts A’s input y.

Fuvaluate: Sg sends GCa to A. Sg also computes GCg and runs Eval(C,GCa, GCg, {(Aw, Lw) }wez) to obtain
[[zw]]BAA and z,, ® A, for w € WU O, the values that an honest A would obtain after evaluation.

Execution 2
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Preprocess: During the simulation of Fcpe, Sg receives from A data to compute its dual authenticated bits
[NT8, [N]8 and reverse samples Aa and [AJA, [N]JA where A := Ap||Ag][1.

Garble: Sg does nothing.

Encode Inputs: Sg simulates Open and Fix to obtain masked inputs and labels {A/,, L§U7A,UJ }wez using input
' = 0 and extracts A’s input y’. Sg defines errors on input wires as e,, = y,, @ v,, for w € Zg and e,, = 0
for w € Za.

Evaluate: Sg receives GCg from A. Sg extracts the errors e, introduced on output wires of non-free gates
as follows: It first evaluates the received GCg with received input masks and labels to obtain masked values.
It then recomputes GCg using an honest A’s approach (using A’s internal randomness) and evaluates this
to obtain expected masked values. It sets e,, = 1 if the obtained masked values do not equal the expected
masked values on wire w. It also extracts [[zjﬂ]}is forweZUWUO.

Consistency Check If e,, # 0 for any w € Z U W, then Sg samples ha < For uniformly at random. Oth-
erwise, Sg computes ha = H({V,} }wezuw) where V. = [2,]] , & [2,]], & [M]], & [N]R], & (20 @ Aw)As
as per the protocol specification. Sg sends ha to A. Note that Sg uses Pg’s strategy for computing the
hash, not Pa’s strategy. This is because Pp’s garbling is now simulated so those values will be inconsistent,
and it is appropriate to use Pg’s values if e,, = 0, as VA = VB (Lemma 9).

Decode Outputs If the previous step does not abort, then Sg receives the correct output z = C(x, y) from
Fope. Using masked values A,, obtained from the simulated garbling, Sg simulates Open to reveal A,, @ 2,
as the output mask so that an honest A obtains output z as required.

Now consider the series of hybrids where the first one is the real protocol execution and the last one is
the above simulated execution.

Hybrid 1. This is the hybrid execution where Sg simulates Fcpre and follows the Ilopc tensor Protocol by
playing the role of an honest Pa, using the actual input x.

Hybrid 2. In this hybrid, we change how Sg computes the value ha in the consistency check, as described
above. In particular, it first extracts inputs y and y’ and computes errors e,, from the received GCg as
discussed in the simulator’s Encode Inputs and Evaluate in the second execution. It also computes [[zw}]iA,
[[Z{U]]BAB during Fvaluate of both executions like the simulator. Finally, it computes ha as described in the
simulator’s consistency check.

By Lemma 9, we have V) = V.8 @ e, (Aa @ Ag). Therefore, if e,, = 0 for all wires then the computation
of ha is unchanged. If there exists some e,, # 0 then ha appears uniformly random to A, except it if queries
Ap which happens with probability at most 7 - 27" since Aa is independent of its view. Therefore, this

hybrid is (7 - 27%)-indistinguishable from the previous one.

Hybrid 3. In this hybrid, we modify how Sg garbles GCpa, encodes inputs in the first execution and decodes
outputs, as described above.

GCa and {Ly A, twez received by A are, in isolation, ecmg indistinguishable from the previous hybrid
by security of Sony. We show how they remain indistinguishable in the context of the protocol, as this
effectively changes Sg’s input to = 0. The previous hybrid modifies the consistency check so that it
does not use values obtained via Sg’s garbling so the probability of abort is unaffected. Further, Sg now
decodes outputs such that it reveals z = C(x, y) received from Fap to an honest A. Therefore, this is €ccmd
indistuinguishable from the previous hybrid by the circular correlation robust under naturally derived keys
property of Heernd-
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Hybrid 4. In this hybrid we change Sg’s input in the second execution from & to 0. The masked
inputs that A receives in the second execution are distributed in the same way because masks are picked
uniformly at random. We have defined e,, exactly such that the probability there exists e,, # 0 for w € W
changes with probability at most 277 due to selective-failure resistance of (Garbletensor, Evaltensor) (Lemma 8).
Therefore, this hybrid is (27°)-indistinguishable from the previous one. This is exactly the ideal distribution.

Altogether, the ideal world and real world executions are (€cend + 7 - 27 + 277)-indistinguishable in the
corrupted Pg case. A similar proof for the case of corrupted P implies that the protocol Hopc.tensor S€CUrely

realizes Fopc in the Fepre-hybrid model.
O
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B Applications

In this section, we recap some applications of tensor gates mentioned in [HK21b], namely using our “short”
input tensor gates to compute generalized tensor products and applying that to matrix and integer multi-
plication.

B.1 Generalized Outer Product

We first show how to efficiently compute the tensor product of two binary vectors of arbitrary length. Tensor
gates in our distributed garbling are limited to inputs of length at most logarithmic in the circuit input size
due to their exponential scaling in computation.

To support longer vectors, [HK21b] introduces a tiling approach which we modify to make black-box
calls to short-input tensor gates: the masked input © & Ay (resp. y @ Ay) is divided into N := [n/t]
(resp. M := [m/t]) chunks of dimension t x t. We use short tensor gates, setting t = clogx for some
¢ > 0, to compute the NM many pairwise tensor products of chunks. The full matrix is reconstructed by
concatenating these submatrices.

Each tensor product of pairwise chunks has amortized communication cost O(log k) ciphertexts so the
tiling approach reduces the communication cost from O(nm) ciphertexts to O(NM log k) = O(nm/ log k)
ciphertexts, yielding a clog s factor improvement.

The number of hashes computed for a ¢ x ¢ tensor product is 2¢-t = O(x¢log k). This approaches computes
N M such tensor products leading to a total of O(NMk€log k) = O(nmk€/log k) hashes compared to O(nm)
hashes using the naive approach. Therefore, the total computation increases by a factor of £¢/ log k. However,
since communication is typically the bottleneck in GC protocols, this leads to improvement in run time for
well-selected chunking parameters (see Appendix C).

B.2 Binary Matrix Multiplication

Matrix products can be computed efficiently by summing tensor products of columns and rows. Given binary
input matrices X € F3*™ and Y € IE"Q”XZ7 the product C = X - Y can be expressed as a sum of m outer
products: for each i € [m], compute the outer product of column i of X and row ¢ of Y, and XOR the
resulting matrices together.

Our protocol for generalized tensor products, like that of [HK21b], can be applied directly as a black
box to each pair of vectors. The reduction in cost per tensor product (via the tiling approach) reduces the
overall communication from O(nmf) to O(nmf/log k) ciphertexts.

B.3 Integer Multiplication

Tensor gates also enables more efficient garbling of integer schoolbook multiplication. In the schoolbook
method, the product @ - y is computed as a sum of terms of the form z; - y < i, where ¢ € [n] and y < 4
denotes y left-shifted by ¢ bits. This corresponds to computing all pairwise products z; - y; for 4,5 € [n],
which are precisely the entries of the binary tensor product * ® y. Using the tiling technique and tensor
gates, these pairwise products can be computed efficiently in an authenticated garbled circuit.

While the computation of & ® y is improved, the summation of the resulting partial products is still
performed inside GC using traditional methods. This step becomes the new bottleneck of performance.
This optimized multiplication routine can also serve as a base case in recursive schemes like Karatsuba
multiplication.
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C Experiments

In this section, we benchmark the online phase of IIopc tensor for computing tensor products of boolean vectors.
We use the generalized tensor product technique (Appendix B) to handle arbitrary length inputs. We record
our methodology and present the results of our findings.

C.1 Methodology
C.1.1 Implementation Details

We implemented the online phase of Ilopc tensor in Rust and have made the source code publicly available.*
Our implementation uses an idealized preprocecssing functionality to generate the correlations required by
our distributed tensor garbling scheme (GarbleTensor, Evaltensor), as we only benchmark the online phase. The
preprocessing phase’s cost is identical to the state of the art authenticated garbling protocol [CWYY23]
that would handle tensor gates by decomposing them into AND gates, so we do not implement it. ExtBit
is instantiated as the least significant bit of each label (IT-MAC component). Labels are 128 bits long; the
security parameter is thus set to x = 127. We use the Criterion Rust crate [AH25] to benchmark run time.
The benchmark proceeds as follows: first, the circuit is garbled, then ciphertexts are sent, and finally the
garbled circuit evaluated. Note that for dual execution, both parties can first simultaneously garble their
circuits, then transfer them, and then simultaneously evaluate. We did not parallelize the tensor product
for the purposes of our experiments, but expect this to make our contribution even greater as the one-hot
garbling technique lends itself to efficient parallelization.

C.1.2 Computation Setup

We ran all experiments on a MacBook Pro laptop with an M4 Pro 2.6 GHz processor and 24 GB of RAM.
We used the Criterion crate to run and to normalize tests with a 3 second warm-up per test, with each test
taken at least 100 times. Garbling, transmission, and evaluation are ran sequentially on the same machine.

C.1.3 Communication Setup

A 100 Mbps connection was simulated for communication between the garbler and the evaluator. No jitter
or delay was simulated, as all ciphertexts are sent in only one transmission, and interaction in one round
of the online phase of dual execution is one-way. Wall clock time and the size of ciphertexts in bytes are
recorded.

C.1.4 Experiments

We simulated a full round of garbling, transmission, and evaluations for N x N tensor products where
N € {8,16,32,64,128,256} with tile sizes ranging from 1 to 8. As our distributed tensor garbling scheme
(Garbletensor, Evaltensor) reduces to distributed half gates (Garbleyg, Evalyg) when the tile size is set to 1, we
compare all benchmarks against those with a tile size of 1. In this way, we test the efficiency of our protocol
in computing a binary tensor product against a naively implemented circuit that computes a tensor product
using N2 AND gates.

C.2 Results

In accordance with our analysis in Appendix B, an increase in the tile size increases the number of hashes
computed but reduces the amount of garbled material communicated. As a result, we see that the wall clock
time decreases until it reaches a minimum and then increases for larger tile sizes. We found that across all
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Standard Ours Improvement
Comm. (KB) 524.3 96.9 5.41x
Time (ms) 47.9 14.3 3.35%

experiments, a tile size of 6 was optimal in wall clock time. For a tensor product of two 128-bit vectors, with
a tile size of 6, we observe the following advantage from our scheme in terms of time and communication:

Figure 1 shows our results for N x N tensor products for N = 64,128,256 across tile sizes ranging from
1 through 8. As can be observed from the plots, the baseline the incurs the most cost in terms of time and
communication. We see advantages in time and communication until the optimal tile size of 6, after which
communication continues decreasing at the cost of time incurred by computation.
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Figure 1: Wall clock time (ms) and communication (KB) for tile sizes 1 through 8 for various input lengths,
with the baseline (tile size of 1) highligthed in red, and the optimal (tile size 6) highlighted in blue.

4The repository can be found at: https://github.com/Authenticated-Tensor-Garbling
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D Equivalence of Distributed Half-GGates

In this section, we explicitly spell out the ciphertexts sent by G to E and how output labels are set in our
modified distributed half gates scheme (Garblepg, Evalyg) to justify its equivalence to the one presented in
[KRRW18]. First note when we say parties compute GarbleAnd on garbled shares [z] := (X, X ® zA) and
[y] .= (Y,Y @& yA), we mean that garbler outputs C = H(X) and sends G = HX) e HX o A) Y
to evaluator who outputs H(X @ zA) @ 2(G @Y @& yA) = C @ xzyA. This constitutes a garbled share
[xy] = (C,C @ xyA) as required and was initially presented in [ZRE15].

A subtle difference between the notation we use for authenticated garbling and prior protocols is that we
use labels to share semantic values (as done in semi-honest garbling protocols) rather than masked values
(done in [WRK17, KRRW18, DILO22, CWYY23]). This does not affect security or efficiency in any way
and we find it helpful to use notation that is consistent with the semi-honest setting. However, for the sake
of illustrate the equivalence of our presentation of distributed half-gates (Section 3.1.2) and [KRRW18], we
adopt their notation where parties hold garbled shares [z ® A\, ], [y @ A, and wish to obtain [z @ A.].

F[ Equivalence of Distributed Half Gates ]

Inputs: Parties preprocess shares [A;], [Ay], [AzAy]; [A:]. E holds masked values x & A,y @ Ay.
Parties hold shares [x & A;]:= (L2 0, Ls,a,) and [y @ Ay]:i= (Ly0,Lya,)-

Procedure:
1. Parties locally compute [z] = [z ® ;] @ [A:], [y] = [y @ A\y] @ [A\,]-

2. Parties compute

[(z & Ap)Ay] = GarbleAnd([z & A ], [A\y]),
L% = H(Lso), GO = H(Lyp) ® H(Ls1) ® [M]°
LO) = H(lon,) ® A(GO & [A,]5)
[(y & Ay)z] = GarbleAnd([ly & A, ], [«])
L(lt)) = ”(L,u-U)- (”gl) = ”(L,u-U) D ”(L;/,l\) D Lvl‘-“ D [[/\‘I‘HG
LY = H(Lya,) @A (GP @ ]F @ Lsa,)
using 2k bits of communication.

3. Parties locally compute

[[xy DS )‘Z]] = [[(x S3) /\x))‘y]] S [[(3/ S) )‘y)x]] S3] [[)‘ﬂc/\y D /\Z]]'
L:o:= L,E,(.)l)l D I—,(-./l.g) & [A:]° & [A.]°
Loa,= LY oll)  eNIFe]F
G sends [zy] @ [A.] to E to reveal zy @ A, (Remark 2).

Outputs: Parties hold garbled shares [xy @ A.], E holds masked value xy @ A..

Putting everything together, an AND gate is computed by G setting

Lz,O = H(Lz,O) SP) H(Ly,O) S [P‘z]]G D [[)‘ZHGa
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sending

GO = H(Ly0) ® H(Ly1) &[],
Ggl) : H(Ly O)@H(I—y 1)@Lw,0@[[)‘wﬂcla

Y, )

and E computing
Lz,Az = H(Lx,Ax) & H(L%Ay) & Am(G.(zO) D [P‘yHG) D Ay(G.(zl) D Lx,/\m & [P‘x]]c)-

This is precisely the formulation of distributed half-gates provided in [KRRW18], with our notation for
IT-MACs from Section 2.4.
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E Compressed Preprocessing [CWYY23]

For completeness, we present the compressed preprocessing functionality Fepro[CWYY23]. We introduce a
compression parameter ¢ as input to the functionality which controls the entropy of the preprocessed wire
masks. Originally, this was set to o = 2p [CWYY23] but our distributed tensor garbling scheme requires
o = O(plog k) for 277 selective failure resistance (Lemma 8). We instantiate this functionality using Icpre
[CWYY23] (modifying the compression parameter o and therefore the length of compressed mask vector L)
and refer the reader to the original paper for a proof of security.

Theorem 3. Protocol Icpe [CWYY23] securely realizes Fepre against malicious adversaries in the
(Fecots Focor, Fovzk: FEQ, FRand)-hybrid model.

This protocol generates AND triples ()\x,)\y,)\m)\y)‘r’ but (GarbleTensor, Evaltensor) requires tensor triples
(Azs Ay; Az ® Ay). Since a tensor triple is simply a combination of structured AND triples (A, ® Ay);; =
(Az)i(Ay); , it is straightforward to generate one tensor triple using nm AND triples where n = | A, |, m = |A,|.
We do not try to further optimize preprocessing as the communication cost is independent of x and does not
affect the asymptotic complexity of our protocol. In particular, our preprocessing protocol has a one-way
amortized communication of 2nm bits per tensor gate (2 bits per AND gate [CWYY23]).

We leave it for future work to reduce the amortized communication complexity of preprocessing dual
authenticated tensor triples for a (®,m,n) gate from O(mn) bits to O(m + n) bits, but note that even
with this our authenticated garbling protocol in Section 5 would have O(n + m)x + O(nm) amortized
communication complexity because of the online phase.

E.1 Communication Complexity

For 0 = O(plogk), the length L of the compressed mask vector is still logarithmic in the number of AND
gates so we have the exact same amortized communication cost of 2 bits per AND triple as [CWYY23].

'{ Ideal Functionality F.,.. - Compressed Preprocessing ]
J

This functionality is parameterized by a Boolean circuit C consisting of a list of gates in the form of (e, 3,4, T)
where T' € {@, A} and a compression parameter 0. Let n = |W| be the number of output wires of non-free
gates. Set L = [p+ o0 -log(Z) + 1"%] be the length of the compressed mask vector. It runs with parties Pa,
Pg and the ideal-world adversary S, and operates as follows:

Initialize. Sample two global keys Aa, Ag € Fa~ as follows:

o If Pa is honest, sample Aa < Fax such that I1sb(Aa) = 1. Otherwise, receive Aa € Far with Isb(Aa) =1
from S.

e If Pg is honest, sample Ag < Fax such that l1sb(AaAg) = 1 and msb(Ag) = 1. Otherwise, receive
Ag € Fox with msb(Ag) = 1 from S, and then re-sample Aa < Fax such that 1sb(AaAg) = 1 and
lsb(AA) = 1,

e Store (Aa, Ag), and output Aax and Ag to Pa and Pg, respectively.

Macro. Autha(z,¢) (this is an internal subroutine only)
e If Pg is honest, sample Kg[x] < F4«; otherwise, receive Kg[xz] € F§~ from S.

e If P, is honest, compute Ma[x] := Kg[z] + 2 - Ag € F5x. Otherwise, receive Ma[z] € F5« from S, and
recompute Kg[z] := Ma[z] + - Ag € Fbx.

e Send (x, Ma[z]) to Pa and Kg[z] to Pg.
Authg(z, ¢) can be defined similarly by swapping the roles of Pa and Pg.

Preprocess the circuit with compressed wire masks. Sample M «+ F3*% and then execute as follows:

STechnically, Fepre outputs [a]ag, [b]a, but this can be locally converted to [A]a,|jag|(1 Where A := a @ b (see Section
2.4).
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For w € Za, set by, = 0 and define [bw]a,-

If Pa is honest, sample a < F3'; otherwise, receive a € F3* from S. Then, execute Autha(a,m) to
generate [a]a,. For each wire w € ZTa UZg U W, define a,, as the wire mask held by Pa.

If Pg is honest, sample b* < F%; otherwise, receive b* € F5 from S. Let b= M - b*. Run Authg(b,n)
to generate [b]a,. For each wire w € Zg U W, define b,, as the wire mask held by Pg.

In a topological order, for each gate (e, 3,7,T), do the following:
— If T = @, compute HQWHAB = [[aa]]AB 52 [[aﬁﬂAB and [[b‘Y]]AA = [[ba]]AA S [[bﬁ]]AA'
— If T = ®, execute as follows:

1. If Pa is honest, then sample a < Fa, else receive a4 € F2 from S.
2. If Pg is honest, then compute by = (G Dba) A(ap ®bp) By for i € [n], 5 € [m]. Otherwise,
receive b € Fa from S, and re-compute d~ := (@ ® ba) A (ag D bg) @ by for i € [n],j € [m].
Let & and b lﬁ)e the vectors consisting of a,, and by for w € W. Run Autha(a) and Authg(i)) to generate
[@é] g and [b]a,, respectively.
Output M and ([a]ag, [6]ag, [6*]ax, [B]a,) to Pa and Pg.
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