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Abstract. We study the existence of bounded-degree supersingular
isogenies under prescribed degree filters and exact torsion constraints.
In characteristic p, a second-moment argument using the Brandt
trace formula gives asymptotically positive coverage of independent
uniform endpoints at D = ⌊c√p⌋, for every fixed c > 0 and every
endpoint-independent binary filter retaining Ω(D2) cyclic kernels. This
avoids the logarithmic loss of a maximum-Petersson-norm estimate,
but does not imply coverage tending to one. For curves equipped
with a line in their q-torsion, where q ̸= p is prime, a cumulative
Hecke estimate gives nonexistence O

(
pq ln3(2pq)/D2

)
. Combined with

a first-moment incidence bound, this separates two scalar-containing
subgroups with the same upper-triangular span and additive Hom
index q: their response-existence probabilities tend to one and zero
when q = pβ+o(1), D = p1/2+γ+o(1), and 0 < γ < β < 2γ < 1. The
positive statement averages over a uniform source line and also yields
an existential fixed-frame result; the exact challenge cardinalities differ.
Determinant filters and finite odd-degree bounds at the SQIsign v3.0
parameters illustrate the results. All probabilities concern the stated
arithmetic experiments, not the failure probability or security of a
concrete signer.

Keywords: Supersingular isogenies · Brandt matrices · level structures
· SQIsign · Large sieve

1 Introduction

A SQIsign response must satisfy a degree bound and a torsion constraint [14,15].
We first ask whether one exists. Many short maps need not cover many end-
points, and endpoint reachability need not satisfy transport, so we study these
obstructions separately. All probabilities specify their endpoint and challenge
laws; arithmetic existence is neither an efficient construction nor a signing-failure
guarantee.

Filtered coverage at and above the square-root scale. Let an ∈ {0, 1} select de-
grees independently of the endpoints and write Pa =

∑
n≤D anψ1(n) for the
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number of selected cyclic kernels. For every fixed c > 0 and every filter with
lim inf Pa/D

2 ≥ δ > 0, Theorem 2 gives

lim inf
p→∞

ρa(⌊c
√
p⌋) ≥ δ2c2

K1 +K2c2
> 0, K1 =

ζ(2)ζ(3)

6
, K2 = 2ζ(2)2ζ(3).

The proof sums the classical Brandt trace formula before estimating the sec-
ond moment. Its interest is in degree restrictions, including oddness, not merely
unrestricted short maps. A different, cumulative large-sieve estimate gives cov-
erage tending to one for dense filters when D/(

√
p ln(2p)) → ∞ (Theorem 3). Its

explicit norm bound certifies odd-response nonexistence below 2−44, 2−75, 2−107

at the three SQIsign v3.0 parameter sets under independent uniform endpoints.
Theorem 9 gives a separate bound for ideal Deuring-distributed public keys and
independent commitments.

Exact transport inside a proper additive condition. Fix G = GL2(Fq) and torsion
frames. A uniform direct challenge is a left coset gΓ ; a map with matrix Mϕ

answers it precisely whenMϕ ∈ gΓ . Replacing this condition byMϕ ∈ gA, where
A = spanΓ , keeps the Hom lattice r−1

q (gA) but loses tΓ = [A× : Γ ]. We compare
the upper-triangular group B = A× with its subgroup Γ± whose diagonal ratio
is ±1. Both have additive Hom index q, but exact challenge indices q + 1 and
(q2 − 1)/2. For independent uniform endpoints, a uniform random source line,
and independent uniform exact challenges, Theorem 7 gives

ρ̄B(D) = 1− o(1), ρ̄Γ±(D) = o(1) (1)

when q = pβ+o(1), D = p1/2+γ+o(1), and 0 < γ < β < 2γ < 1. The posi-
tive estimate comes from cumulative Borel-level discrepancy O(pq ln3(2pq)/D2);
first-moment incidence gives the negative estimate. Averaging also yields suitable
fixed frames nonconstructively; the challenge cardinalities differ. Lemma 7 ex-
cludes an equal-index comparison by another scalar-containing subgroup within
this triangular algebra.

Relation to earlier work. SQInstructor develops level-structure transport and
additive stability [7]. The unrestricted cyclic-kernel count and necessary constant
π/

√
90 occur in Galbraith–Petit–Shani–Ti [20, Section 4.2 and Appendix A].

Our filtered constant-scale theorem uses classical Brandt and Kronecker–Hurwitz
formulas [21, Theorems 2.3–2.4, arXiv v2]; it is not a new trace formula. The level
correspondence is also classical [37,2,9], with the Borel specialization in Codogni–
Lido’s Theorem 5.5.5. Lau–Morrison–Orvis–Scullard–Zobernig relate Borel-type
graphs to modular-curve point counts and closed paths [28]; here we bound
cumulative endpoint incidence. Atkin–Lehner theory supplies the involutions
and oldform decomposition [4,18].

The prime-level asymptotic input is the arbitrary-coefficient large sieve and
norm estimate recorded by Sarnak–Zubrilina [39, Section 4, (15)–(16), arXiv
v1], with sources [23, Theorem 7.26 and the weight-two remark] and [22]. We
give the cusp-strip proof to fix constants [32]; the explicit squarefree-level norm
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bound serves finite evaluation. Constructive signing and security analyses impose
additional conditions [26,12,5,1,31]. The SQIsign section keeps these conditions
separate from our endpoint experiments. The supplement contains extended lit-
erature comparisons, finite calculations, and the growing determinant-filter gen-
eralization.

1.1 Our contributions

Throughout, p > 3 is prime, 1 ≤ D < p, and the filter a retains at least δD2

cyclic kernels of degree at most D for some fixed δ > 0. We write ρa(D) for the
probability that such a kernel exists between independent uniform supersingular
curve classes over Fp (Definition 1). All probabilities below refer to the stated
arithmetic experiments; none is a signing-failure probability or a security claim.

(C1) Exact-coset conditions are not determined by their additive span (Sec-
tion 6). The torsion condition in a Fiat–Shamir response is a coset condition on
a subgroup, but it is technically convenient to relax it to a linear condition on
the spanned algebra; we show this relaxation can invert the answer. For scalar-
containing Γ ⊆ G = GL2(Fq) with A = spanFq

Γ , the additive Hom index is

cA = q4−dimFq A and the subgroup index factors as

mΓ = tΓ [G : A×], tΓ = [A× : Γ ], (2)

so the necessary degree scale D = Ω
(√
p tΓ cA

)
(the uniform span-and-subgroup

bound in the Supplement) depends on Γ and not only on A. Taking A upper
triangular, the Borel subgroup B and its diagonal-ratio-±1 subgroup Γ± share
this span and hence the same cA = q, yet [G : B] = q + 1 while [G : Γ±] =
(q2−1)/2. For q ≥ 5, q = pβ+o(1) and D = p1/2+γ+o(1) with 0 < γ < β < 2γ < 1,
Theorem 7 shows the two response-existence probabilities tend to one and to
zero respectively. Hence A—and therefore any invariant determined only by the
associated additive Hom condition—does not determine exact residual incidence.
The two subgroups carry different challenge cardinalities, and Lemma 7 rules out
separation at equal index, so the phenomenon is governed by tΓ rather than by
A alone. Proposition 1 separately shows that marginal bounds cannot replace
the joint law, which excludes a second natural simplification.

(C2) Constant-scale coverage from Brandt traces (Theorem 2). For D = ⌊c√p⌋
with c > 0 fixed, an elementary Eichler–Brandt trace majorant gives

lim inf
p→∞

ρa
(
⌊c√p⌋

)
≥ δ2c2

K1 +K2c2
, K1 =

ζ(2)ζ(3)

6
, K2 = 2ζ(2)2ζ(3), (3)

which is positive at the scale D = Θ(
√
p) where cumulative spectral estimates

are vacuous. The split behind (3) isolates the class-number term of Tr(TmTn),
which appears exactly when mn is a square, from an O(σ1) remainder. The
majorant saturates strictly below one even as c grows: for the odd-degree filter
the ceiling is (3/π2)2/K2 ≈ 1.42%. This is a loss of the elementary majorant,
not a prediction about geometric coverage.
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(C3) Cumulative coverage beyond the logarithmic threshold (Theorem 3). Theo-
rem 3 gives

1− ρa(D) ≪δ
p ln2(2p)

D2
+

1

p
, (4)

so ρa(D) → 1 whenever D/(
√
p ln 2p) → ∞; this is strictly stronger than (3)

above the logarithmic threshold and vacuous below it, so the two estimates are
complementary rather than nested. We prove the required arbitrary-coefficient
weight-two holomorphic large sieve directly (Eq. (31)) in order to fix explicit
constants; the input imported from the literature is the first-coefficient estimate
giving Λp ≪ ln2(2p). In the opposite direction the first moment gives ρa(D) =
O(p−2γ) for every filter when D ≤ p1/2−γ (Theorem 3), so the degree condition
must survive removal of integer content for any map to exist at all.

(C4) Determinant filters and growing challenge spaces (Section 6.4). Since
detMϕ ≡ deg ϕ on the fixed torsion frame (Eq. (53)), determinant-constrained
challenge sets admit a character-sum treatment: for cardinality t = pα+o(1) with
0 ≤ α ≤ β < 1 and α < 2γ < 1, the growing determinant challenge-space result
in the Supplement gives coverage tending to one. The determinant condition
is coarser than the coset condition of Theorem 7: it does not select an exact
Cartan-normalizer coset, and the Cartan case remains open.

(C5) Finite degree mechanisms. Theorems 1, 4 and 5 and Propositions 2 and 3
give finite nonexistence and incidence bounds with explicit constants.

(C6) Idealized SQIsign endpoint experiments (Section 7). Applied to the param-
eter sets of SQIsign v3.0, Corollary 2 gives the necessary response scale

Drsp ≥
(
π
6 − o(1)

)√
p, (5)

where the unrestricted cyclic analogue and its π/
√
90 threshold already appear

in [20]; our additions are degree filters, finite errors, and exact incidence. The
finite odd-filter table in the Supplement records odd-response nonexistence below
2−44, 2−75 and 2−107 at the three security levels, both for independent uniform
endpoints and for the idealized average-public-key experiment of Theorem 9.
These are explicit bounds for the arithmetic experiments as stated: they do not
reach a 2−λ target, and they establish neither an efficient construction, nor fixed-
key signing failure, nor security. The bounds also do not cover adaptive retries,
whose later attempts are conditioned on earlier failures.

2 Probability models, incidence, and witness reduction

All degree-bounded witness sets are finite. We write x+ = max(x, 0) and
∆TV(P,Q) = supB |P (B) − Q(B)| = 1

2

∑
x |P (x) − Q(x)|. Total variation

contracts under a common Markov kernel [29, Chapter 4]. The degree bound is
deg ϕ ≤ D; its quadratic-form radius is

√
D, and it is not an encoded signature

length. We use natural logarithms ln and base-two bit lengths.
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2.1 Incidence and joint-law conditions

Fix public data U = v, context laws νv, µv, and the same conditional challenge
kernel Kv(x, ·). For candidates Ωv(x;D), with admissible subsets Ωv,c(x;D),
put Sv = Eµv

|Ωv(X;D)| and ιv = supx,ωKv(x, {c : ω ∈ Ωv,c(x;D)}); an empty
supremum is zero.

Theorem 1 (First-moment challenge incidence). If ∆TV(νv, µv) ≤ εv
and, under the comparison law X ∼ νv, C ∼ Kv(X, ·),

Pcmp,v[∃ω ∈ Ωv,C(X;D)] ≥ αv,

then

ιvSv ≥ (αv − εv)+. (6)

Proof. The reference admissible-witness count has expectation at most ιvSv. A
common challenge kernel contracts total variation, so its nonzero probability is
at least (αv − εv)+. Apply the first moment.

Lemma 1 (Challenge-preserving reduction). The same inequality holds
for a reduced candidate set if every admissible original witness yields a candidate
admissible for the same challenge.

Proof. Apply the theorem to the implied reduced-existence event.

2.2 Joint laws are essential

Our endpoint reference is

U ∼ η, F ∼ µ independently, C ∼ KU,F . (7)

Transfer requires a distance between full joint laws. Marginal sampler bounds do
not establish independence: E,F below are curve classes with laws u or ν, and
x, y are line-level classes with law µp,q. Direct coset challenges are independent
and uniform unless stated.

Proposition 1 (Diagonal counterexample). For h > 1 uniform classes,
setting EU = F gives uniform marginals and a degree-one response with cer-
tainty, yet distance 1 − 1/h from the independent product. Under that product
degree-one existence is 1/h.

Proof. The diagonal has mass one versus 1/h; summing the absolute differences
gives the stated distance.

Full averaging and conditional-law formulas are in Appendix A.5. All probabil-
ities concern the declared pre-response experiment; conditioning on retries or
successful sampling changes its law.
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3 Bounded-degree isogeny counts and primitive witnesses

Let p > 3 be prime and let Sp be the geometric isomorphism classes of supersin-
gular elliptic curves over Fp. Write hp = |Sp|, let Up be the uniform law, and put
u(F ) = 1/hp. Fix one representative of each class. All Hom groups are geometric
and have Z-rank four. The Deuring mass formula is [44, Chapter 42]∑

[F ]∈Sp

1

|Aut(F )|
=
p− 1

24
, ν(F ) = µp(F ) =

24

(p− 1)|Aut(F )|
. (8)

We use ν and µp for the same normalized Deuring measure. The arithmetic
functions are

σ1(n) =
∑
d|n

d, ψ1(n) = n
∏
ℓ|n

(1 + ℓ−1), ψ1(1) = 1,

where ℓ ranges over prime divisors; µ denotes the Möbius function and φ Euler’s
totient function. Throughout arithmetic counting, R is square-free, (R, p) = 1,
and D is an integer with 1 ≤ D < p. We put

HR(E,F ;D) = {0 ̸= ϕ ∈ Hom(E,F ) : deg ϕ ≤ D, (deg ϕ,R) = 1}.

The zero map is excluded. Since all degrees under consideration are below p,
all these isogenies are separable. This avoids importing prime-to-p torsion argu-
ments into characteristic-p group schemes.

3.1 Content and cyclic kernels

Lemma 2 (Primitive reduction). Every nonzero ϕ ∈ Hom(E,F ) has a
unique expression ϕ = [d]F ◦ ψ with d ≥ 1 an integer and ψ primitive in the
free abelian group Hom(E,F ). Its degree is d2 degψ. For deg ϕ < p, the map ϕ
is primitive if and only if its kernel is cyclic.

Proof. In any integral basis, take the positive greatest common divisor of the
coordinates of ϕ. This content does not depend on the basis and gives uniqueness.
Multiplication by d on an elliptic curve has degree d2. If ϕ = [ℓ] ◦ ψ = ψ ◦ [ℓ] for
a prime ℓ, then ℓ ̸= p because deg ϕ < p. Hence ϕ kills E[ℓ], so its kernel is not
cyclic. Conversely a noncyclic prime-to-p finite subgroup of an elliptic curve has,
for some prime ℓ, an ℓ-torsion subgroup of rank two. This subgroup equals E[ℓ].
A map killing E[ℓ] factors uniquely through the quotient map [ℓ] : E → E [40,
III.4]. Thus ϕ = [ℓ]ψ is not primitive.

Let Hprim
R be the primitive subset and let

WR(E,F ;D) = Hprim
R (E,F ;D)/{±1}.

Its cardinality is the number of primitive isogenies modulo sign, not a signed
sum and not the number of cyclic kernels. For a fixed target, one kernel gives
|Aut(F )|/2 such classes. The quotient is used only for arithmetic counting; it
does not assert that a protocol has exactly two encodings per response. The sign
action is free on nonzero Hom elements.
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Proposition 2 (Expected isogeny counts under the Deuring measure).
Assume throughout this proposition that 1 ≤ D < p. Define

AR(D) =
∑
n≤D

(n,R)=1

σ1(n), PR(D) =
∑
n≤D

(n,R)=1

ψ1(n), ψ1(1) = 1.

For every fixed supersingular source E,

Eµp
|HR(E,F ;D)| = 24

p− 1
AR(D), (9)

Eµp |H
prim
R (E,F ;D)| = 24

p− 1
PR(D), (10)

Eµp
|WR(E,F ;D)| = 12

p− 1
PR(D). (11)

All three expectations are independent of E.

Proof. Fix n < p. For each order-n subgroup K ⊂ E, maps with kernel K to
a fixed representative F ≃ E/K form a torsor under Aut(F ). Consequently
the sum of the degree-n map count divided by |Aut(F )|, over target classes,
is exactly the number of order-n subgroups of E. Such subgroups correspond
to index-n sublattices of Z2 and number σ1(n) by Hermite normal form. For
cyclic subgroups, an element of order n in (Z/n)2 is a primitive vector. There
are n2

∏
ℓ|n(1−ℓ−2) such vectors, and each cyclic subgroup has φ(n) generators.

Their number is therefore ψ1(n). By Lemma 2 this counts precisely primitive-
map kernels. Multiply both weighted identities by 24/(p − 1) and sum over
allowed degrees. Finally divide the primitive map count by two for the free sign
action.

As a normalization check, unique content gives

σ1(n) =
∑
d2|n

ψ1(n/d
2). (12)

This identity counts the scalar repetitions discarded by primitive reduction. Dis-
carding them in a protocol application still requires the legality hypothesis of
Lemma 1.

3.2 Explicit restricted sums

Set

∆R =
∏
ℓ|R

(1− ℓ−1)(1− ℓ−2), aR =
π2

12
∆R, (13)

κR =
15

2π2

∏
ℓ|R

1− ℓ−1

1 + ℓ−2
, eR(D) = D

(
2ω(R)−1(1 + lnD) + 1

2

)
. (14)

Empty products are one and ω(1) = 0.
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Proposition 3 (Finite error bounds). For every integer D ≥ 1 and square-
free R,

|AR(D)− aRD
2| ≤ eR(D), |PR(D)− κRD

2| ≤ eR(D). (15)

These analytic statements do not require D < p.

Proof. Use σ1 = 1 ∗ id and ψ1 = µ2 ∗ id [34], inclusion–exclusion for∑
n≤x,(n,R)=1 n, and

∑
m>Dm

−2 ≤ 1/D. The resulting error is eR(D); the
restricted-sum error calculation is given in the supplementary material.

For fixed R, both relative errors are OR((lnD)/D). If R = q ranges over primes
q > 2, then

∆q ≥ 16/27, κq ≥ κ3 =
9

2π2
, eq(D) = D(lnD + 3/2), (16)

so the relative errors are uniform in q. No comparable uniform assertion is made
for arbitrary varying square-free R with unbounded ω(R).

For finite inversion it is convenient to define, for a > 0, b ≥ 0,K ≥ 0,

B(a, b,K) =
2K√

b2 + 4aK + b
. (17)

At K = 0 we set this to zero. This is the nonnegative root of ax2 + bx = K,
written to avoid subtractive cancellation. In arithmetic applications define

bR,p = 2ω(R)−1(1 + ln p) + 1
2 .

Since D < p, either sum in (15) is at most its quadratic main term plus bR,pD.

4 Filtered mean-square endpoint discrepancy

The first moment gives necessary count bounds. To obtain a sufficient condition,
we control how cyclic kernels are distributed among endpoints. The resulting
estimate applies to the exact determinant constraints in Section 6.

4.1 First- and second-moment bounds for existence probability

Let Z be a nonnegative real-valued function of a complete reference instance,
with Z ≥ 1 whenever Z > 0, and write

M = E⋆Z, Q = E⋆Z2.

Proposition 4 (First-moment upper bound and second-moment lower
bound). Assume Q <∞. If a comparison law on complete instances is within
total variation distance ε of the reference law, then, for Q > 0,(

M2

Q
− ε

)
+

≤ Pr[Z > 0] ≤ min{1,M + ε}. (18)

If Q = 0, the reference probability is zero and the comparison probability is at
most ε.
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Proof. Under the reference law, Cauchy–Schwarz gives M2 ≤ QPr⋆[Z > 0],
while Markov’s inequality at threshold one gives Pr⋆[Z > 0] ≤M . Total variation
transfers the event {Z > 0} with additive error at most ε.

The lower bound holds for every nonnegative Z; only the upper bound uses
Z ≥ 1 on {Z > 0}. This is the standard second moment method [19].

4.2 Endpoint-independent binary degree filters for D < p

Definition 1 (Filtered cyclic-kernel experiment). For a deterministic fil-
ter a = (a1, . . . , aD) ∈ {0, 1}D, define

Ba(E,F ) =
∑
n≤D

an#{K ⊂ E : K cyclic, #K = n, E/K ≃ F}.

Thus Ba(E,F ) counts the selected cyclic kernels, with the index n determined
by #K. The total filtered cyclic-kernel count is Pa =

∑
n≤D anψ1(n). Define the

mean-square endpoint discrepancy by

Va =
1

hp

∑
E,F

(
Ba(E,F )−

Pa
hp

)2

.

The row sum is Pa for every source. For the coprime filter an = 1(n,R)=1, we also

write Vend
R (D) = Va. The filter may depend on p,D, but not on the endpoints.

Explicit collision-count identities and their conditional consequences are recorded
in Appendix A.9.

Lemma 3 (Kernel-count Brandt normalization and row sums). Let
Tn(E,F ) and Cn(E,F ) count all order-n subgroups and cyclic order-n subgroups
of E with quotient isomorphic to F . They act on functions by row kernels, for
example (Cnf)(E) =

∑
F Cn(E,F )f(F ). Map counts to a fixed representative F

are respectively |Aut(F )|Tn(E,F ) and |Aut(F )|Cn(E,F ). For every n ≥ 1 with
(n, p) = 1,

Tn =
∑
d2|n

Cn/d2 , Cn =
∑
d2|n

µ(d)Tn/d2 ,
∑
F

Cn(E,F ) = ψ1(n).

Moreover ν(E)Cn(E,F ) = ν(F )Cn(F,E), so Ba is self-adjoint on L2(ν) with
row sum Pa.

Proof. Since (n, p) = 1, E[n] ≃ (Z/nZ)2. Content decomposition and
square-divisor inversion give the identities; primitive vectors modulo their
generators give the cyclic-subgroup count. Duality gives |Aut(F )|Cn(E,F ) =
|Aut(E)|Cn(F,E), hence balance. Thus Cn/ψ1(n) is a Markov kernel with
stationary law ν, even for n ≥ p. The response cutoff D < p is a separate
condition. No automorphism factor is included in a kernel count.
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Theorem 2 (Positive coverage at constant degree scale). Let 1 ≤ D < p,
let a be a binary degree filter, and suppose Pa > 0. Set

K1 = ζ(2)ζ(3)/6, K2 = 2ζ(2)2ζ(3), Mp(D) = K1(p− 1)D2 +K2D
4.

For independent Deuring-distributed endpoints, cyclic-response existence has
probability at least P 2

a /Mp(D). For independent uniform endpoints,

ρa(D) ≥
(

P 2
a

Mp(D)
− 2∆TV(ν, u)

)
+

. (19)

In particular, if D = ⌊c√p⌋, c > 0 is fixed, and lim inf Pa/D
2 ≥ δ > 0, then

lim inf ρa(D) ≥ δ2c2/(K1 +K2c
2) > 0.

Proof. The classical Brandt trace and Kronecker–Hurwitz formulas [21, Defini-
tion 2.3, Theorems 2.3–2.4, arXiv v2] imply, for (k, p) = 1,

TrTk ≤ p− 1

12
1k=□ + 2σ1(k). (20)

Indeed, TrTk =
∑
s2≤4kHp(4k − s2), with Hp(0) = (p − 1)/24 and

0 ≤ Hp(t) ≤ H(t) for t > 0. The classical sum is
∑
s2≤4kH(4k − s2) =

2σ1(k) −
∑
d|kmin(d, k/d), where H(0) = −1/12. Hence, with εk = 1k=□, the

positive-discriminant part is exactly

2σ1(k)−
∑
d|k

min(d, k/d) + εk/6 ≤ 2σ1(k).

Together with the two Hp(0) terms when k is a square, this gives (20).
Put SD =

∑
n≤D Tn. Since kernel entries are nonnegative, 0 ≤ Ba ≤ SD

entrywise and Tr(B2
a) ≤ Tr(S2

D). The unnormalized Hecke relation

TmTn =
∑

d|(m,n)

dTmn/d2

therefore bounds the latter trace by (p− 1)A(D)/12 + 2B(D), where

A(D) =
∑

m,n≤D
mn=□

σ1((m,n)), B(D) =
∑

m,n≤D

∑
d|(m,n)

d σ1(mn/d
2).

All product indices are prime to p, although they may exceed p. For x ≥ 1,
F1(x) =

∑
n≤x σ1(n) ≤ ζ(2)x2: write n = ab and use

∑
a≤x/b a ≤ (x/b)2. If mn

is a square, write uniquely m = ka2, n = kb2 with (a, b) = 1. There are at most
2r ordered pairs with max(a, b) = r, so

A(D) =
∑
a,b≥1
(a,b)=1

F1

(
D

max(a, b)2

)
≤ 2ζ(2)ζ(3)D2.
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Terms with argument below one are zero. Also σ1(ab) ≤ σ1(a)σ1(b), as is checked
at prime powers. Consequently

B(D) ≤
∑
d≤D

dF1(D/d)
2 ≤ ζ(2)2ζ(3)D4.

These are the two terms of Mp(D).
For independent E,F ∼ ν, set W = Ba(E,F )/ν(F ). The row sum gives

EW = Pa; reversibility gives EW 2 =
∑
E,F Ba(E,F )Ba(F,E) = Tr(B2

a).
Cauchy–Schwarz applied to W proves the Deuring bound. Replacing both
endpoint laws by u costs at most 2∆TV(ν, u). Finally ∆TV(ν, u) = O(p−1),
proving the limit statement.

For a fixed coprime filter, one can take δ = κR. The constants are deliberately
coarse: (19) does not approach one as c grows. For the odd-degree filter, δ = 3/π2,
so this elementary majorant saturates at (3/π2)2/K2 ≈ 1.42%; this ceiling is
a loss of the majorant, not a geometric coverage prediction. The small-failure
estimates below use spectral discrepancy instead.

Lemma 4 (Filtered spectral decomposition). Let H(p) be the Hecke eigen-
basis of S2(Γ0(p)) normalized by af (1) = 1, not by Petersson unit norm. The
corresponding Brandt eigenvectors are orthonormal in L2(ν), where ν = µp.
Write its unitarily normalized eigenvalues as λf (m), so the corresponding clas-
sical Hecke eigenvalues are

√
mλf (m) for weight two. Assume 1 ≤ D < p. After

removing the one-dimensional constant subspace by B0
a = Ba − Pa1ν

T, the non-
constant coefficient on a normalized eigenform f ∈ H(p) is exactly

Af =
∑
m≤D

αmλf (m), αm =
√
m

∑
d2m≤D

µ(d)ad2m,

and weighted Parseval gives∑
E,F

ν(E)

ν(F )
|B0
a(E,F )|2 =

∑
f∈H(p)

|Af |2.

Proof. Insert the inversion formula from Lemma 3 into Ba =
∑
n≤D anCn. The

classical Brandt–Hecke correspondence (for m < p) sends Tm to
√
mλf (m),

yielding the coefficient formula. Parseval in the Deuring inner product gives the
second identity; the constant vector has eigenvalue Pa by the row-sum assertion.
Nonconstant vectors with the same eigenvalue remain in the spectral sum (as
occurs when only degree one is allowed).

The following comparison changes both the weights and the centering: from
the stationary Deuring measure to the uniform distribution.

Lemma 5 (Change of measure and centering for endpoint discrep-
ancy). For p > 3 and the same notation,

√
Va ≤

 5

3hp

∑
f∈H(p)

|Af |2
1/2

+ Pa∥ν − u∥2, u(E) = 1/hp. (21)

11



Moreover ∥ν − u∥22 ≪ p−2, uniformly in p,D and a. The factor 5/3 may be
replaced by 5/4 when p ≡ 1 (mod 3), and by 1 when p ≡ 1 (mod 12).

Proof. Put X = B0
a. Detailed balance gives ν(E)X(E,F ) = ν(F )X(F,E). For

E ̸= F , set r = ν(E)/ν(F ) and x = X(E,F ), so X(F,E) = rx. Pairing the two
ordered entries shows that the ratio of their unweighted square contribution to
their weighted contribution is

(1 + r2)|x|2

2r|x|2
=
r + r−1

2
≤ 5

3
,

because the automorphism orders are 2, 4, 6 and hence r ∈ [1/3, 3]. If p ≡ 1
(mod 3), the class j = 0 is not supersingular, so the remaining automorphism
orders are 2, 4 and the ratio is at most 5/4. For p ≡ 1 (mod 12) all orders
are 2, giving ratio 1. Diagonal entries have ratio one. Parseval therefore gives
∥X∥2F ≤ (5/3)

∑
f |Af |2. Finally,

Ba − Pa1u
T = X + Pa1(ν − u)T,

and the Frobenius triangle inequality, divided by
√
hp, proves (21). The Deuring

mass formula ν(E) = 24/((p − 1)|Aut(E)|), together with the fact that only
j = 0, 1728 can be exceptional and hp = p/12 +O(1), gives ∥ν − u∥22 ≪ p−2.

Effective holomorphic large sieve and discrepancy.

Theorem 3 (Effective filtered cumulative endpoint discrepancy). For
every prime p > 3, integer 1 ≤ D < p, and binary filter a, define

Qa(p,D) =
∑
m≤D

|αm|2e4πm/p, Λp = max
f∈H(p)

L(1,Sym2 f), (22)

with Λp = 0 if the cusp space is zero. Then

√
Va ≤

(
5p

36hpζ(2)
ΛpQa(p,D)

)1/2

+ Pa∥ν − u∥2. (23)

In particular, Qa(p,D) ≤ e4πD/pD2 and

Va ≪ ΛpD
2 +

P 2
a

p2
≪ (ln(2p))2D2 +

P 2
a

p2
. (24)

The constants are filter-independent. The classical bound Λp ≪ ln2(2p) is used
only asymptotically; finite evaluations use the separate explicit norm bound in
Proposition 5.

If Pa > 0, the independent-uniform endpoint existence probability satisfies

P 2
a

P 2
a + hpVa

≤ ρa(D) ≤ min{1, Pa/hp}, (25)
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and hence the explicit inequality

1− ρa(D) ≤

(√
5pΛpQa(p,D)/(36ζ(2))

Pa
+
√
hp ∥ν − u∥2

)2

. (26)

If Pa ≥ cD2 for fixed c > 0, then

1− ρa(D) ≪c
pΛp
D2

+
1

p
≪c

p(ln(2p))2

D2
+

1

p
. (27)

Thus dense filters have ρa(D) = 1 − o(1) whenever D/(
√
p ln(2p)) → ∞, while

every filter has ρa(D) = O(p−2γ) when D ≤ p1/2−γ .

Proof. By Lemmas 3–5, it remains to bound the unweighted spectral sum for

Af =
∑
m≤D

αmλf (m), αm =
√
m

∑
d2m≤D

µ(d)ad2m. (28)

The binary-filter bounds

|αm| ≤
√
D,

∑
m≤D

|αm|2 ≤ D2 (29)

use no cancellation in the Möbius function.
We record the required weight-two holomorphic large sieve directly. The cusp

strip
Rp = {x+ iy : 0 ≤ x < 1, y > 1/p}

injects, away from its boundary, into Γ0(p)\H. Indeed a matrix in Γ0(p) with
lower-left entry c ̸= 0 has |c| ≥ p and sends a point of this strip to height at
most 1/(c2y) < 1/p; the case c = 0 is removed by the chosen unit interval. For
g(z) =

∑
n≥1 ag(n)e

2πinz ∈ S2(Γ0(p)),

∥g∥2Pet ≥
∫ ∞

1/p

∫ 1

0

|g(x+ iy)|2 dx dy =
1

4π

∑
n≥1

|ag(n)|2

n
e−4πn/p. (30)

Bessel duality applied to a Petersson-orthonormal basis, followed by
bn = αne

2πn/p, yields the classical quadratic large-sieve bound∑
f∈H(p)

wf |Af |2 ≤ Qa(p,D), wf = (4π∥f∥2Pet)−1. (31)

This is the weight-two specialization of the standard holomorphic large-sieve and
duality argument [32]; the displayed proof fixes all normalizations needed here.

At prime level there are no weight-two oldforms. With the full automorphic
symmetric-square Euler product in unitary normalization, including its Stein-
berg factor at p, Iwaniec–Luo–Sarnak’s norm formula [24, Lemma 2.5] gives

4π∥f∥2Pet =
p

12ζ(2)
L(1,Sym2 f). (32)

13



Consequently positivity and (31) imply∑
f∈H(p)

|Af |2 ≤ p

12ζ(2)
ΛpQa(p,D). (33)

Combining this with (21) proves (23). For the asymptotic improvement,
Sarnak–Zubrilina [39, Section 4, preceding (16)] record |ρf (1)|2 ≫ p−1(ln p)−2

for Petersson-orthonormal weight-two forms at prime level. For af (1) = 1 this
is ∥f∥2Pet ≪ p(ln p)2, hence Λp ≪ (ln(2p))2 by the exact identity above. Their
(15) is an arbitrary-coefficient weight-two large sieve. We use this classical
input for asymptotics; the following elementary explicit bound supplies the fully
numerical constant.

Put ϵp =
√
hp∥ν − u∥2; its explicit exceptional-class formula is given in Ap-

pendix A.4. For independent uniform endpoints and W = Ba(E,F ), EW =
Pa/hp and EW 2 = P 2

a /h
2
p + Va/hp. Thus Proposition 4 proves (25). Multiply-

ing (23) by
√
hp/Pa gives (26). The dense-filter and small-degree conclusions

use hp ≍ p, ∥ν − u∥22 ≪ p−2, Pa ≥ cD2, and Pa ≤ P1(D) ≪ D2.

Proposition 5 (An explicit norm bound at squarefree level). Put c =
2π

√
3. For a > 0 and squarefree N ≥ 1, define

L(a) = max{0, ln(1/a)}, F (a) =
L(a)3 + 15L(a)2 + 81L(a) + 159

6a
,

Nsf(N) =
∑
d|N

F (c/d), N (p) = Nsf(p).

Every normalized weight-two newform of level N and trivial character satisfies
4π∥f∥2Pet ≤ Nsf(N). In particular,

Λp ≤
12ζ(2)

p
N (p) = O((ln(2p))3),

N (p) = O
(
p(ln(2p))3

)
,

Nsf(pq) = O
(
pq ln3(2pq)

)
.

for distinct primes p, q. The first assertion uses Λp = 0 when the cusp space
is empty. In the prime-level endpoint bounds, pΛp/(12ζ(2)) may be replaced by
N (p).

Proof. The Petersson norm is the unnormalized integral of |f(z)|2 dx dy. Let F
be the usual fundamental domain for SL2(Z), contained in |x| ≤ 1/2, y ≥

√
3/2.

For each d | N , put r = N/d and choose integers e, b with de− rb = 1. This uses
squarefreeness. Define

Wd =

(
d b
N de

)
, Ad,j =

(
1 j
0 d

)
,

γd,j = d−1WdAd,j =

(
1 j + b
r rj + de

)
(0 ≤ j < d).
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The matrices γd,j form a complete set of representatives for Γ0(N)\SL2(Z).
Indeed, modulo each prime ℓ | r, the lower-left entry is zero, whereas for ℓ | d it
is invertible and the projective bottom row varies through all ℓ finite points as
j varies. The Chinese remainder theorem gives each element of P1(Z/NZ) once.

In the convention (f |2M)(z) = det(M)(cz + d)−2f(Mz), Wd is an Atkin–
Lehner operator and a trivial-character newform satisfies f |2Wd = εdf , |εd| = 1
[4]. Hence

f |2γd,j = εdd
−1f((z + j)/d).

Enlarge each copy of F to its containing strip. For a fixed d, the d changes
of variables join the horizontal intervals into one unit interval, translated by
periodicity, at heights y ≥

√
3/(2d); their Jacobians cancel d−2. Parseval then

gives

4π∥f∥2Pet ≤
∑
d|N

∑
n≥1

|af (n)|2

n
e−cn/d ≤

∑
d|N

∑
n≥1

d4(n)e
−cn/d.

Here the Ramanujan bound [17], together with the squarefree bad-prime new-
form factors, gives |af (n)|/

√
n ≤ d(n). The inequality d(n)2 ≤ d4(n) follows at

each prime power from (s+ 1)2 ≤
(
s+3
3

)
.

For completeness, the remaining exponential sum has a simple explicit ma-
jorant. If x ≥ 1 and ℓ = lnx, then

A4(x) :=
∑
n≤x

d4(n) ≤ x
∑
abc≤x

1

abc
≤ x(1 + 3ℓ+ 3ℓ2/2 + ℓ3/6) ≤ x

6
(lnx+ 3)3.

For the middle inequality, the cumulative mass of
∑
n≥1 n

−1δlnn on [0, t] is at
most 1 + t. Comparison against nonnegative decreasing functions, successively
in three coordinates of u+ v+w ≤ ℓ, bounds its convolution by that of δ0 + dt.
Partial summation and lnx ≤ L(a) + ax now imply

∑
n≥1

d4(n)e
−an = a

∫ ∞

1

A4(x)e
−ax dx ≤ 1

6a

∫ ∞

0

t(L(a) + 3 + t)3e−t dt = F (a).

The logarithmic inequality follows from ln(ax) ≤ ax; L(a) also covers a > 1.
Summing over d | N proves the norm bound. The prime-level L-value statement
follows from (32); the growth at pq follows from the four terms in Nsf(pq). The
proof applies to newforms, not arbitrary oldform combinations. We account for
oldforms separately below.

Finite interpretation. The factor e4πD/p ≤ e4π covers the whole range
D < p. Outward-rounded evaluation gives odd-response nonexistence below
2−44, 2−75, 2−107 at the SQIsign v3.0 parameters in the independent-uniform
experiment (Appendix A.4). The maximum-norm estimate loses logarithms at
D = c

√
p; Theorem 2 supplies positive coverage by a separate trace argument.

At D ≍ √
p 2λ/4 the small-failure bound has scale 2−λ/2Λp.
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Corollary 1 (Coprime specialization). For independent uniform source and
target classes, fixed square-free R with (p,R) = 1, and every 1 ≤ D < p,

Vend
R (D) ≪R ΛpD

2 + PR(D)2/p2 ≪R (ln(2p))2D2. (34)

Independent uniform endpoints have existence probability o(1) below p1/2−γ and
1− o(1) whenever D/(

√
p ln(2p)) → ∞.

Proof. Set an = 1(n,R)=1. The explicit summation formula gives PR(D) ≫R D
2,

and apply Theorem 3.

The filtered theorem counts cyclic responses. Equivalence with unrestricted
map existence requires square-division stability, which holds for coprimality and
the quadratic-determinant condition below but not for arbitrary binary filters.

An independent source law η with bounded density ratio dη = hpmaxE η(E)
preserves the dense-filter conclusion. The precise joint-law transfer and average-
source tail bounds are in Appendix A.10; no such hypothesis is proved here for
concrete signing.

5 Necessary degree bounds

The incidence theorem and the Deuring count (11) imply a necessary count
of (p − 1)θI/12 when reduced-witness incidence is at most I−1. Appendix A.2
records the full statement. Uniform targets admit a direct endpoint-cover argu-
ment.

5.1 Uniform target classes: count covered endpoints directly

For a fixed source, define the endpoint event

ER(E,F ;D) = {HR(E,F ;D) ̸= ∅}.

This event asks only for arithmetic existence, with no additional level or encoding
requirements.

Theorem 4 (Uniform-target endpoint-cover bound via cyclic kernels).
For every fixed source E,

PF∼Up
[ER(E,F ;D)] ≤ min{1, PR(D)/hp}. (35)

More generally, let U ∼ η and F ∼ Up independently in a reference ex-
periment. If a comparison joint law on (U,F ) is within total variation ζ
and Pcmp[a protocol response exists] ≥ α, with each such response lying in
HR(EU , F ;D), then

PR(D) ≥ hp(α− ζ)+, (36)

D ≥ B(κR, bR,p, hp(α− ζ)+). (37)
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Proof. If a target F is reachable by an allowed map, Lemma 2 supplies a prim-
itive allowed map to the same F : dividing by content lowers degree and cannot
introduce a prime factor from R. The primitive map has a cyclic kernel. There
are PR(D) allowed cyclic kernels in total, and each has one quotient isomorphism
class. Thus at most PR(D) distinct target classes are covered. Different kernels
can cover the same class, explaining why the bound need not be tight. The re-
sult holds for every EU , so it survives averaging over U under the independent
reference. Original protocol existence implies endpoint existence. Transfer the
latter bounded event with loss at most ζ, and use Proposition 3 to obtain the
finite bound.

This counts quotient classes directly, without a measure-change loss. For framed
targets a kernel can yield several structures, so exact challenge incidence must
be counted separately.

For odd responses,

a2 =
π2

32
, κ2 =

3

π2
, b2,p = ln p+

3

2
. (38)

Since hp ∼ p/12, Theorem 4 gives

D ≥
(π
6
− o(1)

)√
pθjoint, θjoint = (α− ζ)+, (39)

when the relative error vanishes. With the same endpoint law, cyclic reduc-
tion improves the all-kernel necessary-degree constant by only log2(π

2/
√
96) =

0.010511 . . . bits; it makes no encoding or security claim. The detailed baseline
comparison is in Appendix A.6.

6 Exact-coset constraints and level structure

We first derive an incidence bound for exact torsion constraints, then compare it
with the additive Hom condition. Determinant constraints admit a degree-filter
analysis; general exact cosets require additional projected collision estimates.
Let q > 2 be prime, q ̸= p, k = Fq, and G = GL2(k). Put Z = {aI : a ∈ k×}.
Fix source and target torsion bases. For (deg ϕ, q) = 1, let Mϕ ∈ G represent the
induced map on q-torsion.

6.1 Direct coset-challenge incidence

Definition 2 (Direct Γ -coset challenge). For a subgroup Γ ≤ G, the resid-
ual challenge is uniform on the set of left cosets G/Γ = {gΓ : g ∈ G}, and a
map is admissible precisely when

C =MϕΓ.

A concrete protocol realizes this model only if its level structures, frame con-
ventions, and verification relation imply this rule. A Γ -level structure here is a

17



torsion frame on a fixed curve representative modulo the right action of Γ , with
no further quotient by curve automorphisms. We call these framed Γ -level struc-
tures when distinguishing them from structured geometric isomorphism classes.
The notation G/Γ denotes a coset set, not a quotient group unless Γ is normal.

For a fixed frame system F , let ρΓ (D;F) be the probability, over independent
E,F ∼ u and uniform gΓ , that a q-coprime isogeny of degree at most D satisfies
Mϕ ∈ gΓ . We suppress F when it is understood. A bar denotes additional
averaging over a uniform actual source line, extended to a frame independently of
the challenge. A fixed map has incidence exactly m−1

Γ , where mΓ = [G : Γ ]. The
same statement holds for its primitive-isogeny class modulo sign when Z ⊆ Γ :
if ϕ = [d]ψ is q-coprime, then q ∤ d and

MϕΓ = dMψΓ =MψΓ, −MψΓ =MψΓ.

This is the precise challenge-preservation argument for primitive reduction.

Theorem 5 (Necessary degree bound for scalar-invariant direct coset
challenges). Assume Z ⊆ Γ . Use an independent Deuring-mass target and
uniform residual coset in the reference experiment. If the comparison joint law
is within ε and Pcmp[a degree-≤ D response exists] ≥ α, put θcoset = (α − ε)+.
Then

12

p− 1
Pq(D) ≥ θcosetmΓ , (40)

D ≥ B
(
κq, ln p+

3
2 ,

(p− 1)θcosetmΓ

12

)
. (41)

As D → ∞,

D2 ≥ π2

90

1 + q−2

1− q−1
(p− 1)θcosetmΓ

(
1−O

(
lnD

D

))
, (42)

with an absolute error constant independent of q and Γ .

Proof. The preceding scalar calculation supplies Lemma 1, and reduced inci-
dence is exactly m−1

Γ . Theorem 1 and (11) give the first inequality; Proposi-
tion 3 and (17) give the second. The formula for κq and (16) give the asymptotic
expression and uniformity.

Extra degree restrictions, for example oddness at odd level q, may be included by
taking a square-free R divisible by q in the reduced-incidence bound. The direct
incidence remains m−1

Γ , while the cyclic-kernel count and its leading coefficient
change to PR and κR.

6.2 Additive span and subgroup index

For a subgroup Γ ≤ G, A = spank Γ contains I and is closed under multipli-
cation, hence is a unital algebra. Its invertible elements are exactly A ∩ G: the
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inverse of an invertible 2 × 2 matrix in A lies in A by Cayley–Hamilton. Ad-
ditive stability, in the sense of SQInstructor [7, Definition 9], is the condition
Γ = G ∩ spank Γ . For the fixed torsion bases, write

rq : Hom(E,F ) −→M2(k), ΛA(E,F ) = r−1
q (A).

The restriction map is surjective with kernel qHom(E,F ): the prime-to-p tor-
sion identification Hom(E,F )/qHom(E,F ) ≃ Hom(E[q], F [q]) follows from the
supersingular Tate-module description [7, Lemma 5]. Consequently

[Hom(E,F ) : ΛA(E,F )] = [M2(k) : A] = q4−dimk A. (43)

Thus A is a finite-field matrix algebra, while ΛA is the associated integral Hom
lattice. For an exact coset gΓ , the additive relaxation is r−1

q (gA), with the same
index; it need not be an exact transport condition. If A = M2(k), every such
relaxation is the full Hom(E,F ).

Lemma 6 (Unit spans). If q > 2 and A ⊆M2(k) is unital, then spank A
× =

A. Thus a subgroup is additively stable exactly when it is A× for its span algebra.

Proof. An invertible a ∈ A is already a unit. For singular a, the polynomial
det(a − λI) has zero as a root and at most one nonzero root. Since k× has at
least two elements, choose λ ̸= 0 for which a − λI is invertible. Both a − λI
and λI are units in A, and their sum is a. The final equivalence follows from
A ∩G = A×.

Proposition 6 (Classical algebra types and exact indices). Up to con-
jugacy, the unital subalgebras of M2(k) are those in Table 1. If cA = q4−dimA

and mA = [G : A×], then

1− q−1 ≤ mA/cA ≤ 1 + q−1. (44)

Proof. A two-dimensional algebra is generated by a nonscalar matrix; its
quadratic minimal polynomial gives the split, irreducible, and repeated-root
cases. A reducible three-dimensional algebra stabilizes a line and equals the
upper-triangular algebra. For an irreducible algebra, its radical annihilates
the simple faithful module k2, so it is zero. The structure of finite semisimple
algebras then gives either M2(k) or Fq2 [27]. The one-dimensional case is kI.
Counting units in each case and dividing |G| by those counts proves the table
and the inequality.

The information lost by additive relaxation. For an arbitrary scalar-containing
subgroup, define

A = spank Γ, tΓ = [A× : Γ ].

Then
mΓ = tΓmA. (45)
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Table 1. Unital algebras over k = Fq, q > 2. The classification and unit counts are
classical.

A dimA |A×| cA mA

M2(k) 4 q(q − 1)2(q + 1) 1 1
Upper triangular 3 q(q − 1)2 q q + 1
k × k 2 (q − 1)2 q2 q(q + 1)
Fq2 2 q2 − 1 q2 q(q − 1)
k[ϵ]/(ϵ2) 2 q(q − 1) q2 q2 − 1
kI 1 q − 1 q3 q(q2 − 1)

The integer tΓ is the subgroup index of Γ in A×; it is one exactly for an additively
stable group. The map of left-coset sets G/Γ → G/A×, gΓ 7→ gA×, has fibers
of size tΓ . No normality assumption is needed: these are coset sets, not quotient
groups in general. The index is an exact counting factor.

The uniform bound D = Ω(
√
p tΓ cA) that follows, together with the ceiling

tΓ cA = O(p/θ) forced by D < p, is recorded in the supplement.

6.3 Borel transport and a proper additive Hom condition

Let Xp,q be the set of geometric isomorphism classes of pairs x = (E,L), where
L ⊂ E[q] is a line. Its probability measure is

µp,q(E,L) =
24

(p− 1)(q + 1)|Aut(E,L)|
. (46)

This is the pushforward of E ∼ ν followed by a uniform choice among the q + 1
actual lines in E[q]: an orbit of L has |Aut(E)|/|Aut(E,L)| members. Thus
exceptional automorphisms are included, rather than discarding their vertices.

Proposition 7 (Borel Hecke-module normalization). For n ≥ 1 with
(n, pq) = 1 and x = (E,L), let C lev

n (x, y) count cyclic subgroups K ⊂ E of order
n for which (E/K, πK(L)) is isomorphic to the structured class y. Let T lev

n count
all such subgroups. Then

T lev
n =

∑
d2|n

C lev
n/d2 ,

∑
y

C lev
n (x, y) = ψ1(n),

µp,q(x)C
lev
n (x, y) = µp,q(y)C

lev
n (y, x).

(47)

After removing constants, the prime-to-pq Hecke module is

L2
0(Xp,q, µp,q) ≃ S2(Γ0(pq))

p-new

≃ Snew
2 (Γ0(pq))⊕ Snew

2 (Γ0(p))
⊕2.

(48)

At the level of dimensions, this says |Xp,q| − 1 = dimSnew
2 (Γ0(pq)) +

2 dimSnew
2 (Γ0(p)) = dimS2(Γ0(pq)) − 2 dimS2(Γ0(q)); the −1 removes the
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single constant vector, not an additional newform or degeneracy correction. The
two copies record Hecke multiplicity, not orthogonality of the raw degeneracy
lifts. Orthonormal eigenbases can be chosen in each simultaneous eigenspace.

Proof. Content decomposition and the unique structured quotient give inversion
and row sums. If ϕ(L) = L′, then ϕ̂(L′) = [n]L = L, since q ∤ n. Duality and
the Aut(F,L′)-torsor of maps with a fixed structured quotient give balance. For
Dµ = diag(µp,q(x)), DµT

lev
m = (T lev

m )TDµ; hence f 7→ Dµf converts our row-
source convention to the degree-zero vertex module simultaneously for all m.

The comparison must preserve joint eigenvalues, not just the spectrum of each
operator separately. This simultaneous Hecke-module identification is a classi-
cal instance of the Eichler basis problem for quaternionic Brandt modules [46].
Codogni–Lido’s level-structure construction gives the same compatibility in the
present Borel model [9, Theorem 4.6, Lemmas 4.13–4.14 and 5.1, Theorem 5.5.5,
arXiv v5]: the prime-to-pq correspondences act on both sides, yielding a single
intertwiner Φ with

ΦT lev
m = T̃mΦ ((m, pq) = 1), T̃mf = af (m)f =

√
mλf (m)f.

Here the upper- and lower-triangular Borel conventions differ only by a fixed
change of basis. No isometry of the two inner products is needed. Prime-power
Hecke relations give all m from the prime operators; Möbius inversion gives
the cyclic operators. The p-new space is the orthogonal complement of the two
p-degeneracy images from level q. The standard decomposition [24, Section 2,
(2.14)] leaves each level-p newform twice, with no further Atkin–Lehner restric-
tion.

Theorem 6 (Cumulative Borel-level existence bound). Let q ≥ 5 be
prime, q ̸= p, and let an be a binary filter supported on q ∤ n, with 1 ≤ D < p
and Pa > 0. Use the coefficients αm of (28) and write

Qa(N,D) =
∑
m≤D

|αm|2e4πm/N , Ep,q,a = Nsf(pq)Qa(pq,D)+2N (p)Qa(p,D).

For independent x, y ∼ µp,q, let ρ
lev
p,q,a be the probability of a cyclic isogeny x→ y

with selected degree. Then

1− ρlevp,q,a ≤ Ep,q,a
P 2
a + Ep,q,a

. (49)

For the filter q ∤ n, this is O(pq(ln(2pq))3/D2), uniformly for q < p as D → ∞.

Proof. Use the joint Hecke-module decomposition of Proposition 7. Inversion
gives Blev

a =
∑
m≤D(

∑
d2m≤D µ(d)ad2m)T lev

m , so the same eigenform label ap-

plies to every degree in the sum. Put Blev
a =

∑
n≤D anC

lev
n and let Sa be the

squared Hilbert–Schmidt norm of its nonconstant part. Write Hnew(pq) for a
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Hecke eigenbasis of Snew
2 (Γ0(pq)), normalized as in H(p). Self-adjointness, inver-

sion, and (48) give

Sa =
∑

f∈Hnew(pq)

∣∣∣∣∣∑
m

αmλf (m)

∣∣∣∣∣
2

+ 2
∑

f∈H(p)

∣∣∣∣∣∑
m

αmλf (m)

∣∣∣∣∣
2

.

The cusp-strip proof of (31) works with p replaced by any level N : a nonzero
lower-left entry has absolute value at least N . Apply it to the orthogonal normal-
ized newforms at levels pq and p, and use Proposition 5 to remove the harmonic
weights. The level-p summands are estimated at level p, not as raw degener-
acy lifts at level pq: the spectral sum depends only on joint eigenvalues and
multiplicities, not on a Petersson isometry. This proves Sa ≤ Ep,q,a.

For independent x, y ∼ µp,q, putW = Blev
a (x, y)/µp,q(y). Constant row sums

give EW = Pa, and the weighted Hilbert–Schmidt identity gives VarW = Sa.
The second-moment inequality proves (49). Finally, Qa(N,D) ≤ e4πD/ND2,
Pq(D) ≫ D2, and Proposition 5 yield the stated growth bound.

Theorem 7 (Separation with a common proper additive Hom condi-
tion). Let p > 3 and q ≥ 5 be distinct primes, A the upper-triangular algebra,
B = A×, and Γ± = {

(
a b
0 d

)
∈ B : a/d ∈ {1,−1}} over Fq. Both groups contain

the scalar subgroup Z, and

spanB = spanΓ± = A, cA = q, [G : B] = q + 1, [G : Γ±] = (q2 − 1)/2.
(50)

Fix p, q,D with 1 ≤ D < p. Sample independent uniform curve classes, a uni-
form actual source line, and an independent uniform direct challenge. Extend the
source line to a frame; the extension rule and the target frames can be arbitrary,
but cannot depend on the challenge. Then

1− ρ̄B(D) ≤ Ep,q,a
Pq(D)2 + Ep,q,a

+ 2∆TV(ν, u), (51)

ρ̄Γ±(D) ≤ 24Pq(D)

(p− 1)(q2 − 1)
+∆TV(ν, u), (52)

where an = 1q∤n. Consequently, if 0 < γ < 1/2, γ < β < 2γ, q = pβ+o(1), and

D = p1/2+γ+o(1), then ρ̄B(D) = 1 − o(1) and ρ̄Γ±(D) = o(1). There also exists
a fixed frame system, chosen before sampling, for which the same bounds hold
without bars. The smaller group’s upper bound holds for every frame system.
Pairing compatibility is not needed here.

Proof. The diagonal-ratio map B → F×
q is surjective. Its inverse image of {1,−1}

has order 2q(q − 1), whereas |B| = q(q − 1)2. The matrices I, diag(−1, 1), and
I + E12 belong to both groups and span A when q is odd. This proves (50),
including cA = q by (43).

For each representative E, let b(E,L) be the probability, over F ∼ ν and
a uniform actual target line L′ ⊂ F [q], that there is no selected cyclic isogeny
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(E,L) → (F,L′). Equation (46) and Theorem 6 bound the ν-average of the
uniform-line averages of b(E,L) by the fraction in (51). Choose a line mini-
mizing b(E,L) on each E, and extend it to a basis. This gives the fixed-frame
consequence. Before minimization, the uniform-source-line average itself satisfies
the same bound. A prescribed common Weil pairing can also be imposed when
extending a chosen line, but is not used in this argument. A uniform left coset
in G/B specifies a uniform actual target line relative to the fixed target repre-
sentative; this correspondence is independent of which compatible target frame
was used to name the line. Hence the selected frames have no larger average
failure. Because B contains scalars, primitive reduction preserves the constraint.
Replacing both curve laws by u costs at most 2∆TV(ν, u).

For Γ±, Theorem 5 and its index give the bound with an independent Deuring
target, for any source law and any frames. Replacing only the target law costs
∆TV(ν, u), proving (52). Since ∆TV(ν, u) = O(1/p), the two errors have orders
pβ−2γ+o(1) +O(1/p) and p2γ−2β+o(1) +O(1/p), respectively.

Finally, couple the challenges by projecting a uniform gΓ± to gB. Both then
have exactly the same additive relaxation r−1

q (gA). This proves separation within
a proper common Hom condition, not merely between two unrestricted additive
conditions.

Uniform source lines can be sampled from P1(Fq) given a q-torsion basis. The
deterministic minimizing frame system may depend on (p, q,D); the proof gives
no algorithm for finding it. Neither model is asserted to be the frame-generation
law of a concrete signer.

Lemma 7 (Index rigidity inside a fixed Borel algebra). If q > 2 is prime
and Z ⊆ Γ ⊆ B with spanΓ = A, then Γ is the inverse image of a nontrivial
subgroup H ≤ F×

q under the diagonal-ratio map. In particular, its index in G
determines Γ within this fixed B.

Proof. Modulo scalars, B is the affine group U ⋊ F×
q , where |U | = q. The inter-

section with U is either trivial or all of U . In the first case Γ/Z has order prime
to q. Averaging any orbit in Fq gives a fixed point, so it is conjugate into the
diagonal group, contradicting its three-dimensional span. Thus U is contained,
and Γ is the full inverse image of its ratio subgroup H. The case H = 1 has
span of dimension two. Since F×

q is cyclic, its subgroups are determined by their
order.

Within this scalar-containing fixed-Borel family, equal-index separation therefore
requires a different construction, rather than merely a different subgroup with the
same proper span. Also, when q = 3 one has Γ± = B, explaining the hypothesis
q ≥ 5.

A finite instance and the scope of the comparison. For

p = 562949953421373 · 2250 + 1, q = 67108881 · 264 + 1, D = 2214,
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exact primality checks and outward-rounded evaluation give, for fixed frames
whose existence is guaranteed by Theorem 7, 1 − ρfixB < 2−19 and ρfixΓ±

< 2−46,

where ρfixΓ denotes response-existence probability for that fixed-frame experi-
ment. Here p ≡ 1 (mod 12), so ν = u; the common Hom index is q > 1. The
supplement states the primality certificates and numerical formulas. The chal-
lenge indices differ by (q − 1)/2; the bounds do not compare security at equal
challenge cardinality.

6.4 Determinant filters and disjoint challenge classes

Let Γ□ = {g ∈ G : det g ∈ (F×
q )

2}. Choose on each curve a q-torsion basis
(PE , QE) with eq(PE , QE) = ζq for a common primitive root ζq. For a degree-n
map ϕ : E → F with q ∤ n, functoriality of the Weil pairing [40, Chapter III,
Section 8] gives

eq(ϕPE , ϕQE) = ζnq = ζ
detMϕ
q , detMϕ ≡ n (mod q). (53)

Let χq be the quadratic character, extended by χq(0) = 0, and put

Pq,b(D) =
∑
n≤D

q∤n, χq(n)=b

ψ1(n), b ∈ {+1,−1}.

These binary filters correspond to the two cosets of Γ□ in G. A different iso-
morphism from a quotient curve to its fixed representative has degree one, and
therefore determinant one. Consequently a kernel with that endpoint has a well-
defined determinant character. Dividing a q-coprime map by content divides its
degree by a nonzero square modulo q, preserving the same character.

Lemma 8 (Character bounds for filtered cyclic-kernel counts). For an
odd prime q, set

Lq = min

{
q − 1

2
,
√
q

(
1 + ln

q − 1

2

)}
.

Every nonprincipal multiplicative character χ modulo q, extended by zero at mul-
tiples of q, satisfies ∣∣∣∣∣∣

∑
n≤D

χ(n)ψ1(n)

∣∣∣∣∣∣ ≤ 2LqD(1 + lnD). (54)

In particular, for the quadratic character and b = ±1,

|Pq,b(D)− Pq(D)/2| ≤ LqD(1 + lnD). (55)

Proof. The elementary Fourier proof of the Pólya–Vinogradov bound gives
|
∑
n≤x χ(n)| ≤ Lq; sharper constants are available [38]. Apply partial

summation and ψ1 = µ2 ∗ id; Appendix C.4 gives the calculation.
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For this experiment, let ρ□(D) denote the probability of arithmetic response
existence under an independent uniform determinant-coset challenge.

Theorem 8 (Exact transport for the quadratic determinant charac-
ter). Use independent uniform source and target classes, compatible pairing
frames as above, and an independent uniform challenge in G/Γ□. Let Vq,b be the
uniform-source mean-square endpoint discrepancy for the corresponding binary
filter. Arithmetic response existence of degree at most D < p satisfies

1

2

∑
b=±1

Pq,b(D)2

Pq,b(D)2 + hpVq,b
≤ ρ□(D) ≤ min

{
1,
Pq(D)

2hp

}
, (56)

with a zero summand when Pq,b = 0. Along any sequence with Lq(1 + lnD) =
o(D), one has ρ□(D) = 1 − o(1) for D ≥ p1/2+γ , D < p, and fixed γ > 0. For
D ≤ p1/2−γ , the probability is o(1).

Proof. The Weil-pairing identity and content reduction identify the event for
coset b with the cyclic endpoint event for the b-filter, including at exceptional
classes. Average (25) over b. If Lq(1 + lnD) = o(D), Lemma 8 and (16) give
Pq,b ≫ D2 uniformly; apply (27). The converse follows from Pq(D) ≪ D2 and
hp ≍ p.

This uses the special determinant identity, not a general exact-coset spectral
theorem. A challenge space of size two does not give negligible knowledge error
in an identification protocol.

Remark 1 (Scope of the degree-filter reduction). The map G → G/Γ factors
through determinant exactly when Γ ⊇ SL2(Fq), or Γ = det−1(H). Indeed
determinant fibers are cosets of its kernel. Such a group contains Z exactly when
(F×
q )

2 ⊆ H, leaving only indices one and two. Positive existence bounds do not
need this scalar hypothesis. The next proposition treats general determinant
quotients.

Proposition 8 (Joint second-moment bound for disjoint challenge fil-
ters). Fix an integer 1 ≤ D < p. Let a(1), . . . , a(t) be endpoint-independent bi-

nary filters with
∑
j a

(j)
n ≤ 1. Write Pj , Qj ,Vj , ρj for their cyclic-kernel counts,

coefficient energies, discrepancies, and endpoint existence probabilities. Suppose
P =

∑
j Pj > 0, and put

Ja = t
∑
j

(Pj − P/t)2 = t
∑
j

P 2
j − P 2, ρ̄ = t−1

∑
j

ρj .

Here ρ̄ denotes only the average over the t disjoint filter classes; it is unrelated
to the source-line average ρ̄Γ (D) used in the Borel-level section. For independent
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uniform endpoints and an independent uniform class,∑
j

Qj ≤ e4πD/pD2, (57)

1− ρ̄ ≤ Ra
P 2 +Ra

, (58)

Ra = Ja +

√5t

3
N (p)

∑
j

Qj + ϵp
√
P 2 + Ja

2

. (59)

No positive lower bound on the individual Pj is required.

Proof. For fixed m, let k = ⌊
√
D/m⌋ and rj =

∑
d≤k |µ(d)|a

(j)
d2m. Disjointness

gives
∑
j rj ≤ k, hence

∑
j

|α(j)
m |2 ≤ m

∑
j

r2j ≤ m

∑
j

rj

2

≤ mk2 ≤ D.

Summing with the exponential weight proves (57).
Let W = Ba(j)(E,F ) in the joint uniform experiment. Constant row sums

and the definition of Vj give

EW =
P

thp
, EW 2 =

∑
j P

2
j + hp

∑
j Vj

th2p
.

The second-moment inequality therefore yields

ρ̄ ≥ P 2

P 2 + Ja + thp
∑
j Vj

. (60)

Apply the filtered discrepancy bound to each class and then the triangle inequal-
ity in ℓ2({1, . . . , t}):√

thp
∑
j

Vj ≤
√

5t

3
N (p)

∑
j

Qj + ϵp

√
t
∑
j

P 2
j .

Since t
∑
j P

2
j = P 2 + Ja, substitution into (60) proves the result.

The term Ja is the between-class count variance with the displayed normaliza-
tion. Omitting it would be incorrect unless all class counts were equal. With zero
summands interpreted as zero, Cauchy–Schwarz gives

ρ̄ ≥ 1

t

∑
j

P 2
j

P 2
j + hpVj

≥ P 2

P 2 + Ja + thp
∑
j Vj

. (61)
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The exact classwise second-moment bound dominates the pooled bound,
which remains useful for aggregate estimates but is not a stronger probability
inequality.

For determinant quotients Γ = det−1(H), the same argument combines with
character orthogonality to control the class-count variance. Corollary 9 gives the
full growing-index statement and an arithmetic-progression baseline. Neither
reduction selects an exact Cartan-normalizer coset.

For general Γ , exact transport requires projected endpoint-coset collision
estimates; Appendix C.2 gives the normalized identity. Cartan normalizers have
surjective determinant, so no degree filter selects an exact normalizer coset. The
Borel result supplies one averaged growing-index case.

7 SQIsign v3.0: idealized endpoint experiments

We use the response orientation Echl → Ecom of SQIsign v3.0 (1 September
2026) [41, Section 2.3.2]. Dualization preserves the alternative orientation’s de-
gree and existence question, without identifying its encodings.

7.1 Idealized and concrete experiments

Fix Epk and let ηchl be the challenge-source distribution DChall(Epk). The ide-
alized existence experiment uses

U = Echl ∼ ηchl, F = Ecom ∼ Up independently. (62)

This is the random ideal-class / challenge experiment used for the response-
lattice heuristic, with the ideal-class-to-curve-class bijection of the specifica-
tion [41, Fact 24, Heuristic 9.5.1]. We take a singleton residual challenge. Thus
I = 1, not 22λ. The quantity 22λ is the index induced by precomposition with
the fixed public isogeny, not the residual challenge incidence.

A strict response bound deg ϕ < Drsp corresponds to the integer

D = ⌈Drsp⌉ − 1. (63)

For the specification’s parameter sets, D = Drsp − 1 and 1 ≤ D < p. Sup-
plement verifies that the strict bound creates no off-by-one discrepancy with
Algorithm 4.83.

Corollary 2 (Necessary degree lower bound for odd responses under
the v3.0 idealized existence premise). At the response degree bound Drsp

prescribed by the specification, assume that the idealized experiment (62) has
an odd response of degree < Drsp with probability at least 1 − 2−λ. This is the
existence input obtained in the specification from Heuristic 9.5.1 and Lemma
9.5.2 at its prescribed degree bound. Then

P2(D) ≥ hp(1− 2−λ), D ≥ B
(

3

π2
, ln p+

3

2
, hp(1− 2−λ)

)
. (64)
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For integer Drsp, the last bound is equivalently

Drsp ≥ 1 + B
(

3

π2
, ln p+

3

2
, hp(1− 2−λ)

)
. (65)

As p→ ∞ and λ→ ∞ along such instances,

Drsp ≥
(π
6
− o(1)

)√
p. (66)

Proof. Apply Theorem 4 with R = 2, ζ = 0, and the assumed existence prob-
ability. Use (38) and hp ∼ p/12. No assumption about the efficient sampling of
odd elements is used.

The corollary uses only its protocol-existence input, not the later odd-
proportion rejection-sampling heuristic [41, Section 9.5].

Theorem 9 (Idealized Deuring-distributed public keys and indepen-
dent commitments). Let n = 2λ, λ ∈ Z≥1, with (n, p) = 1. On each public-
key curve choose any ordered n-torsion basis (P,Q) and sample uniformly one
of the n kernels ⟨P + sQ⟩, 0 ≤ s < n. If the public-key class has law ξ ≤ c0ν,
its resulting challenge-source law η satisfies η ≤ κν with κ = 3c0/2. For an in-
dependent target F ∼ ν and a fixed binary filter with 1 ≤ D < p and Pa > 0,
cyclic-response existence satisfies

1− ρη,ν ≤ κN (p)Qa
P 2
a + κN (p)Qa

. (67)

In particular c0 = 1 applies to idealized Deuring-distributed public keys.

The domination ξ ≤ c0ν is an explicit hypothesis, not an assertion about seeded
KeyGen or a fixed concrete key.

Proof. The n displayed kernels are distinct. There are ψ1(n) = 3n/2 cyclic ker-
nels in total. If K is the selected-kernel transition and T = Cn/ψ1(n) the full
transition, then K ≤ (3/2)T entrywise. Lemma 3 applies to every (n, p) = 1,
so νT = ν even when n ≥ p; therefore ξK ≤ (3c0/2)ν. No stationarity of K
is assumed. For W = Ba(E,F )/ν(F ), the constant row sum gives EW = Pa.
Writing X = Ba − Pa1ν

T yields

VarW =
∑
E,F

η(E)

ν(F )
X(E,F )2 ≤ κ

∑
f

|Af |2 ≤ κN (p)Qa.

Cauchy–Schwarz gives Pr[W > 0] ≥ (EW )2/EW 2, proving the result.

The kernels match the specification’s challenge construction [41, Sec-
tion 2.3.2, Algorithm 2.1]. If averaged nonexistence is at most ϵ, Markov
bounds by ϵ/τ the key mass with conditional nonexistence above τ , so
this is not a fixed-key guarantee. For a fixed key, support at most 2λ

gives ∆TV(η, u) ≥ (1 − 2λ/hp)+, but not a bound on distance to η ⊗ u.
For a concrete pre-response law Ppre with success probability αpre, let
ζjoint = ∆TV(Ppre, ηchl ⊗ u); transfer uses (αpre − ζjoint)+. Nonprincipal-
class sampling costs 1/hp marginally but does not control dependence; see
Appendix A.5. These bounds do not cover response search or selected retries.
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8 Conclusion and limitations

The trace bound gives positive coverage at D = c
√
p for every dense binary

degree filter, while the spectral bound gives small nonexistence above that scale
through a different estimate of the same second moment. At Borel level, cu-
mulative discrepancy and exact incidence separate two groups with a common
proper additive Hom condition. The positive result holds under source-line av-
eraging and for an existential fixed-frame system; challenge cardinalities differ,
and Lemma 7 excludes equal-index separation within this family.

The trace bound proves neither coverage tending to one at constant scale
nor general exact-coset coverage. The response-scale small-failure estimate re-
mains O(2−λ/2Λp), short of the specification’s 2−λ target. A signing theorem
additionally requires the actual joint sampling law, conditional retry bounds,
and efficient witness construction.

Use of generative AI tools. ChatGPT (OpenAI) assisted proof exploration,
mathematical drafting, literature and citation checks, English editing, and fi-
nite verification code. The authors checked and revised all AI-assisted material
and remain responsible for the manuscript; further details are provided in the
supplementary material.
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10. Colò, L., Kohel, D.: Supersingular Isogeny Graphs and Hecke Modules with Level
Structure. arXiv:2604.00184v1 (2026). https://arxiv.org/abs/2604.00184v1

11. Costache, A., Feigon, B., Lauter, K., Massierer, M., Puskás, A.: Ramanujan
graphs in cryptography. arXiv:1806.05709v2 (2018). https://arxiv.org/abs/

1806.05709v2

12. Dartois, P., Leroux, A., Robert, D., Wesolowski, B.: SQIsignHD: New Dimensions
in Cryptography. In: EUROCRYPT 2024, LNCS 14651, pp. 3–32 (2024). https:
//doi.org/10.1007/978-3-031-58716-0_1. ePrint 2023/436. https://eprint.

iacr.org/2023/436

13. De Feo, L., Fouotsa, T.B., Panny, L.: Isogeny Problems with Level Structure.
In: EUROCRYPT 2024, LNCS 14657, pp. 181–204 (2024). https://doi.org/10.
1007/978-3-031-58754-2_7. ePrint 2024/459.

14. De Feo, L., Kohel, D., Leroux, A., Petit, C., Wesolowski, B.: SQISign: Compact
Post-Quantum Signatures from Quaternions and Isogenies. In: ASIACRYPT 2020,
LNCS 12491, pp. 64–93 (2020). https://doi.org/10.1007/978-3-030-64837-4_3

15. De Feo, L.: Mathematics of Isogeny Based Cryptography. arXiv:1711.04062 (2017).
https://arxiv.org/abs/1711.04062

30

https://doi.org/10.1007/978-3-032-01887-8_7
https://doi.org/10.1007/978-3-032-01887-8_7
https://doi.org/10.5802/jtnb.1283
https://doi.org/10.5802/jtnb.1283
https://arxiv.org/abs/2203.03531v4
https://arxiv.org/abs/2203.03531v4
https://arxiv.org/abs/2502.00638v3
https://doi.org/10.1007/BF01359701
https://doi.org/10.1007/BF01359701
https://doi.org/10.1007/978-981-96-0891-1_11
https://doi.org/10.1007/978-981-96-0891-1_11
https://doi.org/10.1007/978-981-96-0891-1_11
https://doi.org/10.1007/978-981-96-0891-1_11
https://eprint.iacr.org/2024/760
https://doi.org/10.1145/168588.168596
https://doi.org/10.1145/168588.168596
https://doi.org/10.1145/168588.168596
https://doi.org/10.1145/168588.168596
https://cseweb.ucsd.edu/~mihir/papers/ro.pdf
https://doi.org/10.1007/978-3-032-35398-6_18
https://doi.org/10.1007/978-3-032-35398-6_18
https://arxiv.org/abs/2603.09899v1
https://arxiv.org/abs/2603.09899v1
https://doi.org/10.1007/s00145-007-9002-x
https://doi.org/10.1007/s00145-007-9002-x
https://doi.org/10.1007/s00145-007-9002-x
https://doi.org/10.1007/s00145-007-9002-x
https://doi.org/10.1016/j.jnt.2026.02.006
https://doi.org/10.1016/j.jnt.2026.02.006
https://arxiv.org/abs/2308.13913v5
https://arxiv.org/abs/2308.13913v5
https://arxiv.org/abs/2604.00184v1
https://arxiv.org/abs/1806.05709v2
https://arxiv.org/abs/1806.05709v2
https://doi.org/10.1007/978-3-031-58716-0_1
https://doi.org/10.1007/978-3-031-58716-0_1
https://doi.org/10.1007/978-3-031-58716-0_1
https://doi.org/10.1007/978-3-031-58716-0_1
https://eprint.iacr.org/2023/436
https://eprint.iacr.org/2023/436
https://doi.org/10.1007/978-3-031-58754-2_7
https://doi.org/10.1007/978-3-031-58754-2_7
https://doi.org/10.1007/978-3-031-58754-2_7
https://doi.org/10.1007/978-3-031-58754-2_7
https://doi.org/10.1007/978-3-030-64837-4_3
https://doi.org/10.1007/978-3-030-64837-4_3
https://arxiv.org/abs/1711.04062


16. Delfs, C., Galbraith, S.D.: Computing isogenies between supersingular elliptic
curves over Fp. Designs, Codes and Cryptography 78, 425–440 (2016). https:

//doi.org/10.1007/s10623-014-0010-1. arXiv:1310.7789.
17. Deligne, P.: La conjecture de Weil: I. Publications Mathématiques de l’IHÉS 43,
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Supplementary material

These appendices provide finite bounds, parameter details, and supporting al-
gebraic and spectral calculations for the main response-existence results.

A Counting, probability, and finite-parameter bounds

A.1 Restricted-sum calculation

Proof (Proof of Proposition 3). Put SR(x) =
∑
n≤x,(n,R)=1 n. Inclusion–

exclusion and the inequality∣∣∣∣⌊y⌋(⌊y⌋+ 1)

2
− y2

2

∣∣∣∣ ≤ y

2
(y ≥ 0)

give ∣∣∣∣SR(x)− φ(R)

2R
x2
∣∣∣∣ ≤ 2ω(R)−1x. (68)

Indeed SR(x) =
∑
e|R µ(e)e⌊x/e⌋(⌊x/e⌋ + 1)/2 and

∑
e|R |µ(e)| = 2ω(R). Using

Dirichlet convolution and Möbius inversion [34], the identities

AR(D) =
∑
m≤D

(m,R)=1

SR(D/m), PR(D) =
∑
m≤D

(m,R)=1

µ(m)2SR(D/m)

follow respectively from σ1 = 1 ∗ id and ψ1 = µ2 ∗ id. Inserting (68) gives an
error at most 2ω(R)−1D(1 + lnD) in either case. The infinite reciprocal-square
series are ∑

(m,R)=1

m−2 = ζ(2)
∏
ℓ|R

(1− ℓ−2),

∑
(m,R)=1

µ(m)2

m2
=
ζ(2)

ζ(4)

∏
ℓ|R

(1 + ℓ−2)−1.

Since D is an integer,
∑
m>Dm

−2 ≤ 1/D. The coefficient φ(R)/(2R) is at most
1/2, so completing either series costs at most D/2. Using ζ(2) = π2/6 and
ζ(4) = π4/90 gives the stated constants.

A.2 General incidence-based necessary bounds

Theorem 10 (Necessary degree bound after challenge-preserving re-
duction). Use the reference experiment (7) with µ = µp. Suppose a comparison
experiment is within joint total variation ε of it and its declared joint law satis-
fies Pcmp[an original bounded-degree response exists] ≥ α. Assume every original
admissible response reduces to an element of WR(EU , F ;D) admissible for the
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same residual challenge, and every fixed reduced witness has incidence at most
I−1, where I ≥ 1. Put θ = (α− ε)+. Then

12

p− 1
PR(D) ≥ θI, D ≥ B

(
κR, bR,p,

(p− 1)θI

12

)
. (69)

For fixed R and D → ∞,

D2 ≥ (p− 1)θI

12κR
(1− o(1)). (70)

Proof. Original existence implies reduced existence by assumption. The reference
expected admissible reduced count is at most I−1EU,F |WR(EU , F ;D)|. By (11)
and independence of F , this is 12PR(D)/((p − 1)I) even when EU varies. The
reference existence probability is at least θ by total variation. Comparing these
quantities gives the first inequality. Proposition 3 and (17) give the finite bound,
and the relative error estimate gives the asymptotic one.

Without a challenge-preserving reduction, the same reasoning with actual maps
gives only

24

p− 1
AR(D) ≥ θIraw, D ≥ B

(
aR, bR,p,

(p− 1)θIraw
24

)
, (71)

where I−1
raw bounds incidence of actual maps. The two bounds use different can-

didate objects and must not be multiplied together.

A.3 Finite-parameter necessary bounds and the cost of retries

Example 1 (An unordered pair of torsion lines). Let Γ be the subgroup of
invertible monomial matrices: diagonal and antidiagonal matrices. It contains Z
and has order 2(q − 1)2. Its additive span is all of M2(k): diagonal units span
the diagonal matrices when q > 2, and multiplication by the coordinate-swap
matrix gives the off-diagonal span. Therefore

cA = 1, tΓ = mΓ = q(q + 1)/2.

An unordered pair of distinct lines in k2 has this subgroup as its stabilizer;
there are

(
q+1
2

)
such pairs. Thus a concrete geometric realization of the direct-

coset response condition is to require a q-coprime isogeny to transport a fixed
unordered source pair to a random unordered target pair. The theorem gives
D = Ω(q

√
p) for constant arithmetic response-existence probability, even though

the additive Hom condition has index one.

The converse can rule out a degree budget without a matching upper bound.
Put

Cq(D) =
12Pq(D)

p− 1
, Cq(D) =

12{κqD2 +D(lnD + 3/2)}
p− 1

. (72)

For 1 ≤ D < p, Proposition 3 gives Cq(D) ≤ Cq(D). Here Cq(D) is the expected
number of primitive isogenies modulo sign, and Cq(D) is an explicit upper bound
for that expectation. Neither quantity is a success probability.
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Proposition 9 (Finite-parameter exclusion criterion). In the experiment
of Theorem 5, arithmetic-existence probability at least α > ε requires

mΓ ≤ Cq(D)

α− ε
≤ Cq(D)

α− ε
. (73)

For the unordered-pair challenge of Example 1, this implies

q(q + 1) ≤ 24{κqD2 +D(lnD + 3/2)}
(p− 1)(α− ε)

. (74)

Proof. Rearrange (40), use (72), and substitute mΓ = q(q+1)/2 for the line-pair
challenge.

Uniform challenges are not essential. Keep the independent Deuring-mass
target in the reference law, but let the context-dependent challenge kernel KU,F

satisfy

sup
u,f,c

Ku,f (c) ≤
β

mΓ
, 1 ≤ β ≤ mΓ . (75)

Here β is a pointwise conditional bias factor, not an average entropy or a security
level.

Proposition 10 (Conditional bias and bounded retries). Assume Z ⊆ Γ ,
1 ≤ D < p, and (75). If the full comparison law is within total variation distance
ε of the reference law, then

Pr[a degree-≤ D response exists] ≤ s := min

{
1, ε+

βCq(D)

mΓ

}
. (76)

Suppose a procedure makes at most T attempts, accepting a response to the newly
sampled current instance or discarding that instance before continuing. If, con-
ditional on every non-accepting history that reaches an attempt, the current at-
tempt satisfies the same bound (76), then its total acceptance probability αT
obeys

αT ≤ 1− (1− s)T ≤ Ts. (77)

Equivalently, with rT = 1− (1− αT )
1/T , a necessary inequality is

βCq(D)

mΓ
≥ (rT − ε)+. (78)

If a procedure eventually accepts with probability one and the same conditional
bound holds at every reached attempt, then its attempt count N satisfies EN ≥
1/s for s > 0; for s = 0, eventual acceptance is impossible.

Proof. A primitive-isogeny class modulo sign answers one coset, whose condi-
tional mass is at most β/mΓ . Apply Theorem 1 and Proposition 2 to obtain (76).
At every reached attempt, conditional non-acceptance has probability at least
1 − s. Induction on the attempt number gives the first inequality in (77); the
second is Bernoulli’s inequality. Solving the first inequality for s and then us-
ing (76) proves (78). For an unbounded procedure, Pr[N > j] ≥ (1 − s)j , and
summing the survival probabilities gives EN ≥

∑
j≥0(1− s)j = 1/s.
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Fresh independent repetitions of a specified one-attempt experiment satisfy the
conditional premise. Adaptive repetitions require it to be proved. Reusing a
target, conditioning on failures, selecting commitments after the fact, or rerun-
ning response search on one fixed instance does not inherit the premise from an
unconditional sampler estimate.

Corollary 3 (Few-attempt necessary bound for line pairs). For the
unordered-pair challenge, let q → ∞, q = o(

√
p), D ≤ L

√
p for fixed L > 0,

and β = O(1). Then, uniformly in these parameters,

s ≤ ε+OL(β/q
2), αT ≤ Tε+OL(Tβ/q

2). (79)

Thus ε = 0 and constant overall arithmetic-existence probability require T =
Ω(q2/β). More generally, Tε = o(1) and Tβ = o(q2) force αT = o(1).

Proof. The formula for κq is bounded uniformly, and (72) gives Cq(D) = OL(1).
Substitute mΓ = q(q + 1)/2 into Proposition 10.

This is a restriction on the declared fresh-instance experiment, not a universal
signing-time lower bound. For a finite illustration, take p = 1,000,003, q = 101,
D = 1000, β = 1, and ε = 0. Exact summation gives Pq(D) = 753882 and mΓ =
5151, hence s ≤ 0.001756274; Eq. (77) shows that 90% acceptance probability
needs at least 1310 attempts. The quadratic-determinant bound saturates at one
for these numbers, which means only that this converse does not exclude success.

Sharpness of the generic incidence inequality. The coefficient one cannot be in-
creased using only the three scalars α, ε, ι: with a singleton context, m equiprob-
able challenges, and k ≤ m witnesses each answering its own distinct challenge,
S = k, ι = 1/m, and α = k/m. This establishes sharpness of the generic inequal-
ity already for ε = 0. It says nothing about whether arithmetic witness systems
attain equality.

A.4 SQIsign automorphism corrections and parameter details

Uniform classes, automorphisms, and the unreduced baseline For p > 3,
the class number is [44, Chapter 42]

hp =
p− 1

12
+

2

3
ε0 +

1

2
ε1728, (80)

where ε0 = 1 exactly when p ≡ 2 (mod 3) and ε1728 = 1 exactly when p ≡ 3
(mod 4). Generic target automorphism groups have order two; the exceptional
orders are six and four respectively. These facts and (8) give (80) directly. For
the v3 parameter congruences,

hp = (p+ 13)/12 (p ≡ 11 mod 12), hp = (p+ 5)/12 (p ≡ 7 mod 12).
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If instead one uses the unreduced Deuring-mass bound, a uniform-to-mass cor-
rection is necessary. For p > 11 in these two congruence classes,

δp = ∆TV(Up, µp) =


14(p− 11)

(p+ 13)(p− 1)
, p ≡ 11 (mod 12),

6(p− 7)

(p+ 5)(p− 1)
, p ≡ 7 (mod 12).

(81)

To check the first formula, sum the positive uniform-minus-mass differences at
the two exceptional classes: 2/hp − 10/(p− 1). In the second case the only such
difference is 1/hp − 6/(p− 1). Simplification gives (81). The remaining generic-
class differences balance them. Our uniform kernel-cover bound does not need
this change of measure, but we retain the formulas for a like-for-like unreduced
comparison.

For explicit evaluation, let e0, e1728 ∈ {0, 1} indicate the supersingular ex-
ceptional classes. Then

hp∥ν − u∥22 =
hp{144(hp − e0 − e1728) + 16e0 + 36e1728} − (p− 1)2

(p− 1)2
.

What the operational gap does, and does not, show Heuristic 9.5.1 is an
upper-tail assertion of the form

P[λ3(Hom(Ecom, Echl)) ≥ B] ≤ C p2/B4. (82)

Here λ3 is measured using the degree quadratic form, not its square root. Making
the right-hand side at most 2−λ requires B ≥ C1/4√p 2λ/4. The specification’s
Lemma 9.5.2 converts this to the sufficient prescribed odd-response scale Drsp ≥
2C1/4√p 2λ/4 [41, Equations (17)–(18)].

It would be incorrect to infer that every low-failure response mechanism
needs that extra factor. An upper-tail bound is not a lower-tail bound. For
example, the deterministic random variable Y = c

√
p, with c4 ≤ C, satisfies

P[Y ≥ B] ≤ Cp2/B4 for every B > 0, yet any threshold larger than c
√
p has

zero failure. This elementary countermodel is not proposed as a model of SQIsign
lattices; it isolates exactly the missing logical implication. Neither a necessary
extra degree factor 2λ/4 nor a cusp-volume law follows from (82) alone.

The official parameters are p = 3 · 2324 − 1, 27 · 2500 − 1, and 17 · 2664 − 1,
with prescribed response-degree bounds 2195, 2301, and 2399 [41, Section 5.2;
Section 4.7, Table 8]. In Table 2 Lcyc is the right-hand side of (65); the all-kernel
endpoint bound under the same uniform law is

Lall = 1 + B
(
π2/32, ln p+ 3/2, hp(1− 2−λ)

)
.

The displayed gap is the prescribed exponent minus log2 Lcyc. Both are
necessary-condition comparisons under the stated idealized existence input.
They neither certify the current parameter security nor demonstrate a faster or
smaller implementation.
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Table 2. Explicit necessary bounds at the v3.0 parameters. Lall and Lcyc are the real-
valued lower-bound expressions defined below; brsp = log2Drsp = ersp − 1, with ersp as
in the specification. The final column is brsp − log2 Lcyc. These are necessary bounds,
not estimates of optimal achievable degrees.

Level log2 p log2 Lall log2 Lcyc brsp

Exponent
difference

I 325.585 161.849 161.859 195 33.141
III 504.755 251.433 251.444 301 49.556
V 668.087 333.100 333.110 399 65.890

Effective odd-filter coefficient at the v3 response scales For the odd filter
an = 12∤n, put

Mo(k) =
∑
d≤k
2∤d

µ(d), Co =
1

4

∑
k≥1

Mo(k)
2
(
k−4 − (k + 1)−4

)
.

The following finite estimate avoids treating the numerically observed coefficient
energy as a theorem.

Proposition 11 (Explicit odd-filter coefficient-energy bound). For ev-
ery integer D ≥ 1,∑

m≤D

|αm|2 ≤
(
Co + 9D−1/2

)
D2, Co < 0.247778386. (83)

Consequently Q2(p,D) ≤ e4πD/p(0.247778386 + 9D−1/2)D2.

Proof. If m is even then αm = 0; if m is odd then αm =
√
mMo(⌊

√
D/m⌋).

With So(x) =
∑
m≤x, 2∤mm = ⌈⌊x⌋/2⌉2, grouping by k = ⌊

√
D/m⌋ gives∑

m≤D

|αm|2 =
∑
k≤

√
D

Mo(k)
2
(
So(D/k

2)− So(D/(k + 1)2)
)
.

The elementary bounds |Mo(k)| ≤ k and |So(x)− x2/4| ≤ x/2 + 1/4 show that
the difference between this sum and the corresponding truncated series defining
CoD

2 is at most 9D3/2. To bound the decimal constant, we sum the first 200000
positive rational terms with upward-rounded 60-digit decimal arithmetic. The
omitted tail is below

∑
k>200000 k

−3 < 1.250013 · 10−11, using k−4− (k+1)−4 ≤
4k−5. This gives Co < 0.247778385629 < 0.247778386.

Combining Eqs. (26) and (83) with positive denominator P2(D) ≥ κ2D
2 −

D(lnD + 3/2) yields

1− ρ2(D) ≤
(√

Cp,DΛp + ϵp

)2
, (84)
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Table 3. Explicit upper bounds on the probability that no odd-degree response exists
at the SQIsign v3.0 parameter sets. The first two numerical columns use different
stated sampling laws. Displayed base-two logarithms are approximations, not interval
endpoints; the final column is verified by outward-rounded interval evaluation of both
explicit expressions. No column is a concrete signing-failure probability.

Level log2 bunif log2 bavg Verified bound (idealized law)

I −44.77947 −44.93147 2−44

III −75.72961 −75.88162 2−75

V −107.60660 −107.34356 2−107

where

Cp,D =
5p e4πD/p(0.247778386 + 9D−1/2)D2

36ζ(2){κ2D2 −D(lnD + 3/2)}2
, (85)

ϵp =
√
hp ∥ν − u∥2. (86)

For the strict response condition deg ϕ < 2ersp−1, set D = 2ersp−1 − 1 and use
the exact Deuring masses. Inserting Proposition 5 gives the entirely explicit
inequality

1− ρ2(D) ≤

( √
cpN (p)Q2(p,D)

κ2D2 −D(lnD + 3/2)
+ ϵp

)2

, (87)

where cp = 5/4 if p ≡ 1 (mod 3) and cp = 5/3 otherwise, by Lemma 5. The
denominator is positive at all three parameter sets. Let bunif denote the right-
hand side after inserting the upper bound on Q2 from Proposition 11, and let bavg
be the bound on the probability that no odd-degree response exists, averaged
over idealized Deuring-distributed public keys with an independent Deuring-
distributed commitment, as given in Appendix A.7.

The baseline and refined expressions were evaluated with 250-digit outward-
rounded interval arithmetic, and each strict comparison against 2−b was checked.
The rounded exponents b = 44, 75, 107 report only the explicit bounds and
are not security levels; the Level V uniform entry also uses the sharper 5/4
automorphism comparison. No probability model or parameter is changed.

A.5 Further probability-model formulas

If the reference expected candidate count equals S(D) for every u, averaging the
proof gives

S(D) ≥ (α− ε)+
EU ιU (D)

, (88)

provided ε controls the full joint experiment and the denominator is positive.
The effective reciprocal incidence is 1/EιU , not E(1/ιU ).
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A useful sufficient condition charges the dependence explicitly. Suppose F ∼
ν and U | F = f ∼ Lf in the comparison experiment, while the reference is
η ⊗ µ. Then

∆TV(Law(U,F ), η ⊗ µ) ≤ Ef∼ν∆TV(Lf , η)︸ ︷︷ ︸
dependence / challenge mismatch

+ ∆TV(ν, µ)︸ ︷︷ ︸
target mismatch

. (89)

Indeed the first term is exactly the distance from ν(df)Lf (du) to ν ⊗ η, and the
remaining product distance is ∆TV(ν, µ). A common subsequent challenge kernel
preserves this bound. In the independent case Lf = η, the familiar marginal
transfer is recovered.

There is a separate finite-seed obstruction in the concrete implementation.
Fix the secret key, message, and all concrete PRNG/hash functions. Algorithm
3.23 uses a 48-byte random seed, so any specified commitment output has sup-
port at most 2384. Projection to that marginal gives

ζjoint ≥ (1− 2384/hp)+.

This statement assumes the seed is the only randomness; ideal random tapes or
averaging over a random oracle define different experiments. Large statistical dis-
tance does not establish large signing failure or insecurity. Computational pseu-
dorandomness alone does not transfer an arbitrary arithmetic existence event
without an appropriate reduction.

In the random-oracle model [6], a fresh output can provide an independent
challenge in a suitably specified experiment. Repeated oracle inputs, adversarial
selection of commitments, or conditioning on successful retries can change that
experiment. A deterministic hash function does not itself prove the required in-
dependence. Our concrete applications therefore state a joint-distance parameter
instead of silently equating it with marginal sampler bias.

All arithmetic response-existence probabilities in a comparison theorem con-
cern the declared pre-response experiment. One-attempt algorithmic success is
no larger than one-attempt arithmetic existence and may be lower than it. Suc-
cess after repeated sampling is a different probability space; it is not a substitute
without a separate argument about the selected instance law.

A separate density obstruction for seeded public keys. With fixed concrete func-
tions and an s-bit seed as the only randomness, a key-generation distribution ξ
is supported on at most 2s curve classes. Since maxE ν(E) ≤ 12/(p − 1), any
domination ξ ≤ c0ν must satisfy

c0 ≥ max{1, (p− 1)/(12 · 2s)}.

Indeed, if S is the support, then 1 = ξ(S) ≤ c0ν(S) ≤ c0 12|S|/(p − 1). For the
specified 48-byte seed, s = 384. At levels III and V, the base-two logarithms
of this lower bound are approximately 117.170 and 280.503. Thus direct density
substitution into Theorem 9 does not preserve its ideal small error. This concerns
that statistical transfer route, not actual failure, computational distinguishabil-
ity, or averaging over a random oracle.
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A.6 Comparison of explicit necessary degree bounds

For odd responses, the all-kernel endpoint baseline uses A2(D) ∼ (π2/32)D2 and
the same uniform class law; it gives D ≥ (

√
8/3/π − o(1))

√
pθ. Thus the gain

from cyclic reduction alone is

log2

(
π2

√
96

)
= 0.010511 . . . . (90)

The looser raw-map baseline 2/(π
√
3) also counts the two signs; its 0.510511 . . .

bit gap comprises 0.5 bit from quotienting and 0.010511 . . . bit from σ1 versus
ψ1. These are necessary-degree comparisons, with no encoding or security gain.
The unrestricted sufficient Minkowski bound 2

√
2p/π [41, Section 9.5] cannot

sandwich the odd-degree optimum, since its admissible set differs. Unrestricted
cyclic counting and its π/

√
90 threshold already occur in Galbraith–Petit–Shani–

Ti [20, Section 4.2 and Appendix A]; our additions concern degree filters, finite
errors, and exact incidence.

The public-pullback index comparison and its distinction from residual inci-
dence are recorded in Appendix C.

Define the explicit finite degree lower bound

BΓ (p, q, θ) = B
(
κq, ln p+

3
2 ,

(p− 1)θmΓ

12

)
.

Under the hypotheses of Theorem 5,D ≥ BΓ . Along primes p→ ∞, q = q(p) > 2
with q → ∞, q = o(

√
p), and a common θ ∈ [θ0, 1] for some fixed θ0 > 0,

BΓsp

BΓ□

=

√
q(q + 1)

2

(
1 +Oθ0

(
ln p
√
p

))
, (91)

BΓns

BΓ□

=

√
q(q − 1)

2

(
1 +Oθ0

(
ln p
√
p

))
. (92)

The leading factors are
√
mΓsp/mΓ□

=
√
q(q + 1)/2 and

√
mΓns/mΓ□

=√
q(q − 1)/2, respectively. All three explicit degree bounds are o(p) in this

regime. Thus these finite necessary bounds exhibit a Θ(q) separation within
the degree range D < p; this does not assert the existence of responses at those
degree bounds.

A.7 Numerical average-public-key bounds

Let P− = κ2D
2−D(lnD+3/2) > 0 and Q+ = e4πD/p(0.247778386+9D−1/2)D2.

For a Deuring-distributed public key and an independent Deuring-distributed
target, Theorem 9 gives

1− ρavg ≤ bavg :=
(3/2)N (p)Q+

P 2
− + (3/2)N (p)Q+

.
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The interval evaluation and strict bounds appear in Table 3. The uniform-
endpoint and average-public-key expressions concern different laws. Their nu-
merical difference should not be interpreted as an improvement in signing per-
formance. The same-law all-kernel and cyclic-kernel comparison in Table 2 is
likewise a necessary-degree comparison: the asymptotic logarithmic gain from
cyclic reduction alone is 0.010511 . . . bit, not a security-bit saving.

A.8 Comparison with classwise second moments

Let Wj = P 2
j + hpVj . For zero Wj the corresponding count is identically zero,

and the summand below is defined as zero. Cauchy–Schwarz gives the exact
hierarchy

ρ̄ ≥ 1

t

∑
j

P 2
j

Wj
≥ P 2

t
∑
jWj

=
P 2

P 2 + Ja + thp
∑
j Vj

.

Only after replacing classwise information by separate upper or lower bounds
can particular simplified expressions become incomparable. For a common lower
bound Pj ≥ B > 0, one such expression is

1− ρ̄ ≤

√5N (p)
∑
j Qj

3tB2
+ ϵp

2

.

The character estimate permits B = [κqD
2−D(lnD+3/2)]/t−2LqD(1+ lnD)

when positive. The progression bound (117) is independent of it: for each residue
r ∈ {1, . . . , q−1}, the terms r, r+q, . . . , r+(k−1)q are at most D and contribute
at least qk(k − 1)/2. Thus q = o(D) implies BAP ≫ D2/t. For t = q − 1,
q = p11/20+o(1), D = p4/5+o(1), the character-based common minimum is not
useful, but the progression bound gives the same p−1/20+o(1) existence error as
pooling. More generally, β < 2γ < 1/2 + γ puts the entire stated SL2 range
inside q = o(D).

A finite comparison with q > D. Consider

p = 562949953421373 · 2250 + 1,

q = 664613997892457936451903530140172653 · 2150 + 1,

t = 2150, D = 2240.

Both p and q are prime, D < q < p, and t | q − 1. The progression bound is
zero and the above character-based common minimum is negative. The pooled
explicit bound gives 1−ρ̄ < 0.00019024. This is not a separation from all classwise
arguments. To see why, fix 0 < τ < 1. The fraction of classes with Pj < τP/t is at
most Ja/((1−τ)2P 2), and the remaining classes have total average nonexistence
at most thp

∑
j Vj/(τ2P 2). Hence

1− ρ̄ ≤ Ja
(1− τ)2P 2

+
thp
∑
j Vj

τ2P 2
. (93)
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For these parameters ν = u; using τ = 39/40, the same aggregate inputs certify
a bound below 0.000205.

A.9 Endpoint collisions and conditional moment bounds

For a supersingular curve E, let KR(E;D) be the cyclic subgroup schemesK ⊂ E
with (#K,R) = 1 and #K ≤ D. Its cardinality is PR(D) for every E. Define

Cend
R (E;D) = #{(K,K ′) ∈ KR(E;D)2 : K ̸= K ′, E/K ≃ E/K ′}. (94)

For a source law E ∼ η, write Cend

R (D) = EηCend
R (E;D). More explicitly, let

zE(F ) = #{K ∈ KR(E;D) : E/K ≃ F}

and define the mean-square endpoint discrepancy (averaged over sources and
summed over targets)

Vend
R (D) = EE∼η

∑
F∈Sp

(
zE(F )−

PR(D)

hp

)2

. (95)

Since the row sum PR(D) is deterministic,

Cend

R (D) =
PR(D)2

hp
− PR(D) + Vend

R (D). (96)

Corollary 4 (Existence bounds from endpoint collision counts). For
F ∼ Up independent of E ∼ η, the probability ρR(D) that there exists an isogeny
E → F of degree at most D, with degree coprime to R and with cyclic kernel
obeys

PR(D)2

hp{PR(D) + Cend

R (D)}
=

PR(D)2

PR(D)2 + hpVend
R (D)

≤ ρR(D) ≤ min

{
1,
PR(D)

hp

}
.

(97)
For a full comparison law at total variation distance at most ζ, subtract ζ from
the lower bound and add it to the upper bound, truncating to [0, 1]. If

Cend

R (D) ≤ λlinPR(D) + λquad
PR(D)2

hp
, (98)

then the reference lower bound is at least

PR(D)

hp(1 + λlin) + λquadPR(D)
. (99)

Proof. For uniform F , count the kernels ending at F . Conditional on E, the first
and second moments are respectively PR(D)/hp and {PR(D)+ Cend

R (E;D)}/hp.
Average over E and apply Proposition 4.

For R = 2, put τD = P2(D)/hp ∼ 36D2/(π2p). If D = c
√
p, λlin = O(1), and

λquad = O(1), then (99) is a positive constant depending on c and the collision
constants. If instead D/

√
p → ∞, λlin = o(τD), and λquad = 1 + o(1), it tends

to one. These conclusions are conditional on the displayed collision bounds.
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A.10 Source-density transfer

Corollary 5 (Source-density ratio and joint-law transfer). Let E ∼ η,
let F ∼ Up be independent, and put dη = hpmaxE η(E). For Pa > 0, any
comparison joint law within total variation ζ of this product law satisfies(

P 2
a

P 2
a + hpdηVa

− ζ

)
+

≤ ρcomp
a ≤ min{1, Pa/hp + ζ}. (100)

Proof. Each row discrepancy is nonnegative, so its η-average is at most dη times
its uniform average. The row sum is still Pa. Apply the endpoint existence bounds
and transfer the existence event in total variation.

A bounded source density ratio and negligible joint-law error are sufficient for
transfer of the dense-filter exponent theorem. Neither condition is proved here
for the SQIsign signing experiment. In the worst case dη = hp, so this corol-
lary does not supply a worst-source bound. Under uniform sources, an average
nonexistence bound δ also implies, by Markov’s inequality, that at most a δ/τ
fraction of sources have conditional nonexistence probability exceeding τ > 0.

B Spectral correspondence and operator normalization

B.1 The spectral triangle bound at constant degree scale

The general exact-coset and worst-source estimates not supplied by the preceding
theorem are not obtained by summing individual Hecke bounds with the triangle
inequality. The following abstract calculation makes the loss explicit.

Proposition 12 (Loss from the triangle-inequality spectral bound). Let
V have size H, and let Tn be self-adjoint, entrywise nonnegative matrices indexed
by n ∈ ID. Assume AD > 0 in the notation below and suppose Tn1 = an1 and
∥Tn|1⊥∥ ≤ bn. Put

BD =
∑
n∈ID

Tn, AD =
∑
n∈ID

an, LD =
∑
n∈ID

bn.

Then, for every x ∈ V ,

| supp(BDδx)|
H

≥ 1

1 +H(LD/AD)2
. (101)

Proof. Decompose δx = H−11 + v with v ⊥ 1. Orthogonality and the triangle
inequality give ∥BDδx∥22 ≤ A2

D/H + L2
D. Nonnegativity gives ∥BDδx∥1 = AD,

so Cauchy–Schwarz on its support proves (101).

The same argument has a stationary-weight version in the corresponding L2

space. Standard Brandt normalizations naturally carry automorphism weights;
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an application to uniform geometric classes must therefore retain the exceptional-
class change of measure rather than silently identifying the two models. The clas-
sical Ramanujan–Petersson estimate gives |λf (n)| ≤ d(n) for the relevant nor-
malized holomorphic Hecke eigenvalues, with d(n) the divisor function; see [17]
for the general theorem. This degree-wise bound is used here only to explain the
limitation of the triangle inequality. In the customary Hecke scale AD = Θ(D2)
and bn ≤ n1/2+o(1) for n ≤ D, the degree-wise triangle argument supplies only
the upper bound LD ≤ D3/2+o(1), not an asymptotic equality for the actual
norm. Using this upper bound, (101) becomes

| supp(BDδx)|
H

≥ {1 +H/D1−o(1)}−1,

which reaches constant coverage only around D = H1+o(1), rather than the
counting scale D = H1/2+o(1). This is a limitation of the proof method, not
evidence that the true support is small. A cumulative estimate of the form∥∥∥∥BDδx − AD

H
1

∥∥∥∥2
2

= O(D2+o(1)) (102)

(or its source-averaged analogue) identifies only the counting exponent. In the
constant-scale regime D2 ≍ H, a uniform O(D2) bound would suffice for positive
constant coverage; O(D2+o(1)) need not suffice. For example, an allowed factor
lnD can make the resulting lower bound of order 1/ lnD. A fixed power margin
above

√
H absorbs such subpolynomial losses. For unstructured endpoints, The-

orem 2 instead bounds the whole second moment by a Brandt trace majorant
and proves positive coverage at constant scale. It need not prove the centered
estimate (102). General exact-coset operators still require additional structure;
separate Ramanujan bounds alone do not suffice.

B.2 Operator normalization conventions and conversion formulas

The following table collects the conventions proved in the main text.

Proposition 13 (Normalization conventions for the filtered operator).
Let Tn count all order-n subgroup schemes and let Cn count cyclic kernels on
the same geometric class set. With Deuring measure ν and uniform measure u,
the conventions used below are:

Object Measure Row sum Nonconstant spectral coefficient

Tn Deuring ν σ1(n)
√
nλf (n)

Cn Deuring ν ψ1(n)
∑

d2m=n µ(d)
√
mλf (m)

Ba Deuring ν Pa Af =
∑

m≤D αmλf (m)

Va Uniform u – Endpoint discrepancy after Lemma 5

Here ψ1 = µ2 ∗ id and αm =
√
m
∑
d≤

√
D/m

µ(d)ad2m. The exact entrywise

identities are

Tn =
∑
d2|n

Cn/d2 , Ba =
∑
n≤D

anCn, ν(E)Ba(E,F ) = ν(F )Ba(F,E).
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Put B0
a = Ba−Pa1νT. Consequently, after subtracting the one-dimensional con-

stant subspace, ∑
E,F

ν(E)

ν(F )
|B0
a(E,F )|2 =

∑
f∈H(p)

|Af |2.

The passage from this Deuring-weighted identity to Va is the paired detailed-
balance comparison in (21). For clarity, the exact norm factor in (32) is
p/(12ζ(2)), not the dimension of the cusp space. Indeed, substitutingM = N = p
in Iwaniec–Luo–Sarnak, Lemma 2.5, gives the factor v(p)φ(p)/(12p), where
v(p) = [SL2(Z) : Γ0(p)] = p + 1, while their Euler-factor convention gives
Z(1, f) = L(1,Sym2 f)/(ζ(2)(1 − p−2)); the local factors cancel to p/(12ζ(2)).
For each off-diagonal pair its unweighted-to-weighted ratio is (r+ r−1)/2 ≤ 5/3,
where r = ν(E)/ν(F ) ∈ [1/3, 3]; the remaining centering term is Pa∥ν − u∥2,
with ∥ν − u∥22 ≪ p−2.

Proof. The first two identities are the content decomposition and square-divisor
inversion. Each entry counts kernels on the fixed source curve with quotient in the
displayed geometric target class; maps to a chosen representative are aggregated
through the target-automorphism torsor. Thus the row sum is a subgroup count,
while Deuring mass is the stationary measure for duality. The row sums follow
from the cyclic-kernel count

∑
n≤D anψ1(n) = Pa. Duality gives the displayed

detailed-balance identity, so Ba is self-adjoint on L2(ν) and its constant vector
has eigenvalue Pa. The Brandt–Hecke correspondence gives the coefficient Af
in the table, and Parseval gives the final equality. The bounded automorphism-
weight comparison is proved in Lemma 5.

Strict integer degree bound and Algorithm 4.83 Algorithm 4.83 states
that RandomBoundedElement outputs odd M smaller than B, while its accep-
tance test is M ≤ B. In the SQIsign call B = Drsp = 2ersp−1 is even, so an
odd M satisfies M ≤ B if and only if M < B. The strict integer degree bound
therefore introduces no off-by-one discrepancy.

C Algebra, subgroups, and exact-coset identities

C.1 Public isogenies and exact Hom indices

The exact-sequence description identifies a response lattice as a kernel of restric-
tion to torsion. It also explains why an index in a larger ambient Hom lattice
need not be a challenge-incidence factor.

Theorem 11 (Public pullback index). Let π : E0 → Eu have degree s with
(s, p) = 1, and let F be supersingular. Then precomposition is injective and

[Hom(E0, F ) : π
∗ Hom(Eu, F )] = s2, deg(τπ) = sdeg τ. (103)

For a full-rank subgroup L ⊆ Hom(Eu, F ) of index J , [Hom(E0, F ) : π
∗L] = s2J .
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Proof. An isogeny is surjective, giving injectivity. Fix a prime ℓ ̸= p. Pass to
a common finite field on which all relevant geometric maps are defined and
supersingular Frobenius acts as the same scalar on the Tate modules. Tate’s
theorem [43] identifies both completed geometric Hom modules with all 2 × 2
matrices over Zℓ. In bases, precomposition is X 7→ XPℓ, where Pℓ = Tℓ(π).
Its determinant on the rank-four module is (detPℓ)

2, and vℓ(detPℓ) = vℓ(s).
The local index is ℓ2vℓ(s). To exclude a p-primary contribution, use the dual
isogeny. The composites of pullback by π and by π̂ are multiplication by s on
the respective Hom groups. Since s is a p-adic unit, pullback is an isomorphism
after tensoring with Zp. Multiplication of local indices gives s2. The remaining
assertions follow from multiplicativity of index and degree.

If the degree form on the pullback image is divided by s, pullback is an isometry
for the norm induced by the degree quadratic form. Thus the s2 index and the
scale factor in the norm describe the same geometric change in two normaliza-
tions.

For a cyclic order-N subgroup C ⊂ E[N ], (N, p) = 1, the exact restriction
sequence is

0 −→ Hom(E/C,F )
π∗
C−−→ Hom(E,F )

resC−−−→ Hom(C,F [N ]) −→ 0. (104)

Here is a direct justification. Restriction identifies Hom(E,F )/N Hom(E,F )
with M2(Z/N): its kernel is N Hom(E,F ) by factorization through [N ], and
both finite groups have order N4. A cyclic subgroup of order N is a direct sum-
mand of (Z/N)2, so any map from it extends to E[N ] and lifts to Hom. The
kernel consists exactly of maps factoring through E/C. The quotient has order
N2, recovering (103) in the cyclic case.

At prime level, the kernel condition is Mv = 0 for a nonzero vector v. It has
additive index q2 but no invertible matrices. It is not an algebra generated by a
nonempty subgroup of GL2(Fq). This distinguishes annihilating a public kernel
from matching a direct invertible level structure.

If a public π is fixed and the remaining task is simply to find τ : Eu → F ,
the residual challenge has exactly one admissible class, so its residual incidence
probability is one, independently of s2. In contrast, a direct split-algebra family
with s = 1 has additive index q2 and challenge index q(q+1). An index of order
q2 can therefore describe either the index induced solely by precomposition with
the public isogeny or a genuine residual restriction. This observation does not
remove the joint-law requirement of Section 2.2.

C.2 Exact-coset collision identities

Proof of the unital-algebra classification The detailed proof omitted from
the main text is as follows. Dimensions one and four give the scalar and full alge-
bras. In dimension two, choose a nonscalar T . Then A = k[T ], and its quadratic
minimal polynomial is split with distinct roots, irreducible, or repeated; these
give the split algebra, quadratic field, and dual numbers. If a dimension-three

47



algebra acted irreducibly on k2, its Jacobson radical would annihilate this faith-
ful simple module and hence vanish. A semisimple algebra with a faithful simple
two-dimensional module over a finite field is eitherM2(k) or a quadratic field, of
dimension four or two [27, Chapters 1–2]. Thus a dimension-three algebra pre-
serves a line and, by dimensions, is the upper-triangular matrix algebra. Finally
|G| = q(q − 1)2(q + 1); division by the unit-group sizes in Table 1 proves (44).

Corollary 6 (Exact normalized constants for stable families). For Γ =
A× under Theorem 5, define

γA(q) =

√
π2

90

1 + q−2

1− q−1

mA

cA
.

Then D ≥ γA(q)
√

(p− 1)θcA(1− o(1)) in the relative-error regime. Among the
six algebras in Table 1,

γA(q) ≥
π√
90

√
1 + q−2,

with equality only for A ≃ Fq2 . All six coefficients tend to π/
√
90 as q → ∞.

Proof. Substitute mΓ = mA into (42). The six ratios mA/cA in Table 1 have
minimum 1− q−1, uniquely at the nonsplit field; they all tend to one.

This compares normalized necessary-bound coefficients; the unnormalized de-
grees also depend on cA.

Finite-ratio calculation for Corollary 10. For the finite ratios, put KΓ = (p −
1)θmΓ /12, b = ln p+3/2, and LΓ =

√
KΓ /κq. The quadratic-root identity gives

BΓ
LΓ

=
√
1 + x2Γ − xΓ , xΓ =

b

2
√
κqKΓ

.

Since κq is bounded above and below by positive absolute constants, mΓ ≥ 2,
and θ ≥ θ0, we have xΓ = Oθ0(ln p/

√
p) uniformly. Taking ratios yields (92).

Finally L□ = Θ(
√
p) and Lsp, Lns = Θ(q

√
p), which are o(p) when q = o(

√
p).

Uniform span-and-subgroup bound

Corollary 7 (Uniform span-and-subgroup bound). Under Theorem 5,

D2 ≥ π2

90
(1 + q−2)(p− 1)θ tΓ cA

(
1−O

(
lnD

D

))
. (105)

If θ ≥ θ0 > 0, this implies D = Ω(
√
p tΓ cA) uniformly in q. Furthermore D < p

and θ > 0 force

tΓ cA ≤ 12Pq(p− 1)

(p− 1)θ(1− q−1)
= O(p/θ), (106)

with an absolute implied constant.
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Proof. Insert (45) and mA ≥ (1− q−1)cA into (42). For the ceiling, monotonic-
ity and (40) give θtΓ (1 − q−1)cA ≤ 12Pq(p − 1)/(p − 1). Since Pq ≤ A1 and
Proposition 3 gives A1(p− 1) = O(p2), uniformly with 1− q−1 ≥ 2/3, the result
follows. When θ is bounded below and p→ ∞, the same finite inequality ensures
D → ∞, so the asymptotic bound applies.

For additively stable families, tΓ = 1 and cA = qrA , where rA = 4 − dimA.
If q = pβ+o(1) and θ stays positive, βrA > 1 excludes an eventual degree-< p
regime. For general scalar-containing families the corresponding obstruction is
tΓ cA/p→ ∞.

Shortest-vector comparison SQInstructor’s level-preserving Hom lattice
has index cΓ , covolume pcΓ /4, and a Minkowski witness of degree at most
2
√
2pcΓ /π [7, Corollary 10]. Its separate coprimality statement does not give

that same degree bound for a coprime witness. A shortest vector can be singular
on level torsion. Thus that upper bound and our direct-challenge lower bound
are not a matching theorem for an identical admissible set. The exact-incidence
separation in Corollary 10 remains a statement about a different residual
constraint.

Projected endpoint-coset collisions For a general subgroup Γ , degree fil-
tering does not identify an exact coset. For a fixed source–target context x,
let axn(g) count degree-n witnesses with torsion matrix g ∈ G, and put PΓ =
|Γ |−1

∑
γ∈Γ Rγ on ℓ2(G), where (Rγf)(g) = f(gγ) and ⟨·, ·⟩ is the counting in-

ner product. The quotient uses left cosets gΓ , although the projection is written
by right translations on functions. Then the exact degree-pair collision count in
G/Γ is

KΓ
n,m(x) = |Γ | ⟨PΓaxn, PΓaxm⟩. (107)

Thus the relevant object is the projected incidence vector, not a separate fixed-
degree Hecke norm. For split and nonsplit Cartan normalizers, det(Γ ) = F×

q , so
every determinant value occurs equally often in every left coset; consequently a
determinant/degree filter cannot select an exact normalizer coset. The sign cor-
rection, within-context collision decomposition, and the resulting first/second-
moment bounds are recorded in the supplement. The Borel bound treats one
growing-index example, averaged over source and target curves with level struc-
ture. It does not give a bound uniform in all source–target contexts for arbitrary
Γ . Such a general projected cumulative estimate remains a separate problem.

Projection normalization and sign convention For the notation of Ap-
pendix C.2, expanding the coset sums gives

KΓ
n,m(x) =

∑
γ∈Γ

∑
g∈G

axn(g)a
x
m(gγ),
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whereas ⟨PΓaxn, PΓaxm⟩ is |Γ |−1 times this expression. This proves (107) and
makes clear that the projected cross term uses the actual incidence vector rather
than a separately normalized Hecke operator.

If −I ∈ Γ , choose one representative from each primitive-map pair {ϕ,−ϕ}.
Writing N±

x for the number of sign classes and C±
x for their ordered distinct

collision count, counting both maps in each sign class gives

KΓ,maps
n,m = 4KΓ,±

n,m, Cmaps
x = 4C±

x + 2N±
x . (108)

The extra 2N±
x counts (ϕ,−ϕ) and (−ϕ, ϕ) and is independent of the Deuring

normalization.

Lemma 9 (Determinant fibers of normalizer cosets). If det(Γ ) = F×
q ,

then for every a ∈ F×
q and every left coset c = gΓ , the fiber {h ∈ c : deth = a}

has cardinality |Γ |/(q − 1).

Proof. Right multiplication by Γ is transitive on the determinant values in a
fixed coset, and the determinant homomorphism on Γ is surjective.

For split and nonsplit Cartan normalizers the determinant map is onto (in the
nonsplit case by surjectivity of the norm F×

q2 → F×
q ), so a determinant or degree

filter cannot isolate an exact normalizer coset.

Exact-coset collisions Assume Z ⊆ Γ , so that the challenge coset is well
defined on primitive maps modulo sign. In the direct experiment, fix a context
x = (u, f) and let Wx(D) be its primitive, q-coprime isogeny classes modulo sign
of degree at most D. For c ∈ G/Γ , put

zx(c) = #{w ∈ Wx(D) :MwΓ = c}, Nx =
∑
c

zx(c),

and define the ordered distinct collision count

Cx =
∑

c∈G/Γ

zx(c)(zx(c)− 1). (109)

Let

Sq(D) = EU,FNU,F =
12Pq(D)

p− 1
, CΓ (D) = EU,FCU,F ,

where U is arbitrary, F ∼ µp is independent, and the expectation uses the
reference law of Theorem 5. Define the mean-square coset discrepancy within
each context, averaged over contexts,

VΓ (D) = EU,F
∑

c∈G/Γ

(
zU,F (c)−

NU,F
mΓ

)2

. (110)

Orthogonal decomposition around the constant vector gives the exact identity

CΓ (D) =
Sq(D)2

mΓ
− Sq(D) +

Var(NU,F )

mΓ
+ VΓ (D). (111)
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Thus two different effects must be controlled: fluctuation of the total witness
count across source–target contexts, and concentration of those witnesses in a
few exact cosets.

Corollary 8 (Existence bounds from exact-coset collision counts). As-
sume Z ⊆ Γ . If the full comparison law is within total variation distance ε of
the reference law, its reduced-witness existence probability ρΓ (D) satisfies(

Sq(D)2

mΓ {Sq(D) + CΓ (D)}
− ε

)
+

=

(
Sq(D)2

Sq(D)2 +Var(NU,F ) +mΓVΓ (D)
− ε

)
+

≤ ρΓ (D) ≤ min

{
1,
Sq(D)

mΓ
+ ε

}
.

(112)

In particular, if λlin, λquad ≥ 0 and

CΓ (D) ≤ λlinSq(D) + λquad
Sq(D)2

mΓ
, (113)

then the lower bound in (112) is at least(
Sq(D)

mΓ (1 + λlin) + λquadSq(D)
− ε

)
+

. (114)

Proof. Let C be uniform on G/Γ , independently of U,F , and let Z = zU,F (C).
Conditional on (U,F ),

E[Z | U,F ] = NU,F
mΓ

, E[Z2 | U,F ] = NU,F + CU,F
mΓ

.

The Deuring-mass identity for Sq(D) is Proposition 2. Apply Proposition 4 and
then substitute (113).

Thus a bound of the displayed linear-plus-quadratic form with bounded λlin and
λquad gives a genuine constant-probability lower bound when Sq(D) is a constant
multiple of mΓ . Equivalently, the middle expression in (112) shows exactly how
variance of the witness count and within-context coset discrepancy can obstruct
coverage. The first-moment converse locates the scale; the witness-count variance
and mean-square coset discrepancy determine whether it is attained.

Cartan-normalizer orders and additive spans The following proves the
group calculations used in Corollary 10.

Proof. The quadratic-determinant subgroup is the kernel of the nontrivial
quadratic character χ ◦ det : G → {±1}, so it has index two and contains Z
because det(aI) = a2. It has full span: the four determinant-one matrices

I,

(
1 1
0 1

)
,

(
1 0
1 1

)
,

(
1 1
1 2

)

51



are linearly independent over k.

The split Cartan normalizer is the group of invertible monomial matrices,
diagonal and antidiagonal: a normalizing matrix must permute the two common
eigenspaces of the diagonal Cartan. Hence it has order 2(q − 1)2 and index
q(q + 1)/2. Its span is full, since diagonal units span the diagonal matrices for
q > 2 and the coordinate swap carries that span onto the off-diagonal part.

For a nonsplit Cartan, choose an embedded algebra Ans ≃ Fq2 and put Cns =
A×

ns. Conjugation by a normalizer element restricts to a k-automorphism of Ans.
The kernel of this action is the centralizer CG(Ans) = A×

ns, while the nontrivial
Frobenius automorphism is realized by some w ∈ G. Thus the normalizer is
Cns⋊ ⟨w⟩, has order 2(q2−1), and has index q(q−1)/2. By Lemma 6, Cns spans
Ans. The other normalizer coset spans Answ, and Ans ∩ Answ = 0: a nonzero
intersection element would imply w ∈ Ans, contradicting that conjugation by w is
nontrivial on Ans. Thus the normalizer spans the four-dimensional space Ans ⊕
Answ = M2(k). The finite-ratio calculation follows by inserting the displayed
indices in the quadratic root; its details are in Appendix C.

C.3 Classical algebra index table

The classification and unit counts have been placed in the main text (Propo-
sition 6 and Table 1). The matrix argument in Appendix C.2 gives another
derivation. These counts compare mA with cA; they do not determine tΓ .

C.4 Character-sum proof

We prove Lemma 8 with the explicit constant used in the finite bounds.

Proof. We recall the elementary Pólya–Vinogradov argument; stronger constants
are available [38]. Periodicity and zero complete sum give |

∑
k≤x χ(k)| ≤ (q −

1)/2. Since q is prime, χ is primitive. Fourier inversion and the Gauss-sum iden-
tity |τ(χ)| = √

q also give, for integral N ,∣∣∣∣∣
N∑
k=1

χ(k)

∣∣∣∣∣ ≤ 1
√
q

q−1∑
r=1

1

sin(πr/q)
≤ √

q

(q−1)/2∑
r=1

1

r
.

The second inequality pairs r with q − r and uses sin(πr/q) ≥ 2r/q for r ≤
q/2. Thus the partial sums are bounded by Lq. Summation by parts yields
|
∑
k≤x kχ(k)| ≤ 2Lqx. Finally, ψ1 = µ2 ∗ id implies∑

n≤D

χ(n)ψ1(n) =
∑
d≤D

µ(d)2χ(d)
∑

k≤D/d

kχ(k).

Taking absolute values and using
∑
d≤D d

−1 ≤ 1 + lnD proves (54). The
quadratic-class identity is Pq,b = (Pq + b

∑
n≤D χq(n)ψ1(n))/2.
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Growing determinant quotients.

Corollary 9 (Growing determinant challenge spaces). Let q ̸= p be an
odd prime, H ≤ F×

q , Γ = det−1(H), and t = [F×
q : H]. Use compatible pairing

frames and the independent uniform endpoint and direct-challenge laws. For the
degree-class filters, P = Pq(D) and

Ja ≤ 4(t− 1)L2
qD

2(1 + lnD)2. (115)

Consequently (58) bounds 1− ρΓ , and as D → ∞ with D < p,

1− ρΓ ≪ tp(ln(2p))2 + (t− 1)q(ln(2q))2(ln(2D))2

D2
+

1

p
. (116)

In particular, if t = pα+o(1), q = pβ+o(1), D = p1/2+γ+o(1), 0 < γ < 1/2, and
t | q − 1, then ρΓ = 1− o(1) whenever

0 ≤ α ≤ β < 1, α < 2γ.

Proof. Characters of F×
q /H express the class indicators by Fourier inversion.

Parseval on this finite quotient gives the exact identity

Ja =
∑

χ∈F̂×
q /H

χ ̸=1

∣∣∣∣∣∣
∑
n≤D

χ(n)ψ1(n)

∣∣∣∣∣∣
2

.

Equation (115) follows from Lemma 8. Compatible pairing frames make each
kernel’s determinant class depend only on its degree. Hence a cyclic witness is
an admissible exact response and ρΓ ≥ ρ̄; scalar-invariant primitive reduction is
not needed for this lower bound.

Uniformly in odd q, Proposition 3 gives Pq(D) ≫ D2 for large D. In the
proof of Proposition 8, replace N (p) by the classical bound maxf 4π∥f∥2Pet ≪
p(ln(2p))2. Use (57), Lq ≪

√
q ln(2q), ϵ2p ≪ 1/p, and (x+y)2 ≤ 2x2+2y2 in (59).

This proves (116). Its two nonconstant exponents are α− 2γ and α+β− 1− 2γ.
Both are negative in the stated range.

An elementary classwise baseline is also important. If k = ⌊D/q⌋, each deter-
minant class contains (q − 1)/t nonzero residues, and ψ1(n) ≥ n. Summing the
first k full arithmetic progressions gives

Pj ≥ BAP :=
q − 1

t

qk(k − 1)

2
. (117)

When q = o(D), this is ≫ D2/t. The classwise joint-energy argument then
gives 1 − ρ̄ ≪ tp(ln(2p))2/D2 + 1/p without a character-sum lower bound. In
particular, the whole stated SL2(Fq) range α = β < 2γ is already covered by
this baseline. A finite q > D comparison, where this progression bound is zero,
and the precise hierarchy of classwise bounds are given in Appendix A.8. No
determinant quotient selects an exact Cartan-normalizer coset.
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C.5 Earlier full-span comparisons

The following comparisons use the unrestricted additive Hom lattice. They com-
plement, but are weaker in this respect than, the proper-algebra comparison in
Theorem 7.

Corollary 10 (Polynomial separation of necessary degree bounds at
identical additive Hom geometry). Let

Γ□ = {g ∈ G : det g ∈ (k×)2},

let Γsp be the normalizer in G of the split Cartan, and let Γns be the normalizer
of a nonsplit Cartan. All three contain Z and satisfy

spank Γ□ = spank Γsp = spank Γns =M2(k).

Hence they induce the same additive matrix condition, with cA = 1. Their exact
challenge indices are

mΓ□
= 2, mΓsp

=
q(q + 1)

2
, mΓns

=
q(q − 1)

2
.

For q → ∞, q = o(
√
p) and a common positive existence premise bounded away

from zero, Theorem 5 gives necessary bounds separated by Θ(q), all within D < p.
The explicit finite roots and ratio errors are in Eq. (92). Thus the additive span
A—and hence any invariant determined only by the associated additive Hom
condition—does not determine exact residual incidence in the direct model.

The group orders and span calculations are proved in Appendix C.2. Substituting
the displayed indices into Theorem 5 gives the necessary-degree comparison.

The quadratic determinant theorem used below is stated and proved in The-
orem 8 in the main text.

Corollary 11 (Opposite existence probabilities at identical additive
geometry). Fix 0 < γ < β < 1/2. Along primes p → ∞, take primes
q = pβ+o(1) and D = ⌈p1/2+γ⌉. In the uniform-endpoint direct experiments with
the three subgroups of Corollary 10, all additive spans equal M2(Fq), yet

ρ□(D) = 1− o(1),

ρsp(D), ρns(D) ≪ D2

pq2
+

1

p
= o(1).

(118)

The source and target classes and the direct coset challenge are independently
uniform in each experiment.

Proof. Since q(1 + lnD)/D → 0, Theorem 8 gives the first claim. The mass for-
mula and at most two exceptional automorphism classes imply ∆TV(Up, µp) =
O(1/p). Replace only the independent target law by µp, incurring this event-
probability error. The direct-incidence count gives ρΓ (D) ≤ 12Pq(D)/((p −
1)mΓ )+O(1/p). For either normalizer mΓ = Θ(q2) and Pq(D) ≪ D2; therefore
its probability is at most p−2(β−γ)+o(1) +O(1/p), up to an absolute factor, and
tends to zero. Their common additive span was proved in Corollary 10.
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This corollary compares actual existence probabilities, rather than ratios of nec-
essary degree bounds. It does not prove coverage for the normalizers at degree
bound q

√
p. These are idealized arithmetic experiments in the stated direct-coset

model; SQInstructor’s additively stable protocol families do not instantiate these
separating groups.

D Finite instances and computational verification

D.1 Finite verification of the proper-algebra example

For the primes in Theorem 7’s finite example, write p = kp2
sp + 1 and q =

kq2
sq+1, where (kp, sp) = (562949953421373, 250) and (kq, sq) = (67108881, 64).

In both cases k is odd, k < 2s, and

5(k2
s)/2 ≡ −1 (mod k2s + 1).

These are Proth primality certificates. To verify sufficiency directly, any prime
divisor ℓ of k2s + 1 has the 2-part of the order of 5 equal to 2s, so 2s | ℓ− 1. If
the number were composite, a prime divisor would be at most its square root,
contradicting 2s >

√
k2s + 1.

Put D = 2214 and

P− = κqD
2 −D(lnD + 3/2), P+ = κqD

2 +D(lnD + 3/2),

E+ = D2{Nsf(pq)e
4πD/(pq) + 2N (p)e4πD/p},

bB = E+/(P
2
− + E+), b± = 24P+/((p− 1)(q2 − 1)).

Here P− > 0 and ν = u because p ≡ 1 (mod 12). Outward-rounded 250-digit
interval evaluation yields

log2 bB = −19.97030238 . . . , log2 b± = −46.81113989 . . . ,

and verifies the strict inequalities bB < 2−19 and b± < 2−46. Decimal displays
are not used as proof endpoints.

The checks also enumerate the Borel and Γ± groups at small q, their common
span, coset fibers, and the squarefree-level coset representatives used in Propo-
sition 5. The dimension check includes exceptional line orbits and compares

|Xp,q| − 1 = dimS2(Γ0(pq))− 2 dimS2(Γ0(q)).

The subtraction removes the constant vector; for example, at (p, q) = (13, 5)
the check is 6 − 1 = 5, not 6 = 5. It checks the multiplicity bookkeeping, not
the spectral correspondence itself. Neither these tests nor the large-prime bound
constructs the selected frames or simulates a signer.
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E Protocol models, scope, and disclosure

E.1 Additional comparisons and interpretation

Arithmetic foundations and exact sequences. The geometric Hom module and
Tate-module descriptions are standard [40,43]. So are Deuring mass and separa-
ble quotient factorization [44]. Our kernel-count formulation fixes the normaliza-
tion explicitly and avoids ambiguity among alternative ideal-theoretic Brandt-
matrix conventions. The primitive count and its Dirichlet series are elementary
inputs. For the general extension terminology, see [45,42]. Hom restriction and
complementary-kernel sequences provide structural explanations, not indepen-
dent cryptographic novelty claims.

Degree lower bounds and level structure. The original SQISign construction es-
tablished the compact isogeny-signature setting [14]. Onuki studies degree lower
bounds for reaching a restricted SQISign public-key set [35]. Kırımlı–Korpal
study upper bounds for minimum isogeny degrees using refined Humbert in-
variants [25]. A shortest nonzero map is automatically primitive; the distinction
relevant here is the odd or other degree restriction and exact transport, not prim-
itivity alone. The unrestricted result is not a matching upper bound for those
restricted sets. Our object is response existence for an independent target and
possibly a residual challenge; we do not claim the first arithmetic degree bound
connected with SQIsign. Isogeny Problems with Level Structure classifies compu-
tational problems carrying torsion information specified modulo a matrix-group
action [13].

SQInstructor. The level-structure correspondence in [7] distinguishes Mϕ ∈
spanΓ from Mϕ ∈ Γ and defines additive stability accordingly. Its response-
degree analysis uses primitive-ideal counts [7, Definition 7, Remark 8, Defi-
nition 9 and Section 6.2]. Our incidence bound measures the further factor
tΓ = [A× : Γ ] not determined by the additive lattice index. The protocol
constructions in SQInstructor assume additive stability, so their groups satisfy
Γ = A× and tΓ = 1. The separating groups of Corollary 11 instead belong to
the direct arithmetic experiment defined here. Turning such an experiment into
a signature requires a separate construction and security proof.

Collisions, spectra, and equidistribution. Endpoint coincidence is not in itself a
collision-resistance attack [8,11]; computing a connecting isogeny is a separate
algorithmic question [16].

Ghantous gives explicit bounds for loops, multi-edges, and several colli-
sion phenomena in fixed-degree supersingular isogeny graphs [21]. Arpin et al.
count cyclic-kernel cycles in multi-prime L-isogeny graphs using traces of Brandt
matrices and emphasize that these union graphs need not remain Ramanu-
jan [3]. Codogni–Lido prove sharp spectral bounds for prime-degree supersin-
gular isogeny graphs with level structure, including Ramanujan statements and
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the component structure forced by determinant data [9]. Colò–Kohel relate su-
persingular graphs with level structure to Hecke modules and explicit corre-
spondences [10]. Page–Wesolowski prove an equidistribution theorem for isogeny
walks carrying congruence-type extra data as a technical ingredient in their
endomorphism-ring reduction [36]. Mamah, Doliskani, and Jao study simulta-
neous Brandt eigenvectors and prove delocalization results for quantum curve
sampling [30].

The relevant arbitrary-coefficient baseline is the weight-two large sieve in
Sarnak–Zubrilina [39, Section 4, (15)], together with the first-coefficient estimate
immediately preceding (16). It already gives Λp ≪ (ln p)2; here it is applied to
cumulative primitive filters, with N (p) used for rigorous numerical evaluation.
The degree-wise triangle-inequality comparison in Proposition 12 is a comparison
with a weaker method, not a novelty claim against that literature.

∆-SQIsign: scope comparison and applicability conditions. The construction in
Sections 3.1–3.2 of [33] chooses odd dchl ∈ (2a−2, 2a−1) and defines Mchl =
2a+2bdchl(2

a − dchl). The response goes from Epk to Ecom, with degree Mchl or
Mchl/2; Algorithm 1 assumes M/2 > pN3. Algorithm 4 also checks a struc-
tured representation and a pairing condition. A union over all challenge degrees
would change the fixed-challenge existence event. Therefore neither aggregating
challenges nor removing integer content supplies the missing scheme-level theo-
rem: the prescribed degree, frame conditions, endpoint law, and D < p domain
must each be respected. The official ePrint landing page records a withdrawal
and resubmission following a security concern; this comparison uses the version
checked on 12 September 2026 and makes no independent security verdict.

Remaining scope. Arithmetic existence does not control signing time, encod-
ing uniqueness, or security reductions [1]. General high-index exact transport,
constant-scale exact-coset coverage, and the concrete joint sampling law remain
beyond the results proved here. The degree-filter result handles determinant
quotients only; a new scheme needs its own incidence and distributional as-
sumptions. Quotienting by sign is an incidence operation, not a wire-format or
unforgeability claim.

E.2 Use of generative AI tools

ChatGPT (OpenAI) was used for proof exploration and mathematical drafting
in portions of the explicit norm-bound, Borel-level, and trace-based arguments,
including exploration of the constant-scale trace bound, the averaged source-line
formulation, and the Borel index-rigidity argument. It was also used for literature
checks, terminology and reference checks, English editing, and assistance with
finite verification code.

AI-generated mathematical material was treated as proposals and drafts, not
as independent mathematical verification. The authors independently checked
and revised the AI-assisted arguments, including the relevant identities, normal-
ization conventions, parameter ranges, asymptotic statements, constants, and
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cited sources. Suggestions that could not be justified from the proofs or the
cited literature were not retained. The finite computational checks were used
only as consistency checks and do not constitute formal proof verification or
independent review.

The authors take full responsibility for all mathematical claims, proofs, cita-
tions, computations, and presentation in the submitted manuscript.
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