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Abstract

Non-interactive batch arguments (BARGs) for NP enable proving the validity of k NP statements with a proof
whose size is independent of k. Threshold BARGs are a natural generalization that enables proving that at least
t out of k statements are valid. Unfortunately, existing threshold BARG constructions have the drawback that the
size of the common reference string (CRS) grows polynomially with k. This is the case even when the statements
have a short description (e.g., when considering index languages). Moreover, other than constructions based on
indistinguishability obfuscation (iQ), prior constructions could only achieve computational soundness.

In this work, we construct the first threshold BARG with statistical soundness for an expressive class of trapdoor
threshold languages from either circular-secure fully homomorphic encryption or from witness encryption in
combination with the learning with errors assumption. Moreover and importantly for our applications, the size of
the CRS only scales polylogarithmically with k.

Next, we combine our threshold BARG with a new technique for sampling pseudorandom permutations in order
to build weighted threshold signatures with a statistical unforgeability guarantee. Then, in combination with witness
encryption, we obtain a weighted threshold encryption scheme that supports A-bit weights. Decryption is entirely
non-interactive in our setting. Previously, such a scheme was only known from iO. If we additionally work in the
random oracle model, then we obtain a weighted threshold encryption scheme that supports arbitrary weights with
silent setup. In the silent setup model, users choose their own public/secret keys and no longer need to rely on a
central authority to generate and issue decryption keys.
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1 Introduction

A non-interactive batch argument for NP (BARG) [BHK17, KPY19] allows a prover to convince a verifier that a batch
of k NP statements x, ..., x; are true with a single proof whose length is independent of k. More recent works
have extended BARGsS to a richer class of monotone policies [BBK*23, BCJP24, NWW24, NWW25, DJWW25], where
instead of proving that all k NP statements are true, the prover proves that there is a subset S C [k] of statements
{xi};es which are true and moreover, that the subset S satisfies a monotone policy P. For instance, the policy P
could be a threshold policy which requires that at least ¢ out of the k statements are true. Existing constructions of
monotone-policy BARGs typically suffer from two main drawbacks:

« Computational soundness: First, batch arguments are computationally sound, which means a computationally-
bounded prover cannot come up with a proof for a collection of statements xi, . . ., xx where x; is false for some
i € [k] (or more generally, in the setting of monotone-policy BARGs, when there does not exist a set of true
statements that satisfies the policy). Computational soundness does not rule out the possibility that there exists a
proof on such a collection of statements; it only stipulates that such proofs are hard to find. While computational
soundness suffices for many applications (cf. [CJJ21b, WW22, DGKV22, PP22, BCJP24, BDS25, HSY26, PP26]),
certain applications may require the stronger notion of statistical soundness (i.e., batch proofs). Achieving
statistical soundness for all of NP would have surprising complexity-theoretic implications [BKP*24], but as
we show in this work, we can achieve statistical soundness for a meaningful subset of trapdoor relations.

« Large CRS size: Second, many existing constructions of monotone-policy BARGs [BBK*23, BCJP24, NWW 24,
NWW25] require a large common reference string (CRS) whose size scales polynomially with the number of
instances k (and more broadly, with the width of the circuit computing the associated policy P). A natural goal is
to obtain a monotone-policy BARG with a short CRS (i.e., size independent of k). Currently, this is known for the
special case of vanilla BARGs (i.e., the case of a conjunction policy) [CJJ21b, DGKV22, PP22, CGJ*23, KLVW23]
or by relying on indistinguishability obfuscation [DJWW25].

A natural question is whether we can construct monotone-policy BARGs that satisfy statistical soundness and have
a short CRS (independent of the number of instances) for an interesting policy family and a non-trivial subset of NP.

A motivating application: weighted threshold encryption. Consider an application to threshold encryp-
tion [Des87, Fra89]. In this model, there are k different users Py, ..., P, and each user i € [k] holds a secret key sk;.
Anyone can encrypt a message msg with respect to a public encryption key ek and a threshold ¢ < k. The size of
the resulting ciphertext ct should be independent of k. To decrypt a ciphertext ct, any user #; can locally decrypt
ct with their secret key sk; and recover a decryption hint dh;. Given a collection of ¢ decryption hints from different
users, one can recover the message. Notably, decryption should be non-interactive where users just locally decrypt the
ciphertext with their secret key. Security says that the ciphertext should computationally hide the message from any
subset with fewer than t users. In a weighted threshold encryption scheme, we additionally associate a weight w; with
each user. Given decryption hints from any set of users S C [k] where }};cs w; > t, it should be possible to recover
the message. The ciphertext should computationally hide the message against any set of users T where > ;.7 w; < t.

The classic approach to build weighted threshold encryption is to start from a vanilla threshold encryption scheme
and use virtualization. Here, a user with weight w; would be treated as w; virtual parties and receive w; independent
keys for the underlying threshold encryption scheme. Virtualization blows up the parameters of the scheme by
the magnitude of the weights, and as such, the weighted scheme can only support polynomial-size weights (i.e.,
w; = poly(A), where A is the security parameter). Prior to this work, existing constructions of weighted threshold
encryption were limited to polynomial-size weights [GIM*23, ABD*26, FPRT26, Pol26b, Pol26a], or if they could
support exponential-size weights (i.e., A-bit weights), this either required an interactive decryption procedure [GSW26]
or the full power of indistinguishability obfuscation [DJWW25].

The work of [DJWW25] proposes a general template for designing threshold encryption by combining a threshold
BARG with a witness encryption scheme. First, recall that in a witness encryption scheme [GGSW13], anyone can
encrypt a message to an NP statement x. A user who knows a witness w for x can then recover the message. Security
says that if x is false, then the ciphertext computationally hides the message. When x is true, witness encryption



provides no guarantees on hiding, even if it is computationally infeasible to find a valid witness w for x. A simple
template for building threshold encryption from witness encryption is as follows:

« Each user #; has a public key pk; and a secret key sk;. Let ek be a Merkle-style hash [Mer89] of (pk,,..., pkg).

« To encrypt a message msg to the users, we encrypt with respect to the NP relation that takes the encryption key
ek and a threshold BARG proof 7 as input and checks that 7 proves knowledge of at least t-out-of-k secret keys
in the system. Here the threshold BARG relation treats the index i as the statement and the witness consists
of a local opening of ek to pk; as well as the secret key sk; associated with pk;. The basic template here does
not support weights, but as we will show later (see Section 2), it is not difficult to do so.

Observe that to implement this template, we require two properties on the BARG: (1) the BARG verification algorithm
must be succinct (independent of the number of users k) as otherwise, the ciphertext size scales linearly with k; and
(2) the BARG needs to be statistically sound for false statements, as otherwise, we cannot invoke security of the
witness encryption.

Tension between succinctness and statistical soundness. It is well known that succinct proofs for NP are
unlikely, even if we allow for interaction [BHZ87, GH98, GVW01, Wee05]. Even if we consider the batch setting
where we allow the size of the proof for k statements to grow with the size of the NP relation, but not with k, such
a scheme would have surprising complexity-theoretic implications [BKP*24]. A natural relaxation then is to consider
a weaker class of trapdoor languages as done in a number of recent works [DJWW25, DJJ*25, DHJQ26, Nas26].
Trapdoor languages are languages where there is an algorithm that can efficiently identify or “flag” a subset of the
false statements (given a trapdoor). Recently, the works of [DH]Q26, Nas26] showed how to construct dual-mode
succinct non-interactive arguments, where the common reference string can be sampled in one of two computationally
indistinguishable modes: normal mode and binding mode. The binding setup takes as input a trapdoor for the language,
and guarantees that instances flagged by the trapdoor have no accepting proofs. However, even for trapdoor languages,
building statistically-sound arguments remains challenging, and both works critically rely on indistinguishability
obfuscation (i0Q) [BGIT01, GGH*13]. A natural question is whether we can achieve succinctness and statistical
soundness without obfuscation (and for our application to threshold encryption, without needing a large CRS).

1.1 This Work

Our first contribution in this work is a new non-interactive threshold batch argument that achieves statistical sound-
ness for a sub-class of index languages. Here, a batch argument for an index language [C]J21b] is one where the
statements just consist of the integers {1,...,k} = [k]. In more detail, let C: [k] X {0,1}™ — {0, 1} be a Boolean
circuit and let ¢ € [0, k] be a threshold. We say the circuit satisfies the threshold if there exist at least ¢ satisfiable
indices i € [k]; namely, that

[{i € [k] : 3w € {0,1}™ such that C(i,w) = 1}| > .
A non-interactive threshold batch argument is a succinct non-interactive argument system for the threshold language
L ={(C,t) : C satisfies the threshold ¢} .

Next, at a very high level, we say an algorithm Ext: [k] X [k] — [0, k] is a trapdoor for the threshold language
associated with C if it computes an upper bound on the number of satisfiable indices in any given interval: namely,

Ext(j1, jo) > |{i € [j1, jo] : Iw € {0,1}™ such that C(i,w) = 1}|. (1.1)

We refer to Section 2 for a more precise definition. Note that a single algorithm Ext can be a trapdoor for multiple
distinct circuits. The threshold BARG we build provides statistical soundness on instances (C, t) whose circuit C
has an efficiently-computable trapdoor Ext. More formally, a BARG for trapdoor threshold languages has a normal
setup mode and a binding setup mode that takes as input a trapdoor Ext. The two modes are computationally
indistinguishable. In binding mode, it is guaranteed that for any instance (C, t) with Ext(1, k) < t, no accepting proof



exists. This is a special case of so-called sometimes statistically sound succinct non-interactive arguments [Nas26].
Both the size of the common reference string and the size of the proof grow only polylogarithmically with k (and
polynomially with the security parameter A, the circuit size |C|, and the trapdoor size |Ext|). We give a construction
of such an argument system from witness encryption and the learning with errors assumption with a sub-exponential
modulus-to-noise ratio, or, alternatively, from any circular-secure fully homomorphic encryption alone:

Theorem 1.1 (BARG for Trapdoor Threshold Languages; Informal). Assume the existence of witness encryption and the
learning with errors (LWE) assumption with a sub-exponential modulus-to-noise ratio, or, alternatively, the existence of
circular-secure fully homomorphic encryption. Then there exists a non-interactive threshold batch argument for trapdoor
threshold languages with statistical soundness. Specifically, for any circuit C: [k] x {0,1}™ — {0, 1}, if Ext is a trapdoor
for the threshold language associated with C, then the common reference string size, proof size and verification time for

the threshold BARG are all bounded by poly(A,logk, |C|, |Ext]).

Prior constructions of sometimes statistically sound succinct non-interactive arguments [DHJQ26, Nas26] relied
on i0, and moreover, had a long common reference string that grows polynomially with k. In contrast, Theorem 1.1
can be instantiated from simpler tools and the parameter sizes grow polylogarithmically with k.

Puncturable threshold signatures. Next, we show that our threshold batch argument can be used to build a
puncturable threshold signature scheme. First, in a vanilla threshold signature scheme, there are k signers, each with
their individual signing key sk, ..., sk. In addition, the public parameters contain a (short) verification key vk for
the quorum. In a t-out-of-k threshold scheme, if a set S of ¢ signers all sign a message m to produce a collection of
signatures {0;},cs, it is possible to aggregate these signatures into a single, succinct signature 0,5, on m that verifies
under vk. The unforgeability requirement says that an adversary who possesses fewer than ¢ signatures on a message
m should not be able to create a signature on m that verifies with respect to vk.

Now, we say the threshold signature scheme is puncturable if for any message m* and threshold ¢, it is possible to
sample the verification key vk (as well as the individual signing keys for any (¢ — 1)-subset of the signers) such that
there does not exist any aggregate signature on m* that verifies with respect to vk. This is a direct generalization of
the notion of puncturable signatures (also called all-but-one signatures) from [GVW19] to the threshold setting. As we
show in Section 7, puncturable threshold signatures follow readily from our BARG for trapdoor threshold languages (in
conjunction with other standard primitives). Moreover, the puncturing property allows us to compose with witness en-
cryption to obtain a threshold encryption scheme. We summarize our construction in the following theorem statement:

Theorem 1.2 (Puncturable Threshold Signatures; Informal). Assume either witness encryption and LWE with a
sub-exponential modulus-to-noise ratio, or circular-secure fully homomorphic encryption. Then there is a puncturable
threshold signature scheme where the sizes of the individual signatures, the aggregate signatures, and the verification
key are poly(A,log k), where k is the number of signers.

The natural approach to building a threshold signature from a threshold BARG is to define the aggregation
algorithm to be a threshold BARG proof of knowledge of at least t signatures on the message. For instance, we can
take C(i, -) to be the circuit that verifies a signature with respect to signer i. The key challenge, however, is designing
C so there is also a compact trapdoor Ext associated with C that satisfies Equation (1.1). To achieve the succinctness
requirement in Theorem 1.2, the size of Ext must be polylogarithmic in the number of signers k. Looking ahead, the
Ext(j1, j2) algorithm in the construction will essentially need to compute the number of corrupted signers that lie
within the interval [jy, j2].

To do this, we design a new combinatorial mechanism based on efficiently-sampleable hypergeometric distri-
butions [GGN10]. The sampler enables us to efficiently sample pseudorandom strings of a fixed Hamming weight
(which will correspond to the number of corrupted signers). Crucially, this method allows us to efficiently compute
the Hamming weight of any contiguous substring of a pseudorandom string. We exploit this in our design of Ext.

Next, we show that any threshold signature scheme can be generically upgraded to a weighted threshold signature
scheme via a standard powers-of-two transformation. This transformation preserves punctured security.

In addition, if we work in the random oracle model, our puncturable (weighted) threshold signature scheme
also supports silent setup [MRV*21, DCX*23, GIM*24]. In this model, users sample their own public/private key
pair. Then, there is a public, deterministic aggregation algorithm that takes the public keys from any group of users



and aggregates them together to form the verification key associated with that group. This can be viewed as a
decentralized or trustless version of threshold signatures.

Weighted threshold encryption. Composing our puncturable weighted threshold signatures with witness en-
cryption [GGSW13] yields a weighted threshold encryption scheme (with non-interactive decryption). As mentioned
previously, in order to leverage witness encryption security, we require a strong statistical security property on the
underlying threshold signature scheme (i.e., when vk is punctured at a message m*, there does not exist any signature
on m*). Our scheme supports A-bit weights. We summarize our construction below:

Theorem 1.3 (Weighted Threshold Encryption; Informal). Assume the existence of witness encryption and the hardness
of LWE with a sub-exponential modulus-to-noise ratio. Then there exists a weighted threshold encryption scheme with
static security. We support A-bit weights and the ciphertext size is poly(A, log k), where k is the number of users. In
addition, if we work in the random oracle model, then we obtain a silent weighted threshold encryption scheme (from
the same assumptions).

As mentioned above, the only prior constructions of weighted threshold encryption that simultaneously support
large weights (i.e., A-bit weights) and non-interactive decryption rely on iO [DJWW25]. In contrast, unweighted
threshold encryption is known from a broad range of assumptions (cf. [Des92, CGS97, BD10]). If we consider the
silent setup model, then we have unweighted constructions from bilinear maps [GKPW24, WW26], lattice-based
assumptions [AGY26, GY26, CWY26], and obfuscation [RSY21, AFMP20, DJWW25]. Among these, only [DJWW25]
supports weights (without virtualization).

Statement on Al use. The technical ideas in this paper were developed by the authors without the use of AL The
authors used ChatGPT and Claude to help prepare the manuscript, primarily in the form of copy-editing, proofreading,
and improving the presentation of the paper. The authors carefully reviewed all Al-generated outputs and suggestions,
and verified the correctness and originality of all of the content in the paper.

2 Technical Overview

We start by surveying our construction of threshold batch arguments with statistical soundness. To do so, we first recall
the canonical monotone-policy BARG from [BBK*23], specialized to threshold policies. Let C: [k] x {0, 1} — {0, 1}
be a circuit and let ¢ € [0, k] be a threshold. The i instance is a YEs instance if there exists a witness w € {0, 1}
where C(i, w) = 1. The statement being proved is that at least ¢ of the k instances are YES instances.

The summation tree. Assume for simplicity that k is a power of two, and let T be a complete binary tree of height
h = log k whose leaves are the k instances. A prover holding witnesses for a set S C [k] assigns each leaf i the value
v; = 1if i € S and v; = 0 otherwise. The prover assigns each internal node the sum of the values of its two children.
Thus, the value of each node is the number of leaves of S in its subtree, and the value of the root is |S|. The threshold
is met when the value of the root is at least t. The proof consists of a succinct commitment to these values, together
with a batch argument that every local relation in the tree holds.

Hashing the tree. We instantiate the commitment with a somewhere-extractable hash [HW15, CJJ21b] of the
values in the binary tree. In a somewhere-extractable hash function, the key can be sampled to statistically bind
on an index i*. In this case, every digest can only be opened at i* to a single value, and we can extract this value
from the digest using a trapdoor. Furthermore, the key computationally hides the index i*. The batch argument is
an index BARG (i.e., a BARG for index languages) [C]J21b]. In the construction, the prover hashes each level of the
tree separately: for every ¢ € [0, h] it hashes the vector of 2‘ values in level ¢ into a digest dig,, and proves a batch
of 2! statements, one per node of that level, with a proof I1,. The block x;; hashed at the ith position of level £ < h
records the value v of the node together with the values vy, vg it claims for its two children: x,; = (i,v,vr,vg). For
a leaf node, the block is just xp; = (i,v). The statements proved at each level are the following.



+ Internal nodes. For a level ¢ < h and a node i within that level, the witness consists of the block x;; and an
opening with respect to dig,, together with the blocks of its two children and their openings with respect to
dig,,. Recall also that the blocks for each node consist of an index i and a value v, and if the node is an internal
node, the values vy, vg of its children. The statement associated with internal node i is satisfied if (1) each
of the three openings verifies (with respect to either dig, or dig,,,); (2) the opened indices match the indices
associated with the node and those of its children; (3) the values vy, vg claimed for the children match those
associated with the openings for the child blocks; and (4) v = vy, + vg.

+ Leaf nodes. For a leaf j, the witness consists of the block xp, ; = (j,v), an opening of x3 ; with respect to digy,,
together with a witness w for the j instance. The statement checks that the opening verifies, that v € {0, 1},
and that either v = 0 or C(j, w) = 1. In particular, a leaf j may take the value 1 only if the prover provides a
valid witness for the associated statement j.

« Root node. The root is the only node of level 0, and the prover announces its value vyo0t in the clear. The
level-0 statement carries the additional check that the value associated with the root node is exactly v;oot-

The proof is vy0t together with the h + 1 digests and the A + 1 batch arguments, and the verifier checks that vyeet > ¢
and that all h+ 1 proofs verify. Hashing the levels separately incurs an overhead of h+1 = log k + 1, which is affordable
precisely because the tree has logarithmic depth. Completeness is immediate: the values an honest prover computes
satisfy every local relation, and the root has value |S| > t.

Computational soundness. Recall that the proof includes a somewhere-extractable hash of all of the values in
the tree, and we can extract the associated value by programming the hash key accordingly. We define this extracted
value to be the value the proof associates with a particular node. Now, we say that a node is over-claimed if the value
the proof associates with it is greater than the actual number of YEs instances in its subtree. Suppose the verifier
accepts, but there are fewer than t YEs instances. Then the root must be over-claimed, since the proof must associate
Uroot > t with the root (otherwise, the proof does not verify and the verifier rejects). The strategy is to propagate
this violation down to a leaf, where we will extract a witness for a false instance (which gives a contradiction).

« Suppose the hash key in level ¢ is programmed to be extracting on node u, and let (u, v, v, vg) be the block
associated with it. Suppose moreover that the BARG is somewhere sound [C]J21b]. Namely, we can program
a hidden index i* into the BARG and it is computationally hard for a prover to find an accepting BARG proof
where instance i* is false. Suppose the BARG is programmed to be sound for the instance associated with node
u, and moreover, that the proof I, for level ¢ is valid. Then v = vy + vg, and there exist openings for dig,,; to
the two children of u to blocks with values vy and vg.

« The number of YEs instances in the subtree of u is the sum of the number of YES instances in the subtrees associ-
ated with its two children. If u is over-claimed, then v = vy + vg must exceed this sum. Thus, either its left child
(with value vy) or its right child (with value vg) must also be over-claimed. We can now program the hash key in
level £+1 to be binding on the associated child. By design, the associated child is now an over-claimed node, and
we can appeal to the same argument as before to propagate level-by-level down the tree until we reach a leaf node.

« For a leaf j, both its associated value and the number of YEs instances in its subtree are either 0 or 1. Thus,
if j is over-claimed, then its associated value must be v = 1 and the j™ instance is a No instance. In this
case, if the leaf statement (j, v) is satisfied and v = 1, the statement (j,v) is true only if there exists w where
C(j,w) = 1. However, this is a contradiction of the premise that instance j is a No instance. Thus, if the BARG
is computationally sound for instance j, then an efficient prover should not be able to come up with a satisfying
proof for the leaf layer.

A subtlety in this analysis is the fact that the set of nodes which are over-claimed is a function of the adversary’s
proof, but the hash keys that determine which nodes we bind on must be fixed before the adversary produces its
proof. To get around this, the canonical reduction strategy leverages the fact that the tree is perfectly balanced so
h =logk. In this case, it can simply guess a path from the root to a leaf and set the hash keys to be binding along
the path. Since there is at least one path that is over-claimed, the guess will be correct with probability 1/2" = 1/k,



which is inverse polynomial. This suffices to prove computational soundness. Note here that we cannot guess the full
set of false statements, since this would incur an exponential loss in k. Complexity leveraging in this setting would
blow up all parameters by a factor of k, which violates succinctness.

Statistical soundness. The previous proof strategy does not achieve statistical soundness for two main reasons:

« The underlying index BARG is only computationally sound, which means that we cannot ensure security against
an unbounded adversary (i.e., when the BARG is programmed to be sound on an index j, a computationally
unbounded prover could still produce an accepting proof even when the j statement is false). One way to
solve this problem is to use a somewhere-statistically sound BARG. In this setting, if the BARG is programmed
to be statistically sound on index j, even an unbounded prover will not be able to find an accepting proof
on a batch of statements where the j™ statement is false. Somewhere-statistically sound BARGs can be built
from pairings [WW22, CEW25, BEN26], circular-secure fully homomorphic encryption (FHE) [HW26], witness
encryption and LWE [NWW26], or iO [HW26, Nas26].

« Our soundness analysis sketched above additionally relies on computational steps within it. For instance,
in order to program indices into the hash keys or the BARG common reference string, we have to rely on
computational mode indistinguishability of the underlying primitives.

To address these challenges, we relax our soundness requirements to only require statistical soundness for trapdoor
languages. Specifically, suppose we have k instances and let T be the binary tree associated with those instances
(where the value of each node is the number of YEs instances in the subtree rooted at the node). Suppose now that
in addition to the circuit C, we are also given a function Ext that assigns an integer to each node of T that satisfies
the following two requirements:

« Leaf soundness: Ext(i) € {0, 1} for every leaf i, and if Ext(i) = 0, then the i" instance is a No instance.

« Propagation: Ext(u) = Ext(ug) + Ext(ug) for every internal node u with children u; and ug.

We refer to such a function as a trapdoor for the threshold language associated with C. Unrolling the propagation rule,
Ext(u) counts the number of leaves where Ext outputs 1 in the subtree of u. By leaf soundness, Ext must output 1 on
every YES instance. Thus, Ext(u) always gives an upper bound on the number of YEs instances in the subtree rooted
at u. In particular, Ext(root) < ¢ certifies that the threshold is not met. Now, when building a threshold BARG for
trapdoor languages with statistical soundness, we provide a description of Ext as input to the binding setup. When
the CRS is sampled in this way, the resulting threshold BARG is statistically sound for all circuits C where Ext is
a trapdoor. Finally, we allow the size of the common reference string and the verification time to grow with the
description size of Ext, so in applications, the trapdoor function Ext must have a short description. In particular, this
means simply hard-wiring the indices of the No instances into Ext is out of the question.

Consider again our basic proof strategy described above. If Ext is a trapdoor for a circuit C, then we say a node
u is over-claimed when the value associated with u exceeds Ext(u). Thus, given a node u, deciding which of its two
children to consider next just requires comparing the extracted values for its children against the values Ext(u) and
Ext(ur). Instead of having the reduction guess the path from the root to a leaf (associated with a No instance), the
proof can use Ext to determine the path to take. The remaining problem, however, is that we still need to program
the hash keys at each layer to bind to a specific index (in order to extract the value associated with the particular
block). In vanilla somewhere-extractable hash functions, these indices are fixed at setup time. To carry out our proof
strategy, we need a way to sample the hash key in a way that it “dynamically” binds to an index determined after
the adversary has picked its proof (recall that the adversary’s proof determines the path of over-claimed nodes in T).

Binding dynamically. To carry out the proof strategy, we thus consider dynamic versions of somewhere-extractable
hash functions and index BARGs. In both cases, we augment the syntax to allow the special index (where the hash
function is extracting or the BARG is statistically sound) to be determined after the public parameters for the scheme
(e.g., the hash key or the CRS) are sampled. Specifically, in a dynamic somewhere-extractable hash, the special index
where we can extract is not determined at setup time, but instead, determined as a function of a tag that is specified
after the public parameters for the hash function are generated. In more detail, a dynamic somewhere-extractable
hash function operates as follows:



« Like standard somewhere-extractable hash functions, we support a normal setup and a binding setup. The
binding setup takes as input a function f: 7 — [k], where 7 is the tag space and k is the input dimension.
As usual, we require the parameters output by the normal setup and the binding setup to be computationally
indistinguishable. The binding setup additionally outputs a trapdoor td.

« Next, we introduce an additional key-generation algorithm that takes as input the public parameters and a
tag 7 € 7, and outputs a hash key hk.

« The hash key can be used like a normal somewhere-extractable hash key in order to hash a vector into a
succinct digest and produce succinct local openings for each block.

+ The main property for a dynamic somewhere-extractable hash is that in binding mode, a hash key hk associated
with tag 7 is extractable on the index f(7). The main difference with a vanilla somewhere-extractable hash
function is the fact that the special index where we can extract is now a (secret) function of a (public) tag ,
as opposed to being fixed as part of the public parameters.

We show how to build a dynamic somewhere-extractable hash function from leveled homomorphic encryption
in Appendix A. Our construction closely follows the classic construction of somewhere-statistically binding hash
functions from [HW15].

The second primitive we require is a functional index BARG [PP26], which can be thought of as the analogous
notion for a BARG. Here, the common reference string for a BARG is programmed with such a function f as well, and
proofs are generated with respect to a tag 7. We can extract a witness for the instance f(r) from any accepting proof.
Paneth and Pass [PP26] recently constructed a functional BARG with a weaker computational extraction property,
which unfortunately does not suffice for our applications. In Appendix B, we show how to construct a functional
BARG with statistical extraction from a dynamic somewhere-extractable hash function and a somewhere-statistically
correlation-intractable hash function for sparse product relations [HLR21, HW26]. All of these primitives in turn
follow from witness encryption and LWE with a sub-exponential modulus-to-noise ratio or from circular-secure FHE.

Putting it together. Returning now to our threshold BARG construction, our construction follows the canonical
construction, except we instantiate the underlying somewhere-extractable hash function and the index BARG with
their dynamic variants. The public parameters include the public parameters for the dynamic somewhere-extractable
hash function and the functional index BARG.

« As before, given the instances, the prover starts by constructing the tree T where the leaves are associated with
the instances, and the value of each node is associated with the number of claimed YEs instances in the subtree
rooted at that node.

+ Next, the prover hashes the values within each layer top-down, where the tag for level £ > 0 is the digest dig,_,
associated with the previous level. The root level has no previous level, so its tag is simply the empty tag L.
Note that we have a different (and independently sampled) hash key for each layer of the tree. In the security
analysis below, for each level ¢ < h, we will hard-wire the extraction trapdoor for the hash key at layer ¢ into
the function associated with the hash key in layer ¢ + 1.

« As before, the prover then provides a (functional) index BARG proof for each level of the tree. The tag for the
BARG proof at level ¢ is the same as the tag for the hash key at level £. Namely, at the root level, we default
to an empty tag L and for subsequent layers, the tag is the digest dig,_, for the previous layer.

The rest of the construction proceeds as before. Namely, the overall proof consists of the value associated with
the root node together with the digests and batch arguments associated with each layer of the tree.

To prove statistical soundness in binding mode (with respect to a trapdoor Ext), we sample the public parameters
of the dynamic somewhere-extractable hash function and the functional index BARG to bind to a function that uses
the trapdoor Ext to dynamically determine the index of the over-claimed node in the given layer. In more detail, we
sample the public parameters top-down as follows:



+ Root level. The root level consists of a single node, so there is a single index to bind on. Thus, we sample
the public parameters for the hash function and the functional index BARG for the root level to be binding
with respect to the constant function that always outputs 1 (i.e., the index of the root node).

« Remaining levels. For a level £ > 0, we sample the public parameters of the hash function and that of the
functional index BARG to be binding with respect to the function g, that takes as input a tag dig,_, from the
previous layer. The function g, has the trapdoor function Ext and the extraction trapdoor td,_; for the hash
key at level £ — 1 hard-wired inside it. Then, on input the digest dig,_;, the function g, does the following:

— Use the trapdoor td,—; to extract the block (u,v, vr, vg) from dig,_,. This is the block associated with the
node u in level £ — 1 on which the hash key at level £ — 1 is binding.

— Let ur, ug denote the indices associated with the left and right children of u in the current layer (recall
that u is the index of a node in the previous layer). If vy, > Ext(ur), then output the index of uy. Otherwise,
output the index of ug.

Our main invariant is that if the node u in level £ — 1 is over-claimed, then the hash function and the func-
tional index BARG in level ¢ bind to a child of u that is also over-claimed. Specifically, if u is over-claimed, then
oL +og =0 > Ext(u) = Ext(ur) + Ext(ug). Finally, if the batch of statements is false and the verifier accepts, then
Uroot = t. For a batch of false statements, Ext(root) < f, so the invariant holds at the root layer. This ensures that
at the leaf layer, both the dynamic somewhere-extractable hash function and the functional index BARG are binding
on an over-claimed leaf node associated with a false statement. However, no such proofs can exist in this case, which
proves the claim. We provide the formal construction and analysis in Section 5.

2.1 Puncturable Threshold Signatures and Weighted Threshold Encryption

Our first application of a statistically sound threshold BARG is to threshold signatures. In this setting, there is an
(aggregated) verification key vkgg for a group of users called the signing quorum. The signing quorum consists
of k users, and each user i € [k] holds a signing key sk;. Using their signing key sk;, a user can sign a message m
and produce a signature share o;. Finally, anyone can take a collection of signature shares {o;};. together with a
(public) aggregation key ak to obtain a signature o on m that verifies under the quorum’s verification key vk,gg. In
the threshold setting, aggregation requires a minimum of ¢ signature shares, where ¢ is the threshold. Security for
a threshold signature scheme says that an adversary who has fewer than ¢ signature shares on any message m should
not be able to forge a signature on m that verifies with respect to vk,gs. The main efficiency property is that the size
of the aggregate signature should be independent of both the number of signers k and the threshold ¢.

In the classic setting of threshold signatures [Des87], a central dealer is responsible for generating the verifi-
cation key vk,gs for the quorum as well as the signing keys sk, .. ., ski for each user. More recently, a number of
works [MRV*21, DCX*23, GJM*24] have considered threshold signatures in a decentralized setting where individual
users each choose their own verification key vk; and signing key sk;. Then, there is a public aggregation algorithm
that takes as input the public verification keys vky, ..., vki from a group of users and aggregates them together to
obtain a verification key vk,g, associated with the particular group. In this case, vk,gg functions as a verification key
for the quorum and each user’s individual sk; is their signing key. Such schemes are called threshold signatures with
silent setup. Note that while the users all generate their individual verification keys and signing keys independently,
we do assume that they sample them with respect to a common reference string.

In this work, we consider a stronger notion of puncturable threshold signatures in the decentralized setting. In
this setting, the common reference string for the threshold signature scheme can be sampled so that there does not
exist any signature on a target message m*. Moreover, the CRS computationally hides the punctured message m*.
Clearly, such a scheme satisfies (selective) unforgeability.! We now define our notion more precisely:

« Let k be the size of the signing quorum. We require that there exist a simulator which takes as input a message
m* and a set of “corrupted users” S C [k]. The simulator outputs a common reference string crs for the

n the selective unforgeability game, the adversary has to declare the message m* it will forge on at the beginning of the security game. In
this case, if the CRS is punctured on m*, then there does not exist any signature on m*, so the adversary cannot win. Thus, punctured security
(together with the computational indistinguishability of the punctured CRS) immediately implies selective unforgeability.
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threshold signature scheme together with a collection of verification key/signing key pairs (vk;, sk;) for the
honest users i € [k] \ S. Then, with overwhelming probability, we require that for all choices of corrupted
verification keys {vk;};.s and all thresholds ¢ > |S|, there does not exist a signature on m* for the threshold
t with respect to the aggregated verification key vk,g, associated with the signing quorum {vk;};cx;. We note
that this is a statistical guarantee.

Moreover, we require that the simulated common reference string and honest verification keys {vk;};crx\s
be computationally indistinguishable from those output by the normal setup and key-generation algorithms.
This should hold even for an adversary that obtains signatures from the honest users on messages m # m*
of its choosing (signed using the simulated signing keys sk;).

We build a threshold signature scheme with silent setup from threshold BARGs, digital signatures, and a hash function
with succinct local openings (e.g., a Merkle tree [Mer89]). Assume for simplicity that k is a power of two.

Setup. The common reference string crs consists of a hash key hk, a common reference string crsgarc for
a threshold BARG, and a random permutation (j, ..., jr) over [k].? The permutation associates each user
t € [k] with an index j, € [k].

Key generation and signing. The key-generation algorithm simply samples a key pair (vkg, sk,) for the
digital signature scheme. To sign a message m, user ¢ signs m under sk, to obtain a signature share oy.

Key aggregation. Given a collection of verification keys (vky, . . ., vki) from the k users, we define x;, = (j, vke)
for each ¢ € [k]. The aggregation algorithm then hashes the vector x = (xy, ..., xx) under hk to obtain a digest
dig along with local openings py, ..., pr. The aggregated verification key is vkags = (hk, crsgarc, dig). The
aggregation key ak consists of vk, together with the vector x and the openings py, ..., pk.

Signature aggregation. Let C be the circuit with hk, dig, and m hard-wired inside it. The circuit takes as
input an index j € [k] and a witness (vk, o, p), and outputs 1 if the following two conditions hold:

- p is a valid opening of the digest dig to the pair (j, vk) at index j; and
- o is a valid signature on m under vk.
Given signature shares {0}, on m from a set of users T C [k], the aggregator uses the aggregation key ak

to form the witness w;, = (vke, o¢, pj,) for the j;h instance, for each ¢ € T. It then computes a threshold BARG
proof for C using these |T| witnesses. This is the aggregate signature g,g,.

Verification. To verify an aggregate signature 0,4, on a message m with respect to a threshold ¢, the verifier
reconstructs the circuit C from vk,es and m, and accepts if 0,4, is a valid threshold BARG proof (under crsgarc)
attesting that at least ¢ instances of C are YEs instances.

Correctness follows from the correctness of the underlying primitives and succinctness follows from the succinctness
of the hash function and the threshold BARG.

Security. To argue that the above scheme satisfies punctured security, we need to instantiate the digital signa-
ture scheme with an all-but-one signature scheme [GVW19] and the hash function with a function-binding hash
function [FWW23]. An all-but-one signature scheme (also called a puncturable signature scheme) is the analog
of a puncturable threshold signature scheme adapted to the setting of plain digital signatures. More formally, an
all-but-one signature scheme augments a plain digital signature scheme with an additional punctured setup algorithm:

The punctured setup takes as input a message m* and outputs a key pair (vk, sk) such that there does not exist
any accepting signature on m* under vk.

ZFor ease of exposition, we include the permutation in the CRS here, which means the CRS grows with (and depends on) the number of users
k. In our actual construction (Construction 7.3), the common reference string is short, and the key-aggregation algorithm instead derives the
permutation using public randomness. We obtain a silent threshold encryption scheme with a short CRS by working in the random oracle
model and using the random oracle to derive the key-aggregation randomness (see Section 10).
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« The verification key output by the punctured setup algorithm is computationally indistinguishable from a
normal verification key. This is true even if the adversary can adaptively request signatures on messages
m # m* under sk.

A function-binding hash function [FWW23] is similar to a somewhere-statistically binding hash function [HW15],
except it statistically binds to a function of the input rather than an individual block. Formally, in a function-binding
hash function for conjunctions over a block space X, we can sample the hash key hk to bind to a block function
f: X — {0,1}. Then, suppose dig is the digest of a vector (x1,...,xx) € XX where f(x;) = 1 foralli € [k]. If hk is
binding for the function f, then dig cannot be opened at any index to a block x where f(x) = 0. Moreover, a binding
hash key is computationally indistinguishable from a normal hash key.

Suppose we instantiate the above threshold signature scheme with a function-binding hash function and an
all-but-one signature scheme. We now describe our simulator. Let m* be the punctured message and S C [k] be the
set of corrupted users. The simulator works as follows:

« For the sake of exposition, suppose that the simulator is able to sample a random permutation (jy, .. ., ji) on
[k] together with an algorithm Query, where Query(j) = 1 if index j is associated with a corrupted user and
Query(j) = 0 otherwise. Moreover, suppose we can efficiently extend the Query algorithm to the internal nodes
of the summation tree. Namely, consider the binary tree with k leaves where the j™ leaf has value Query(J).
Then, for an internal node u of this tree, we require Query(u) to return the number of corrupted users among the
leaves in the subtree rooted at u. Later on, we will describe how to efficiently implement the Query algorithm.

« For each honest user £ € [k] \ S, the simulator samples a key pair (vk, sk;) that is punctured on the message
m*. Moreover, we assume that the randomness for the punctured setup is derived from F(Kpgf, j;), where F
is a pseudorandom function (PRF) and Kpgr is the PRF key.

« The simulator samples hk to be binding on the block function f that checks that a block (j, vk) either belongs to
a corrupted user (i.e., Query(j) = 1) or the associated verification key is the punctured key (i.e., vk is obtained
by running the punctured setup with randomness F(Kpgr, j)). Note that here, the description of the Query
algorithm as well as the PRF key Kpgrr are hard-wired within the block function f.

« Finally, the simulator samples crsgarg for the threshold BARG to be binding with respect to the trapdoor
Ext = Query.

Consider an execution of the punctured security game. Take any collection of verification keys {vk;};cs for the
corrupted users. The aggregated verification key is derived from (vky, ..., vki) where vk; for i € [k] \ S are sampled
by the simulator. Consider each index j € [k]:

« If j = j, for a corrupted user £ € S, then Query(j) = 1.

« If j = j, for an honest user ¢ € [k] \ S, then the simulator samples vk, to be a punctured key where the
randomness is derived from F(Kpgp, j).

In both cases, the block (j, vk,) satisfies f, so the function-binding property of the hash function ensures that at
every index j where Query(j) = 0, the digest dig can only be opened to a punctured verification key, which does
not accept any signature on m*. Thus, the only YEs instances for the circuit C associated with the challenge message
m™* are those associated with the indices of the corrupted users. In this case, the Query algorithm serves as a trapdoor
for C and Query(root) = |S| < t. Since this holds for every choice of corrupted verification keys, we can appeal to
statistical soundness of the threshold BARG to argue that there does not exist an aggregate signature on m*. This
proves punctured security. Finally, we note that mode indistinguishability (i.e., that the simulated CRS and verification
keys are computationally indistinguishable from the real CRS and verification keys) follows by a standard hybrid
argument using the security of the all-but-one signature scheme, the pseudorandomness of the PRF, and the mode
indistinguishability of the hash function and of the threshold BARG.
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Implementing Query via pseudorandom hypergeometric sampling. The remaining question is how to im-
plement Query efficiently. Recall that the Query algorithm indicates whether a given index j € [k] is associated with
a corrupted user or not, and moreover, for internal nodes u in the summation tree, Query(u) returns the number of
corrupted users in the subtree rooted at u. A naive approach is to hard-wire the indices of the corrupted users into the
description of Query. However, this means the description length of Query now grows with the number of corrupted
users. This is Q(k) in the worst case. Since the description of Query is hard-wired into both the BARG trapdoor
and the block function f for the function-binding hash function, this means the size of crsgarc and hk (and thus,
of vkage), as well as the verification time, would all grow with the total number of users k. The resulting threshold
signature scheme is no longer succinct in this case.

Our goal is to design a scheme where we can implement the Query algorithm with a circuit whose size scales only
polylogarithmically with the number of users. This means we need a way to build a compact representation of the
indices of the corrupted users. To do so, observe first that the output of Query only requires knowledge of the indices of
the corrupted users. This means it only depends on the indicator string x € {0, 1}* associated with these positions (i.e.,
the string where x; = 1 if the j™ index is corrupted and x i = 0 otherwise). This is a string of Hamming weight ¢ = [S|.
Moreover, the position of the non-zero elements in x is uniformly random over [k] (over the choice of the random
permutation (ji, ..., ji) that the simulator samples). Thus, an equivalent way of sampling the random permutation is
to first sample a random vector x € {0, 1}¥ with Hamming weight exactly ¢, and then randomly assign the corrupted
users to the indices j € [k] where x; = 1 and randomly assign the honest users to the indices j € [k] where x; = 0.

Next, instead of sampling the string x directly, we describe an approach to sample it in a top-down manner.
Consider the summation tree. The value of the root node corresponds to the number of corrupted indices among
all k indices. This is fixed to be ¢ = |S|. Some number c;, of the corrupted indices will fall in the left subtree while the
remainder cg will fall in the right subtree. The decision then is how to split ¢ into ¢y and cg such that ¢; +cg = c. When
the indices are assigned randomly (as they are in the real scheme), the distribution of ¢y is precisely a hypergeometric
distribution (HGDy ;). We can sample ¢y, from the hypergeometric distribution in time poly (4, log k) with 274 statistical
error [GGN10] and then set cg = ¢ — c. We can now repeat this process for each internal node layer by layer until we
reach the leaves. We use this process to define the permutation (j, . . ., jk). The distribution of (ji, ..., ji) associated
with this hypergeometric sampling procedure is statistically close to that obtained using a random permutation.
Finally, we de-randomize the sampling procedure by deriving the randomness for the hypergeometric sampling from
a PRF. Observe that this immediately yields an efficient algorithm to implement the Query function: start from the
root, and recursively compute the hypergeometric samples all the way down to the parent of the target node. This
requires at most log k PRF evaluations and invocations of the hypergeometric sampler. For ease of exposition, in
Section 6, we introduce the notion of a pseudorandom fixed-weight string to capture this functionality.

Supporting weighted thresholds. In a weighted threshold signature scheme, each signer is additionally associated
with a weight wy, and an aggregate signature attests that the signers have a total weight of at least ¢. One approach
to support weights using an unweighted threshold signature scheme is through virtualization where we implement a
signer with weight w, with w, virtual signers in the underlying unweighted scheme. However, this incurs a cost that
scales with the magnitude of the weights, so such a scheme can only support polynomial-size weights. A natural goal
is to support arbitrary weights where the cost scales with the bit-length of the weights rather than the magnitude.

Here, we observe that there is a simple powers-of-two transformation to transform any unweighted threshold
signature scheme into a weighted one. Suppose we want to support L-bit weights. We write the weight of each user ¢
in binary as wy = X ;cqo.1-1] 2/wy ;, and run L independent copies of the unweighted scheme, one for each bit position.
We will treat a signature in the j™ scheme as having weight 2/.

+ Each user ¢ € [k] samples a verification/signing key pair (vkj, sk ;) for each of the L schemes. The user
publishes vk, = (vkyp, ..., vker—1). When signing, the user signs the message under each of its signing keys
(so each signature share consists of L underlying signatures).

« To aggregate a collection of verification keys (vki,...,vkg) with the associated weights (wy, ..., wi), the
aggregator first defines I; C [k] to be the set of users £ where wy ; is 1. Let k; = |I j|. The aggregated verification
key consists of L aggregated verification keys for the underlying schemes, where the j™ aggregated verification
key is derived from {ng, j} tery’ We also include the counts ky, . . ., kr—; as part of the aggregated verification key.
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« Given signature shares from a set of users T C [k], the aggregate signature consists of L signatures. The j
aggregate signature consists of the count ¢; = |T NI j| together with an aggregate signature for copy j with
respect to the threshold c;.

+ The verifier checks that the aggregate signature for each copy j is valid with respect to c;, that ¢; < k;, and
that ZjE[O,Lfl] 2]C] > t.

Correctness follows from the fact that the total weight of the users in T is 3’ ;cjo1-1 27 |T NI j|. Succinctness follows
from the fact that the parameter sizes of all components only grow by a factor of L, which is polylogarithmic in the
total weight. Security and mode indistinguishability follow from the corresponding properties of the underlying
scheme and we refer to Section 8 for the full details.

Weighted threshold encryption. Finally, we observe that we can directly lift a puncturable weighted threshold
signature scheme into a weighted threshold encryption scheme by composing with witness encryption [GGSW13].
Recall first that in weighted threshold encryption (with silent setup), each user generates their own public/private key
pair (independently of all other users). Then, there is a public aggregation algorithm that takes a collection of user
public keys along with the associated weights and aggregates them into a short public encryption key ek. Anyone
can use ek to encrypt a message p with respect to a weight threshold ¢, and any set of users with total weight at least
t can decrypt by each publishing a decryption hint. To obtain a threshold encryption scheme from a puncturable
threshold signature scheme, we proceed as follows:

+ The users’ keys are signature keys, and the encryption key ek is the aggregated verification key vk,g,.

« To encrypt p, the encrypter samples a fresh key pair (vkors, skors) for a one-time signature scheme, encrypts
4 using witness encryption with respect to the NP statement “there exists an aggregate signature on vkors
under vk,g, for the threshold ¢,” and signs the resulting ciphertext using skors.

« To generate a decryption hint for a ciphertext, the user first checks the one-time signature, and if it verifies,
then the user gives out a signature share on vkors.

« To decrypt, one aggregates the signature shares on vkors and uses the aggregate signature as the witness to
decrypt the witness encryption ciphertext.

To argue security, we puncture the threshold signature scheme on the one-time signature key vk{ s associated with the
challenge ciphertext. Since the corrupted users have total weight less than ¢, the challenge statement is now false, which
allows us to appeal to the security of the witness encryption scheme and conclude that the message p is computationally
hidden. Here, it is critical that no signatures exist on vk ¢ rather than just being computationally hard to find. This is
because invoking witness encryption security requires the underlying NP statement to be false (rather than it just being
computationally hard to find a witness). Here, the one-time signature ensures that the adversary cannot request honest
decryption hints on vk (i.e., signature shares on the punctured message). This is because honest decrypters would
only sign vkors after checking the one-time signature. Since the adversary in the security game is not allowed to issue
decryption queries on the challenge ciphertext, any adversary that makes a valid decryption query on a ciphertext asso-
ciated with vk{ ;s must necessarily have forged a signature under vk{,;. This use of one-time signatures is a standard
approach used for building non-malleable or CCA-secure public-key encryption (cf., [DDN91, Sah99]). Succinctness fol-
lows from succinctness of the underlying threshold signature scheme (and specifically, succinctness of the aggregated
verification key, the aggregate signature, and the size of the verification circuit). We provide the full details in Section 9.

3 Preliminaries

We write A for the security parameter. All logarithms are base 2. We write N := {0, 1, 2, ...} for the set of nonnegative
integers. For an integer n € N, we write [n] := {1,...,n}, with the convention that [0] := @, and for integers a, b
we write [a,b] == {a,a+ 1,..., b}, with the convention that [a, b] := @ when a > b. Indices are encoded in binary
offset by one: for n > 1, we identify an index j € [n] with the [log n]-bit binary representation of j — 1 € [0,n — 1],
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so an index in [n] occupies exactly [log n] bits. For a binary string x € {0, 1}*, we denote the length of x by |x|. The
size of a Boolean circuit is its number of gates, counting its input gates; in particular, a circuit of size at most s has
at most s input wires. The depth of a Boolean circuit is the number of gates on a longest directed path from an input
gate to an output gate; in particular, the depth of a circuit is at most its size. We fix a canonical encoding of Boolean
circuits as binary strings, and we assume throughout that the encoding is such that the description size of a circuit
is at least its size; in particular, a circuit whose description has size at most s has size at most s. We write negl(1)
to denote a function that is 0(17°) for all constants ¢ € N and poly(A1) to denote a function that is O(A°) for some
positive constant c. For any set S, we write x <~ S to denote a uniform random sample x from S. Given two circuits
Co, Cy: {0,1}" — {0,1}™ U {L}, we say that Cy and C; are functionally equivalent if Cy(x) = C;(x) for all x € {0,1}".
We say that Cp, is a null circuit if Cp(x) = L for all x € {0, 1}". We denote a trivial null circuit by C,. Throughout
this work, we say an algorithm is efficient if it runs in probabilistic polynomial time in the length of its input.

3.1 Cryptographic Primitives

We now recall the standard definitions of the cryptographic building blocks we use in this work.

Definition 3.1 (Pseudorandom Function [GGM84]). A pseudorandom function (PRF) consists of a pair of efficient
algorithms ITprr = (Setup, Eval) with the following syntax:

« Setup(1*, N, 1%) — K: On input a security parameter A, an input domain size N (in binary), and an output
length £, the key-generation algorithm outputs a key K. We assume the key contains an implicit description
of £, and £,t.

« Eval(K, x) — y: On input a key K and an input x € [N], the evaluation algorithm outputs a value y € {0, 1}%u,

In addition, we require that ITpgf satisfies pseudorandomness. Formally, for a bit b € {0, 1} and a security parameter
A, we define the pseudorandomness game between an adversary A and a challenger as follows:

« On input the security parameter 14, the adversary outputs an input domain size N and an output length 1%,
« The challenger samples a key K « Setup(1%, 16n, 1fout),
+ The adversary can make an arbitrary number of distinct evaluation queries:

— On each evaluation query, the adversary chooses an input x € [N].

— The challenger samples y < {0, 1} and computes y; = Eval(K, x). It replies to A with yj.
« At the end of the game, the adversary outputs a guess b’ € {0, 1}, which is the output of the experiment.

We say that IIpgF satisfies pseudorandomness if for every efficient adversary A, there exists a negligible function
negl(-) such that for all 1 € N

[Pr[b’ =1:b=0] —Pr[b’ =1:b=1]| < negl(A).

Definition 3.2 (One-Time Digital Signatures). A one-time digital signature scheme for arbitrary-length messages
is a tuple of efficient algorithms IIots = (Gen, Sign, Verify) with the following syntax:

« Gen(1%) = (vk, sk): On input the security parameter A, the generation algorithm outputs a verification key
vk and a signing key sk.

+ Sign(sk,m) — o: On input a signing key sk and a message m € {0,1}", the signing algorithm outputs a
signature o.

« Verify(vk,m, o) — b: On input a verification key vk, a message m € {0, 1}*, and a signature o, the verification
algorithm outputs a bit b € {0, 1}.

The signature scheme should satisfy the following properties:
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« Correctness: For all A € N and all m € {0, 1}", it holds that

. _ . (vkssk) — Gen(1%) _
Pr| Verify(vk,m,0) =1 : &  Sign(sk, m) =1.

+ Strong one-time unforgeability: For any adversary A, the strong one-time unforgeability game ExptOTU 4 (1)
is defined as follows:
1. On input a security parameter 1%, the challenger samples a key pair (vk, sk) < Gen(1*) and sends vk to A.

2. The adversary A makes at most one signing query: it may send a single message m € {0,1}" to the
challenger, or it may make no signing query at all.

3. If A sent a message m, the challenger replies with a signature o « Sign(sk, m).
4. The adversary outputs m*, o*.
5. The output of the experiment is 1 if Verify(vk,m*,¢*) = 1 and, in case A made a signing query, also

(m*,0%) # (m,0).

We say that Ilots satisfies strong one-time unforgeability if for every efficient adversary A there exists a
negligible function negl(-) such that Pr[ExptOTU 4 (1) = 1] < negl(1).

Definition 3.3 (All-But-One Signatures [GVW19]). An all-but-one (ABO) signature scheme with message space
{0,1}" and signature space {0, 1}, where n = n(1) and ¢ = £(A) are fixed polynomials, is a tuple of efficient algorithms
ITago = (Setup, SetupPunc, Sign, Verify) with the following syntax:

« Setup(1*) — (sk, vk): On input a security parameter A, the setup algorithm outputs a signing key sk and a
verification key vk.

« SetupPunc(1%, msg*) — (sk, vk): On input a security parameter A and a message msg* € {0, 1}", the punctured
setup algorithm outputs a signing key sk and a verification key vk that is punctured at msg*.

« Sign(sk, msg) — o: On input a signing key sk and a message msg € {0, 1}", the signing algorithm outputs a
signature o € {0, 1}.

« Verify(vk,msg,0) — b: On input a verification key vk, a message msg € {0,1}", and a signature o, the
verification algorithm outputs a bit b € {0, 1}. This algorithm is deterministic.

The IIapo scheme should satisfy the following properties:

. Correctness: For all A € N, all messages msg € {0, 1}", all (sk, vk) in the support of Setup(1%), and all ¢ in
the support of Sign(sk, msg), the following holds:

Verify(vk, msg, o) = 1.

« Punctured correctness: For all 1 € N, all messages msg* € {0, 1}", all (sk, vk) in the support of the punctured
setup SetupPunc(l’l, msg*), and all signatures o € {0, 1}, the following holds:

Verify(vk, msg*, ) = 0.

« Verification key indistinguishability: For a bit b € {0, 1} and an adversary A, we define the verification
key indistinguishability game as follows:
1. On input the security parameter 1%, the adversary A outputs a message msg* € {0, 1}".
2. The challenger computes the keys as follows:
- If b = 0, it samples (sk, vk) « Setup(1%).
- If b = 1, it samples (sk, vk) « SetupPunc(1*, msg").
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It sends vk to A.

3. Throughout the game, the adversary may adaptively make signing queries: on a query msg € {0, 1}" with
msg # msg”, the challenger replies with o « Sign(sk, msg).

4. The adversary outputs a guess b’, which is the output of the experiment.

We say that [Izpo satisfies verification key indistinguishability if for every efficient adversary A, there exists
a negligible function negl(-) such that forall 1 e N

IPr[t’ =1:b=0] = Pr[b/ =1:b=1]| < negl(A).

Definition 3.4 (Witness Encryption [GGSW13]). A witness encryption scheme consists of two efficient algorithms
ITwe = (Enc, Dec) with the following syntax:

« Enc(1%,C,m) — ct: On input a security parameter A, a Boolean circuit C: {0,1}" — {0, 1}, and a message m,
the encryption algorithm outputs a ciphertext ct.

« Dec(ct,w) — m’: On input a ciphertext ct and a witness w € {0, 1}", the decryption algorithm outputs a
message m’ or a special symbol L.

The witness encryption scheme should satisfy the following properties:

« Correctness: For all 1 € N, all Boolean circuits C: {0,1}" — {0, 1}, all w € {0,1}" such that C(w) = 1, all
messages m, and all ciphertexts ct in the support of Enc(lA, C, m), the following holds:

Dec(ct,w) = m.

« Message hiding: For any adversary A, we define the following game parameterized by a bit b € {0, 1}:
1. On input a security parameter 14, the adversary A sends a Boolean circuit C: {0,1}" — {0,1} and two
equal-length messages mo, m; to the challenger.

2. If there exists a witness w € {0, 1} such that C(w) = 1, the experiment aborts and outputs a random
bit »” & {0,1}.

3. The challenger computes a ciphertext ct « Enc(l’l, C, mp) and sends ct to A.
4. The adversary A outputs a guess b’ which is the output of the experiment.

We say that the witness encryption scheme satisfies message hiding if for every efficient adversary A, there
exists a negligible function negl(-) such that forall 1 € N

[Pr[p’ =1:b=0] —Pr[b’' =1:b=1]| < negl(4).

Definition 3.5 (Function-Binding Hash for Conjunctions [FWW23]). Let X = {X)} <y be a family of block spaces.
As in Definition 4.1, the block space is indexed by A alone and not by the number of blocks k; an instantiation whose
blocks carry an index in [k] takes that component to range over [2%], and the predicate g below must then be defined
on all of X. A function-binding hash for conjunctions over X is a tuple of efficient algorithms IIggy = (Setup,
SetupBinding, Hash, Verify) with the following syntax:

« Setup(1%4,k,1%) — hk: On input the security parameter A € N, a number of blocks k € N (in binary), and a
description size bound s, € N, the setup algorithm outputs a hash key hk.

« SetupBinding(1%, k, 1%, g) — hk: On input the security parameter A € N, a number of blocks k € N (in binary),
a description size bound s; € N, and (the description of) a predicate g: X3 — {0, 1} of description size at most
sg» the binding setup algorithm outputs a hash key hk that binds on the conjunction x — A;c[x) 9(x:).
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« Hash(hk,x) — (dig, p1, ..., px): On input a hash key hk and a vector of blocks x = (x1,...,xx) € Xk the hash
algorithm outputs a digest dig and k openings py, .. ., pr. This algorithm is deterministic.

« Verify(hk, dig, i, x, p) — b: On input a hash key hk, a digest dig, an index i € [k], a block x € X}, and an
opening p, the verification algorithm outputs a bit b € {0, 1}. This algorithm is deterministic.

Moreover, ITrgy should satisfy the following properties:

+ Correctness: For all A, k,s; € N with A,k > 1, all predicates g of description size at most sy, all hk in the
support of Setup(l’l,k, 1%9) or of SetupBinding(l’l, k,1%,g),all x = (x1,...,xx) € XA’c and all i € [k], we have
Verify (hk, dig, i, x;, p;) = 1, where (dig, p1, ..., px) = Hash(hk, x).

+ Perfect function binding: For all 4, k,s; € N with A,k > 1, all predicates g of description size at most s,
all hk in the support of SetupBinding(lA, k,1%,g), and all x = (x1,...,x%) € X/{‘ such that g(x;) = 1 for every
i € [k], writing (dig, p1, . . ., pr) = Hash(hk, x), the following holds for every index i € [k], every block x € X
and every opening p:
Verify(hk, dig, i, x,p) =1 = g¢g(x) =1.

+ Mode indistinguishability: For any efficient adversary A, we define the following game parameterized by
abitb € {0,1}:

1. On input the security parameter 1%, the adversary A sends a number of blocks k € N, a description size
bound 1, and the description of a predicate g: X3 — {0, 1} of description size at most s, to the challenger.

2. If b = 0, the challenger samples hk « Setup(l’l, k,1%);if b = 1, it samples hk « SetupBinding(lA, k,1%,g).
It sends hk to A.

3. The adversary A outputs a bit " which is the output of the experiment.

We say that IIggy satisfies mode indistinguishability if for every efficient adversary A, there exists a negligible
function negl(-) such that forall A € N

[Pr(b’ =1:b=0]—Pr[b’ =1:b=1]| < negl(d).

+ Succinctness: There exists a universal polynomial poly(-) such that for all A, k,s; € N with A, k > 1, all pred-
icates g of description size at most s, all hk in the support of Setup(1%, k, 1%7) or of SetupBinding(1%, k, 1%, g),
allx € X)’f and all i € [k], we have |hk|, [dig], |p;| < poly(4,logk,sy), where (dig, ps,..., px) = Hash(hk, x).

Theorem 3.6 (Function-Binding Hash for Conjunctions [FWW23]). Assume there exists a leveled homomorphic
encryption scheme. Then for every family of block spaces X there exists a function-binding hash for conjunctions over X.

4 Building Blocks

In this section, we define two building blocks that we use: dynamic somewhere-extractable hash and statistical
functional BARG. The common theme between the two primitives is that they extend known primitives with a
“somewhere-statistical property” to have that “somewhere” chosen dynamically.

4.1 Dynamic Somewhere-Extractable Hash

We define a generalization of somewhere-extractable hash [HW15] that enables dynamic selection of the bound
index. Namely, the setup algorithm in binding mode receives a function f: 7~ — [2"], which maps a tag 7 € 7 to an
index i* = f (7). This setup algorithm outputs public parameters pp that can be used to deterministically generate a
hash key hk from any tag. The statistical binding (or extraction) security requires that the hash key hk = Gen(pp, 7)
statistically binds (or is statistically extractable) on the index i*. We additionally require mode indistinguishability
which asserts that a bounded adversary cannot distinguish the parameters sampled by a binding setup from the
parameters sampled in normal mode.
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Definition 4.1 (Dynamic Somewhere-Extractable Hash). For every A € N, let X := {0, 1}" be a block space with
polynomial-size description, and let 7 be a tag space. When A is clear from context, we abuse notation and write x € X
torefertox € X) andz € 7 torefertor € 7). A dynamic somewhere-extractable hash for block space X and tag space 7
is a tuple of efficient algorithms IIpsen = (Setup, SetupBinding, Gen, Hash, Verify, Extract) with the following syntax:

Setup(14,k, 1°,1%¢) — pp: On input the security parameter A € N, the number of blocks k € N (in binary), a
description size bound sy € N, and a depth bound s4 € N, the setup algorithm outputs the public parameters pp.

SetupBinding (1%, k, 15, 1%, f) — (pp, td): On input the security parameter A, the number of blocks k € N (in
binary), a description size bound sy € N, a depth bound s; € N, and (the description of) a function f: 7~ — [2%]
of description size at most sy and depth at most s4, the binding setup algorithm outputs the public parameters
pp and a trapdoor td.

Gen(pp, ) — hk: On input the public parameters pp and a tag 7 € 7, the key-generation algorithm outputs
a hash key hk. This algorithm is deterministic.

Hash(hk, (x1,...,x¢)) — (dig, o1, ...,0%): On input a hash key hk and a vector of blocks (xi,...,xx) € X,
where k is the number of blocks fixed at setup, the hash algorithm outputs a digest dig and openings o7, . . ., 0.

Verify(hk, dig, i, x, 0) — b’: On input a hash key hk, a digest dig, an index i € N, a block x € X, and an opening
o, the verification algorithm outputs a bit " € {0, 1}.

Extract(td, dig) — x: On input the trapdoor td and a digest dig, the deterministic extraction algorithm outputs
ablock x € X.

Moreover, IIpsen should satisfy the following properties:

Correctness: For all A, Sf» Sds k € Nwith A,k > 1, all tags 7 € T, all vectors (x3,...,xx) € Xk, and all indices
i € [k], we have:
pp «— Setup(ll, k, 1°7,1%9)
Pr [Verify(hk, dig, i, x;, ;) = 1 hk = Gen(pp, 7) =1
(dig, 01, ..., 0k) « Hash(hk, (x1,...,xx))

Mode indistinguishability: For any adversary A, we define the following game parameterized by a bit
be{0,1}:

1. On input a security parameter 1%, the adversary A sends the number of blocks k € N, a description size
bound 1%/, a depth bound 1%¢ and the description of a function f: 7~ — [2*] of description size at most
sy and depth at most s, to the challenger.

2. The challenger computes the public parameters as follows:
- If b = 0, the challenger computes pp « Setup (1%, k, 1%, 15),
— If b = 1, the challenger computes (pp, td) « SetupBinding(lA, k,15r,1% f).
The challenger sends pp to A.
3. The adversary A outputs a guess b which is the output of the experiment.

We say that IIpsgy satisfies mode indistinguishability if for every efficient adversary (A, there exists a negligible
function negl(-) such that forall A € N

[Pr[p’ =1:b=0] —Pr[b’ =1:b=1]| < negl(h).
Somewhere extraction: For all 4, s¢, 54,k € N with A,k > 1, all functions f: 7 — [2’1] of description size at
most sy and depth at most sy, all tags 7 € 7, all pairs (pp, td) in the support of SetupBinding(lA, k,157,1%, f),

and the hash key hk = Gen(pp, 7), the following holds perfectly for any (not necessarily honestly computed)
digest dig: for any block x € X and any opening o, if Verify(hk, dig, f(7), x, 0) = 1 then x = Extract(td, dig).
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+ Succinctness: There exist efficiently computable universal polynomials phi(-), pdig (+), Po(*), PExtract (+)» dExtract (+)
that are independent of the tag space 77, such that for all A, s, sq, k € Nwith A,k > 1andall r € 7, the following
bounds hold:

— Succinct hash key: For all pp in the supports of Setup(l/l, k,1°,1%) and SetupBinding(l’l, k, 15,15 ),
we have |hk| < pni(4, logk, s4,log s¢), where hk = Gen(pp, 7).

- Succinct digest and openings: For all pp in the support of Setup(lA, k,15F,1%), all x € X¥ and all
i € [k], we have |dig| < p4ig(A, logk, sq,log s¢) and |oi| < ps(4,logk, sg,1og s¢), where hk = Gen(pp, 7)
and (dig, oy, . .., o) = Hash(hk, x).

- Succinct trapdoor: For all functions f: 7 — [2] of description size at most sy and depth at most
sq4» and all pairs (pp, td) in the support of SetupBinding(lA, k,1°7,1%, f), the function Extract(td, -) is
computable by a circuit of size peyiract (A, log k, sq,log s¢) and depth deyiract (4, log k, log sg,log s ).

While succinctness for a somewhere statistically binding hash function [HW15] and similar hash functions
usually does not explicitly state a dependence on the depth, we will actually rely on it in our applications.

The construction of this primitive follows by a simple extension of the classic somewhere statistically binding hash
function [HW15], and we defer it to Appendix A.

Remark 4.2 (Alternative Syntax for Dynamic Somewhere-Extractable Hash Functions). Alternatively, we could have
folded the Gen algorithm into the Hash and Verify algorithms. Namely, the public parameters pp output by Setup
and SetupBinding could have been treated as the hash key, and then both Hash and Verify would take the tag 7 as
additional input, and then derive the actual hash key internally by running Gen(pp, 7). This alternative definition,
while more natural, has several downsides:

1. First, it would require deriving the hash key each time a hashing or verification process is invoked, whereas
Definition 4.1 enables generating the hash key once, and then reusing it.

2. Second, and perhaps more importantly, one could imagine applications where the function description is
much larger than the description of an index in [2*]. The public parameters have to grow with the function
description, whereas the hash key derived from Gen(pp, 7) could be independent of the function. Therefore
our definition results in potentially smaller hash keys.

Our applications could all be carried out with the alternative definition, despite its downsides. However, we see value
in the flexible interface of Definition 4.1.

4.2 Statistical Functional Non-Interactive Batch Arguments

We recall the notion of a functional batch argument (BARG) [BCJP24, PP26] for the index language, which generalizes
the notion of a somewhere-extractable index BARG. In an index BARG [CJJ21a, CJJ21b, WW22], an instance is a
circuit C: [k] x {0,1}™ — {0, 1}, and a proof establishes that there exist witnesses wy, ..., wx € {0, 1}™ such that
C(i,w;) = 1for all i € [k], while the proof size and the verification time grow with log k rather than with k. A
somewhere-extractable BARG provides an alternative, computationally indistinguishable, setup that inputs an index
i* € [k] and outputs a trapdoor along with the common reference string, so that a witness w satisfying C(i*, w) = 1
can be extracted from an accepting proof.

Similar to a dynamic somewhere-extractable hash function, in a functional BARG, the binding setup takes a func-
tion f: 7 — [k] in place of a fixed index, each common reference string is derived from a tag 7 € 7, and extraction
is guaranteed on the index f (7). As in Definition 4.1, we split setup from the generation of the common reference
string: the setup algorithms fix the function f and output public parameters pp, and Gen(pp, 7) deterministically
derives the common reference string used by the prover and the verifier. This inherits the first advantage recorded
for Definition 4.1: the common reference string is derived once per tag and reused across proofs.

The main distinction between our definition and prior work [BCJP24, PP26] is that we require statistical extraction
or soundness: we require that a witness for instance f(7) can be extracted from any accepting proof, regardless of
how it was computed, which is essential for our applications. This requires building the BARG from scratch, which
we do in Appendix B.
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Definition 4.3 (Functional Index BARG with Statistical Extraction [PP26, adapted]). Let 7 = {71} ¢ be a family
of tag spaces. When A is clear from context, we abuse notation and write 7 € 7~ to refer to 7 € 7. A functional index
BARG with statistical extraction for tag space 7™ is a tuple of efficient algorithms

I = (Setup, SetupBinding, Gen, Prove, Verify, Extract)

with the following syntax:

« Setup(1%4,k, 1°,157) — pp: On input the security parameter A € N, the number of instances k € N (in binary)
with 1 < k < 2%, a circuit size bound s € N, and a description size bound sf €N, the setup algorithm outputs
public parameters pp.

SetupBinding(14,k, 1°, 1%, f) — (pp, td): On input the security parameter A € N, the number of instances
k € N (in binary) with 1 < k < 2%, a circuit size bound s € N, a description size bound sf € N, and (the
description of) a function f: 7~ — [k] of description size at most s¢, the binding setup algorithm outputs
public parameters pp and a trapdoor td.

« Gen(pp, 7) — crs: On input public parameters pp and a tag 7 € 7, the generation algorithm outputs a common
reference string crs. This algorithm is deterministic.

Prove(crs, C, (wy, ..., wx)) — II: On input a common reference string crs, a circuit C: [k] x {0,1}™ — {0, 1}
of size at most s, and a vector of k witnesses, the prover algorithm outputs a proof II.

Verify(crs, C,IT) — b’: On input a common reference string crs, a circuit C, and a proof II, the verification
algorithm outputs a bit b’ € {0, 1}.

Extract(td,IT) — w: On input the trapdoor td and a proof I1, the deterministic extraction algorithm outputs
a single witness w € {0, 1}, where the witness length m is fixed by pp and recorded in td.

Moreover, ITrg should satisfy the following properties:

+ Completeness: For all A, k,s,sy € NwithA > 1and1 <k < 24, all tags r € 7, all circuits C: [k] x {0,1}™ —
{0, 1} of size at most s, and all witnesses wy, ..., wg € {0, 1} such that C(i, w;) = 1 for all i € [k], we have:

pp « Setup(1* k, 1°, 1%/)
Pr [Verify(crs,C,II) = 1 | crs = Gen(pp, 7) =1.

IT < Prove(crs,C, (wy, ..., wg))

+ Mode indistinguishability: For any efficient adversary A, we define the following game parameterized by
abitb € {0,1}:

1. Oninput 14, the adversary A sends k, 1°, 1% with1 < k < 24, and the description of a function f: 7 — [k]
of description size at most s¢ to the challenger.
2. The challenger computes the public parameters as follows:
- If b = 0, the challenger computes pp < Setup(1%, k, 1%, 15/).
- If b = 1, the challenger computes (pp, td) « SetupBinding(1%, k, 1%, 1%, f).
The challenger sends pp to A.
3. A outputs a guess b’ which is the output of the experiment.

We say that Ip satisfies mode indistinguishability if for every efficient adversary A, there exists a negligible
function negl(-) such that for all A ¢ N

[Pr[p’ =1:b=0] —=Pr[b’' =1:b=1]| < negl(}).
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« Somewhere extraction: For any (potentially unbounded) adversary A, we define the following game:

1. On input the security parameter 1%, the adversary A sends k, 1°, 1% with 1 < k < 2%, and the description
of a function f: 7~ — [k] of description size at most s¢ to the challenger.

2. The challenger computes (pp, td) < SetupBinding(1%, k, 1%,1%, f) and sends pp to A.

3. The adversary A outputs a tag 7 € 7, a circuit C: [k] x {0,1}™ — {0, 1} of size at most s, and a proof II.
4. The challenger computes crs = Gen(pp, 7) and extracts a witness w «— Extract(td, IT).

5. The experiment outputs 1 if Verify(crs, C,II) = 1 and C(f(r), w) # 1. Otherwise, it outputs 0.

We say that ITrp satisfies somewhere extraction if for any (potentially unbounded) adversary A, there exists
a negligible function negl(A) such that the probability that the experiment outputs 1 is at most negl(1). We say
that Igp satisfies strong somewhere extraction if the above holds even when the challenger additionally sends
the trapdoor td to A in the second step of the game. Only the plain notion is used in this work: it is the notion
that Theorem 5.10 relies on, and it is the notion that Lemma B.13 establishes for the recursive construction.
The strong notion is recorded only because the base scheme of Remark B.9 happens to satisfy it.

« Succinctness: There exist efficiently computable universal polynomials pc.s(:), pr(-), pyr(-) that are inde-
pendent of the tag space 7 such that for all A, k,s,sy € NwithA > 1and1 < k < 24 all tags r € 7, all
C: [k] x{0,1}™ — {0, 1} of size at most s, and all witnesses wy, ..., wg € {0, 1}"™:

— Compact crs: For all pp in the supports of Setup(l’l, k,1°,15) and SetupBinding(lA, k, 15,17, ), we have
lcrs| < pars(4,logk, s, sp), where crs = Gen(pp, 7).

— Succinct proof: For all pp in the support of Setup(14,k,1%,1%) and all proofs II in the support of
Prove(crs, C, (wy, ..., wx)), where crs = Gen(pp, 7), we have [II| < pr(4,logk,s, s¢).

— Verification time: For all pp in the support of Setup(1%, k, 1%, 1%) and all IT € {0, 1}*, the running time
of Verify(crs, C,II), where crs = Gen(pp, ), is bounded by pyr(4,logk,s, sy, [II]).

5 BARG for Trapdoor Threshold Languages

In this section, we define and construct a non-interactive batch argument for what we refer to as trapdoor threshold
languages. Very importantly, our construction will provide a form of statistical soundness, which we elaborate on
later in this section. The first thing we do is define trapdoor threshold languages.

Trapdoors for threshold languages. Let k > 1 be an integer we refer to as the batch size. Let C: [k] X {0,1}™ —
{0,1} be a Boolean circuit. For any i € [k], the i instance is a yes if it belongs to the following language:

Le={ielk] : Iwe {0,1}"st. C(i,w) = 1}
The threshold language is defined as follows:
L ={(Ct) : |Lc| 2t}

In a nutshell, a trapdoor for L can recognize (some) no instances (i.e., Ext(i) = 0 = i ¢ L¢). And moreover, for
any interval J = [y, jo] € [k], the trapdoor can efficiently compute the sum };c 4 Ext(i), in time O(log k) instead
of the naive O(|.J]). As it turns out, it will be easier to define a binary tree whose leaves correspond to instances
in [k], and let Ext take as input a node and output the sum of the recognized leaves in the node’s subtree.

Definition 5.1 (Trapdoor Threshold Languages). For simplicity, assume that k is a power of two, and let T be a
complete binary tree with k leaves, whose leaves are labeled by the indices 1,.. ., k in left-to-right order and whose
internal nodes are labeled by the indices k+1, . . ., 2k — 1, by increasing height and, within each height, from left to right.
More explicitly, the i node in level £ has label 2k — 2+ + i, where the root node is on level £ = 0 and the leaves are on
level ¢ = log k. We denote the label of the root by root = 2k —1. Let Ext: [2k—1] — N be a function mapping the nodes
of T to nonnegative integers. We say that Ext is a trapdoor for the threshold language of C if it satisfies the following:
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« Leaf soundness: For every leaf i € [k], we have Ext(i) € {0, 1}, and if Ext(i) = 0, then i ¢ L.

- Propagation: For every internal node v € [k + 1,2k — 1] with children vy and v;, we have Ext(v) =
Ext(vy) + Ext(v;).

Unrolling the propagation property, Ext(v) = }}; Ext(i) for every node v, where the sum ranges over all leaves i in
the subtree of T rooted at v.> In particular, Ext(v) counts the leaves flagged by Ext in the subtree of v, and by leaf
soundness every yes instance in that subtree is flagged, so Ext(v) upper bounds the intersection of the subtree with
Lc. Hence, whenever Ext(root) < t, fewer than t of the k instances are satisfiable.

Defining BARGs for trapdoor threshold languages. Our definition has two computationally indistinguishable
setup modes: normal and sound. The sound mode takes as input a trapdoor Ext and guarantees that for any Boolean
circuit C: [k] x {0,1}™ — {0, 1} such that Ext is a trapdoor for the threshold language of C, then with overwhelming
probability, there does not exist a proof that (C,t) € Ly, for any t > Ext(root).

Definition 5.2 (BARG for Trapdoor Threshold Languages). A BARG for trapdoor threshold languages is a tuple of
efficient algorithms Ilgarc = (Gen, SoundGen, Prove, Verify) with the following syntax:

. Gen(ll, k,1%,1%) — crs: On input the security parameter A € N, the batch size k € N with k < 24 (in binary),
a circuit size bound s, € N, and a trapdoor size bound s; € N, the setup algorithm outputs a common reference
string crs.

. SoundGen(l’l, k, 1%, 1% Ext) — crs: On input the parameters (1)‘, k, 1%, 1°t) as above and (the description of)
a function Ext: [2k — 1] — N on the nodes of T whose description size is at most s;, the sound setup algorithm
outputs a common reference string crs.

« Prove(crs,C, S, (w;)ies) — II: On input a common reference string crs, a circuit C: [k] X {0,1}"* — {0, 1} of
size at most s., a subset S C [k], and witnesses (w;);es with each w; € {0, 1}, the prover algorithm outputs
a proof IT.

« Verify(crs, C, t,II) — b’: On input a common reference string crs, a circuit C, a threshold ¢t € N with ¢ < k, and
a proof II, the verification algorithm outputs a bit " € {0, 1}.

Moreover, IIgarg should satisfy the following properties:

« Completeness: Forall A, k, t,s.,s; € Nwith A,k > landt < k < 22, all circuits C: [k]x{0,1}™ — {0,1} of size
at most s, all subsets S C [k] with |S| > ¢, and all witnesses (w;);es such that C(i, w;) = 1 for all i € S, we have:

crs «— Gen(l’l, k, 1%, 1%)

Pr | Verify(crs,C, t,11) = 1 =
IT « Prove(crs, G, S, (w;)ies)

+ Mode indistinguishability: For any efficient adversary A, we define the following game parameterized by

abitb € {0,1}:
1. On input 1%, the adversary A sends a batch size k < 24 1% 15 and the description of a function
Ext: [2k — 1] — N of size at most s; to the challenger.
2. The challenger computes the common reference string:
- If b =0, it samples crs « Gen(lA, k, 1%, 1%).
- If b =1, it samples crs « SoundGen(l’l, k, 1%, 1% Ext).
The challenger sends crs to A.

3. A outputs a guess b’ which is the output of the experiment.

3Note that Ext also allows computing the number of flagged leaves in any given interval [ ji, j2] € [k] by computing Ext on at most & nodes.
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We say that [Igarc satisfies mode indistinguishability if for every efficient adversary A, there exists a negligible
function negl(+) such that forall A € N

[Pr(b’ =1:b=0] —Pr[b' =1:b=1]| < negl().

« Statistical soundness: For any (potentially unbounded) adversary A, we define the following game:
1. On input the security parameter 1%, the adversary A sends a batch size k < 2%, 1%, 1% and the description
of a function Ext: [2k — 1] — N of size at most s; to the challenger.
2. The challenger computes crs « SoundGen(l’l, k, 1%, 1% Ext) and sends crs to A.

3. The adversary A outputs a circuit C: [k] x {0,1}™ — {0, 1} of size at most s, a threshold ¢ € N with
t < k, and a proof II.

4. The experiment outputs 1 if and only if all of the following hold:
— Verify(crs,C, t,1I) = 1.
— Ext is a trapdoor for the batch language of C.
— Ext(root) < t.

We say that [Igarc satisfies statistical soundness if for any (potentially unbounded) adversary A, there exists
a negligible function negl(1) such that the probability that the experiment outputs 1 is at most negl(4).

« Succinctness: There exist universal polynomials ¢¢s(-), g (), gvr(-) such that for all A, k, t,s., s; € N with
Ak>1andt <k <2% allC: [k] x {0,1}™ — {0, 1} of size at most s, all subsets S C [k], and all witnesses
(Wi)ieS with w; € {0, l}m:

- Succinct CRS: For all crs in the support of Gen(ll, k,1%,1°), we have |crs| < gcrs(A,logk, s¢, s¢).

— Succinct proof: For all crs in the support of Gen(1%, k, 1%, 1%) and all IT in the support of Prove(crs, C,
S, (wi)ies), we have |II| < qn(A,logk, s, s¢).

— Verification time: For all crs in the support of Gen(1%,k, 1%,1%) and all I € {0, 1}*, the running time
of Verify(crs, C, t,II) is bounded by qyr (A, log k, s, s¢, |I1]).

5.1 Construction

In this section, we construct a BARG for trapdoor threshold languages from statistical functional BARGs and a
dynamic somewhere-extractable hash.

Levels and local indexing. Throughout this section we assume that k is a power of two with 2 < k < 24, and
we write h := log k for the height of the tree T, in particular 1 < h < A. For ¢ € [0, h], the 2™ Jevel of T consists of the
2¢ nodes at distance ¢ from the root, thus level 0 consists of the root alone and level h of the leaves. It is convenient
to index nodes by their position within their level: for £ € [0,k] and i € [2¢], we write node,; € [2k — 1] for the i'h
node of level ¢ in left-to-right order. Explicitly, the labeling fixed above is

nodey; = 2k — 2“1 + 1§,

since the levels b, h — 1, ..., £ + 1 contribute 2k — 2* nodes in total. Hence nodey; = i for every leaf i € [k], we have
nodeg; = root = 2k — 1, and the two children of an internal node node;; are node,2i—1 (left) and node,; 2; (right).
For each level ¢ € [0, h], we write layer, = (nodey,;);c[2] for the vector of all nodes in level .

Construction 5.3 (BARG for Trapdoor Threshold Languages). The construction uses the following cryptographic
ingredients:
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« A dynamic somewhere-extractable hash IIpsgy = (DSEH.Setup, DSEH.SetupBinding, DSEH.Gen, DSEH.Hash,
DSEH.Verify, DSEH.Extract) as per Definition 4.1, for the block space X := [2*] x ([0, 2*] U [0, 2*]3) of node
blocks (defined in Prove below) and the tag space 7~ := {0, 1}« U { L}, where pni := pnk (4, logk, s4, log sf) is
the bound on the hash key size from Definition 4.1 when instantiated with the parameters we define below.
Note that there is no circular dependence since py is required to be independent of the tag space.

« A functional index BARG IIfg = (FB.Setup, FB.SetupBinding, FB.Gen, FB.Prove, FB.Verify, FB.Extract) with
somewhere extraction as per Definition 4.3, for the tag space 7 := {0, 1}#" U { L}, for the same ppy from the
previous bullet.

We define ComputeParams: N* — N? to be a function that takes a security parameter A, a level £ and parameters

sg(f_l), sJ(f_l) for the previous level, and outputs parameters sg(lf), sj(f) for the current level. The function is computed
as follows:

(e=1) (e=1)
a  5F )

- (s](f) = 5t + peatract (A, &5y, Tog sf ™) + 1000 log k, 5 = s + dewtract (4, £, log sy ™, log s 71) + 1000)

ComputeParams (/1, t,s

where pextract and dexiract are the polynomials from Definition 4.1.

We will argue later on that this function is efficiently computable and outputs legal parameters that can be used
in our construction. Let sp bound the size of the circuits D) of Figure 2 and Figure 3. We assume k > 2 is a power
of 2, so h > 1is an integer. The algorithms of the scheme are defined as follows:

« Gen(1%4,k, 1%, 1%): On input the security parameter A € N, the batch size k € N, a circuit size bound s, € N,
and a trapdoor size bound s; € N, the setup algorithm proceeds as follows:

1. Set s](,_l) =1and sg(l_l) =1
2. Let h :=logk. For each level £ = 0, ..., h, starting from the root level 0 down to the leaves level h:

— Compute sa(ll),s](f/) = ComputeParams(4, ¢, sc(l[_l),s(f_l)).

(0 ()
- Sample the hash parameters pp?>fH «— DSEH.Setup(1%, 2¢, 1% ,15; ).

(o)
- Sample the functional BARG public parameters pp}® « FB.Setup(14,2¢, 150, 1° ).
3. Output crs = (pp(?SEH, e, pp}?SEH, ppr, e, pp}FlB).

. SoundGen(l’l, k, 1%, 1%, Ext): On input the security parameter A € N, the batch size k € N, a circuit size bound
sc € N, a trapdoor size bound s; € N, and (the description of) a function Ext: [2k — 1] — N of size at most
st, the sound setup algorithm proceeds as follows:

1. Set s}o) =1and sfl,o) =1.
2. Let h :=logk. For each level £ = 0, .. ., h, starting from the root level 0 down to the leaves level h:

— Compute sa(l(),s;[) = ComputeParams(4, ¢, sc(l[_l),sy—l)).

— Sample binding hash parameters and a trapdoor (pp?SEH, tdP5E") « DSEH.SetupBinding(14, 2¢,

(0 (0
17, 15 , ge), for the function g, of Figure 1. This is a legal step by Proposition 5.4.

- Sample binding functional BARG public parameters and a trapdoor (pp'®, td"®) « FB.SetupBinding(1%,
(£)
2¢,152,1° | g;), with the same function g,.
3. Output crs = (ppPSEH, .. pp}?SEH, ppee, .- PP;Y)-

Here gy = 1, and for ¢ > 0 the function g, is the following.
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Constants: The trapdoor function Ext and the hash trapdoor td?flEH

Inputs: A tag 7, = dig,_; consisting of the digest of the level ¢ — 1.

of the level above.

1. Extract the block committed at the index on which the hash of level £ — 1 is bound,
x’ = DSEH.Extract (tdP5EH, dig,_,).

) with i € [2¢71], output the index 1.

2. If x’ is not of the form (i, v’ v’
nodey z;

U/
nodey—1,;’ “nodegi—1’

3. Otherwise parse x’ in this form, so that x” is the block of the node node,_1 ;, and compute the bit

nodem,

5 {0 v’ > Ext(nodey,2;)

1 otherwise

4. Output the index 2i — f.

Figure 1: Function g,[Ext, td?_leH] for alevel £ > 0.

« Prove(crs, G, S, (wj);es): On input the common reference string crs = (pp('))SEH, ey ppESEH, ppiB. ..., pp}FlB), a

circuit C: [k] X {0,1}" — {0,1}, a subset S C [k], and witnesses (w;);es With each w; € {0, 1}, the prover
algorithm proceeds as follows:

1. Foreachi=1,...,2k — 1 (starting from 1 and ending at the root 2k — 1), compute the node values of the
tree T as follows:

ieS

i¢S

— For each internal node i € [k + 1, 2k — 1] with children L,R € [i — 1], set v; = vf, + 0.

1
— For each leafi € [k], setov; = {0

Recall that for each layer ¢ and node index i € [2¢], the value node,; is the global index of the i node
in layer ¢.

2. For each level ¢ € [0, h] and each i € [2¢] set

= (i’ Unodes;> Unodesssi-1> 0n0d3{+112i) te [0, h - 1]
00— .
(l, Unodeh)i) t=h

Denote X, = (x¢;1, ..., X;2¢) for the vector of blocks of level ¢.
3. Set 7y = L, then for each level £ =0, ..., h:

— Compute the hash key hk, = DSEH.Gen(pp?SEH, 7p) and the functional BARG common reference
string crs(fEI = FB.Gen(ppth,Tg).

- Hash the blocks of the level (dig,, oz, . .., 0y2¢) = DSEH.Hash(hk,, x,).

- If £ < h then set the tag for the next level 7,,; = dig,.

4. Compute a functional BARG proof for every level:

— For each level £ € [0,h — 1] and each i € [2¢], set the witness
Wy i = (xz,i, O¢,is Xe+1,2i—1> O¢+1,2i—1> x£+1,2i,0'f+1,2i),
and compute

H[ «— FB.Prove(crsEB, D(f) [Uroot, hkf, hkt’+1> digf’ dig[+1]’ (wf,l')iE[Z"])’

where D) is the node circuit of Figure 3.
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— For the leaves level £ = h, for each leaf j € [k] set the witness wp ; = (xh,j, Oh,j» wj), where w; is the
witness given as input if j € S and w; = 0™ otherwise, and compute

I, «— FB.Prove(crsZB,D(h) [C, hky, dig,], (a)h,j)je[k]),
where D™ is the leaves circuit of Figure 2.
5. Output the proof IT = (vmot, digy, ..., digy, o, .. ., Hh).

We note that there is a redundancy in the values hashed at each level, since each value is hashed as a parent
and also as a child. This becomes important in the proof as the digest encodes a node that is violating (if any)
in the next node.

Constants: The batch circuit C: [k] x {0,1}™ — {0, 1}, a hash key hky, and a digest digy,.
Inputs: A leaf j € [k] as the instance, and a block x = (j’,v) € X with an opening o, together with a witness
w € {0,1}™, as the witness.

1. Output 1 if and only if all of the following hold:

Opening: DSEH.Verify (hkp, dig,, j, x,0) = 1.

Indexing: j' = j.
— Range: v € {0, 1}.
Satisfiability: v = 0 or C(j, w) = 1.

Figure 2: Circuit DM [C, hky, dig,] for the leaves level.

Constants: The value of the root vyoot, hash keys hk, and hkey1, and digests dig, and dig, ;.
Inputs: An index i € [2¢] as the instance, and a block x € X with an opening o, together with blocks x7, xg € X with
openings oy, and oR, as the witness.

1. Output 0 unless the block x parses as a 4-tuple (i’,v,vr, vg), that is, unless the block of the node at which
it is opened has the shape of an inner-node block.

’

2. Output 1 if and only if all of the following hold, where ii, vy and i;z’ v}';, denote the first two entries of x; and
of xg (which are 4-tuples when £+ 1 < h — 1 and 2-tuples when £ + 1 = h):

- Openings: DSEH.Verify(hke, dig,,i,x,0) = 1, DSEH.Verify(hkey1,dig,,1,2i — 1,x1,01) = 1, and
DSEH.Verify(hket1, digp,q, 2i, xg, 0g) = 1.

~ Indexing: i’ =1i,i; = 2i — 1 and iy = 2i.

— Intersection: v, = v} and vg = v,

— Consistency: v = v, + UR.

— Root: if £ = 0, then v = vrgot.

Figure 3: Circuit D©) [0001, hkg, hkpyq, dig,, dig,,,] for alevel £ € [0,h —1].

« Verify(crs, C, t,II): On input the common reference string crs = (pp('))SEH, s pp}?SEH, ppt,.. ., pp;B), a circuit

C: [k] x{0,1} — {0,1}, a threshold t € N, and a proof I = (vyo0t, digy, . . ., digy, Iy, . . ., II3), the verification
algorithm proceeds as follows:

1. Output 0 if the proof IT is not of this format.
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2. Recompute the tags, the hash keys and the functional BARG common reference strings as Prove does:
set 7o = L and, for eachlevel £ = 0,.. ., h, compute hk, = DSEH.Gen(pp?SEH, 77) andcrs{fB = FB.Gen(pp?B, )

and, if £ < h, set 741 = dig,.
3. Output 1 if and only if all of the following hold:

— Threshold: v,oor > t.

— Inner levels: FB.Verify (crsf®, D) 0,01, hky, hkes, dig,, dig,, ], IT;) = 1 for every level £ € [0,h — 1],
where D) is the circuit of Figure 3.

— Leaves level: FB.Verify(crsZB,D(h) [C, hky, dig,], Hh) = 1, where D™ is the circuit of Figure 2.

We now show that Construction 5.3 is complete and succinct.

Proposition 5.4 (Legality of the Bounds). For every level ¢ € [h], the circuit g, of Figure 1 has size at most s}[) and

(0)

depth at mosts;”.

Proof. The circuit g, hardcodes Ext and td?_leH, and evaluates Ext, then DSEH.Extract, then one shape check, one
comparison and one subtraction. Since a circuit’s depth is at most its size, Ext costs size and depth at most s;. By
the succinct trapdoor property of Definition 4.1 with the bounds s](f_l) , sc(f_w of level ¢ — 1, running DSEH.Extract

costs size at most péizract and depth at most déizract. The three remaining steps act on the index i € [2/71], on the

three values recorded in x’, which lie in [0, k], and on Ext(node;z;) € [0, k], so on integers of at most [log k] + 2 bits.
They therefore take at most 100 log k gates (and 100 log k layers). O

Lemma 5.5 (Completeness). Suppose that Ilpsgy is correct (Definition 4.1) and that g is complete (Definition 4.3).
Then Construction 5.3 is complete (Definition 5.2).

Proof. Fix A, k,t,sc,s; € Nwith Lk > 1andt < k < 24, a circuit C: [k] x {0,1}" — {0,1} of size at most s, a
subset S C [k] with |S| > ¢, and witnesses (w;);es with C(i,w;) = 1 for alli € S. Let crs « Gen(1%, k, 1%, 1)
and IT « Prove(crs, G, S, (w;)ies), and let {v;}, {X[’i}, {hkg,crs?B, dig,, O'(,i} and {r,} be the values, blocks, keys,
hashes and tags computed by the prover. Since Verify recomputes the tags, the hash keys and the functional BARG
common reference strings by the same rule as Prove and from the same digests, and since DSEH.Gen and FB.Gen are
deterministic (Definition 4.1 and Definition 4.3), the two agree on every 7y, hk, and crsfB. and hence on the h+1 circuits.
It therefore suffices to argue that the threshold check passes and that each of the h + 1 functional BARG proofs verifies.

The threshold check passes. We claim that vnoge,, counts the leaves of S in the subtree rooted at nodey,;, by induction
from the leaves upwards: for a leaf, vnode,; = 1 exactly when i € S, and an internal node receives the sum of the
values of its two children. In particular vo0t = Onode,, = IS| > t.

Every instance of every level is satisfied. By completeness of IIrg, applied to the parameters pp}® in the support

of FB.Setup(lA, 2f 15D, 15}”) and the string crstfB = FB.Gen(pp?B, 7z), it suffices to check that the witness the prover
supplies for each instance satisfies the corresponding circuit. Recall that the level-£ circuit has size at most sp and
that the level-£ instance of IIfg is set up with the batch size 2¢, which is the number of instances proved at that level.
Throughout we use correctness of Ilpse: for every level ¢, the digest and the openings satisfy (dig,, or1, ..., 0p2¢) =

)
DSEH.Hash(hkg, x;) with hk, = DSEH.Gen(pp?SEH, 77) and pp{l?SEH in the support of DSEH.Setup(1%, 2¢, 1, ls(df)),

which are legal parameters by Proposition 5.4, so DSEH.Verify (hk,, dig,, i, x;;, 0,;) = 1 for every i € [21].

o Levelt € [0, h— 1] Fixi e [2[] and the witness Wy = (X(’i, O¢p,is X¢+1,2i—1> O¢+1,2i—1> X¢+1,2i5 G{’+1,2i) ofFigure 3. The
three opening checks hold by the previous paragraph, applied to levels £ and ¢ + 1, and the indexing checks
hold because xg;, x¢+1,2i—1 and x,41 2; record the indices i, 2i — 1 and 2i. For the intersection check, the values
that x,; records for the two children of node;; are vnode,,, ,;_, and Vnode,,,,;» Which are exactly the values that
Xpr1,2i-1 and xgyq 2; record for themselves. The consistency check holds because vnode,; = nodessr zi-1 + Unodesiais
by the way the prover assigns values to internal nodes. Finally, if £ = 0 then i = 1 and the root check holds
because nodeg ; = root.

28



+ Leaves level. Fix a leaf j € [k] and the witness wp ; = (xp,j, op, j, w;) of Figure 2. The opening check holds by
the previous paragraph, and the indexing check holds because xp,; = (j, Unode,, ;) records the index j. The range
check holds because vnode,,; € {0, 1} by definition. For the satisfiability check, if vnode, ; = 1 then j € S, so w;
is the witness given to the prover and C(j, w;) = 1.

Hence every instance of every level is satisfied, so by completeness of IIfg all A+1 proofs verify, and Verify(crs, C, t,IT) =
1 with probability 1. o

Lemma 5.6 (Succinctness). Suppose that IIpsey and g are succinct (Definition 4.1 and Definition 4.3) and that both
run in polynomial time. Then Construction 5.3 is succinct (Definition 5.2).

Proof. Let phk, pdig» Po> PExtracts dExtract be the polynomials of Definition 4.1 and let pers, pr, pvr be those of Definition 4.3.
First, we bound the parameters sj(f), sl(;) and sp consumed by the building blocks:

« Description size and depth of the functions g, (s](f) and sg)): The level-# bounds depend on those of level

¢ — 1 through pexiract and detract, hence on s](f_l) only polylogarithmically and on s;[_

sj(f). Both recurrences therefore admit a single bound for all the levels at once, namely a polynomial gp,, with

b polynomially only in

() (0

$¢ 58y < gpar(d,logk,s;) for every ¢ € [0, h].

f

. Size of DO (sp): The circuit in Figure 3 is dominated by verifying openings of IIpsgn and a couple of con-
sistency checks, and since DSEH.Verify runs in polynomial time, the circuit size is polynomial in ppy, p4ig and

()
d

po, all evaluated at (A, logk,s )’ log s;f)). The circuit in Figure 2 additionally evaluates C, of size at most s.

With the previous bullet, there exists a polynomial g, such that sp < gs(4,logk, s¢, s¢).

Every bound below is one of the polynomials above evaluated at s, s and sp, summed over the h+ 1 =logk +1

(&)
d
levels of the tree, so substituting the two bullets leaves a polynomial in A, log k, s. and s;.
Compact CRS. A common reference string consists of the h + 1 hash parameters and the h + 1 functional BARG
(0
public parameters. Since DSEH.Setup runs in polynomial time on input (14, 2¢, 1/, 15 ), with the number of blocks

given in binary, |ppESEHi is polynomial in A, log k, s](f) and sy). Likewise FB.Setup runs in polynomial time on input

0
(14, 2¢,1°0,1° ), with the number of instances given in binary, so |ppth| is polynomial in A, logk, sp and sj(f). The

same holds for FB.SetupBinding, whose additional input is a description of size at most sj(f). Summing over the levels
bounds |crs| by a polynomial in A, log k, s. and s;, and we take gcs to be it.

Succinct proof. A proof consists of the root value, the h + 1 digests and the A + 1 functional BARG proofs. The
root value satisfies vy0t € [0, k] and is described by O(log k) bits. By the succinct digest property of IIpsgn, we have
|dig[| < pdig(4,logk, sy), log s](f)), and by the succinct proof property of IIrg, we have |II,| < pn(A,logk, sp, sj(f)).
Summing over the levels bounds |II| by a polynomial in A, log k, s. and s;, and we take gy to be it.

Verification time. The verifier parses crs and II, which takes time O(|crs| + |II|). It then recomputes the h + 1
tags, hash keys and functional BARG common reference strings: each tag is a digest carried by II, and DSEH.Gen

and FB.Gen run in polynomial time in the length of their inputs, so each hash key and each crs’® is computed in

time polynomial in A, logk, s(f), s((f)

, sp and |II|, in particular |crs§3| < pars(Alogk, sp, s](,[)) by the compact CRS
property of ITrg. It assembles the h + 1 circuits, each of size at most sp, and runs FB.Verify once per level. By the
verification time property of IIrg, each of these runs in time pyr(A,logk, sp, s](f), |TI;|), and |II;| < |II|. The threshold

check compares two integers in [0, k]. Summing over the levels bounds the total running time by a polynomial in
A logk, s, s; and |II|, and we take gy to be it. ]

Theorem 5.7 (Mode Indistinguishability). Assume that IIpsey satisfies mode indistinguishability (Definition 4.1) and
that Ilpg satisfies mode indistinguishability (Definition 4.3). Then Construction 5.3 satisfies mode indistinguishability
(Definition 5.2).
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Proof. Let A be an efficient adversary for the mode indistinguishability game of Definition 5.2 against Construc-
tion 5.3. We first fix its first message. The advantage of A is the average, over its first message, of its advantage
conditioned on that message, so for every A there is a first message k, 1%, 1% together with the description of a
function Ext: [2k — 1] — N of size at most s; that maximizes it. It suffices to bound the advantage of the adversary
that sends this message and then runs the second stage of A, so we assume from here on that the first message
is fixed and write h = logk. Since A is efficient and writes k in binary, A < poly(1). The point of fixing the first
message is that h is now a fixed function of A and not a random variable, so a reduction may sample a level j & [0, h]

before it runs A. All the experiments below differ only in how the challenger samples the common reference string

crs = (pp(l))SEH, e, ppI?SEH, ppr, A pp;B) that it sends to A. In each of them the output of the experiment is the

guess b’ that A outputs, and the trapdoors are never given to A. The goal is to prove that the adversary cannot
distinguish between the two following experiments except with negligible probability:

« Real'®: the mode indistinguishability game with b = 0, in which every level is in normal mode. Formally:

1. On input 1%, the adversary A outputs k, 1%, 1 and the description of a function Ext: [2k — 1] — N of
size at most s;.

2. The challenger runs Gen(ll, k,1%¢,15t). That is, for each level £ = 0,..., h:

(0 (0
- Sample the hash parameters ppPSE" « DSEH.Setup(1%,2¢, 1%, 1% )

)
- Sample the functional BARG public parameters pp}® — FB.Setup(14,2¢, 150, 1°F ).
The challenger sends crs = (ppDSEH, ..., pp}?SEH, ppre, ..., pp}FlB) to A.

3. The adversary A outputs b’, the output of the experiment.
« Real™™: the mode indistinguishability game with b = 1, in which every level is in binding mode. Formally:
1. On input 1%, the adversary A outputs k, 1%, 1% and the description of a function Ext: [2k — 1] — N of
size at most s;.
2. The challenger runs SoundGen(lA, k, 1%, 15 Ext). That is, for each level £ = 0,..., h:
(0 (0
— Sample the hash parameters (ppPSEH, tdP°™') « DSEH.SetupBinding(1%, 2¢, 1° 1% ,gr), where g,

is defined in Figure 1.
- Sample binding functional BARG public parameters and a trapdoor (pp’®, td"®) « FB.SetupBinding(1%,

®
2f 150, 1°r ,ge), with the same function g,.
The challenger sends crs = (ppESEH, ey pp}?SEH, ppie. ..., pp}FlB) to A.

3. The adversary A outputs b’, the output of the experiment.
To do so, we define the following sequence of hybrids for each j € [0, h + 1]:

« Hyb;: in this experiment, the hash and BARG parameters at levels ¢ < j are sampled in binding mode, whereas
at levels £ > j they are in normal mode. Formally:

1. On input 1%, the adversary A outputs k, 1%, 1 and the description of a function Ext: [2k — 1] — N of
size at most s;.
2. The challenger samples the following. For each level £ = 0,...,h, if £ < j:
o0 (0
- Sample the hash parameters (pp>SFH, tdPSEM) « DSEH.SetupBinding(1%,2¢,1° 154 ,ge), Where g,
is defined in Figure 1.
— Sample binding functional BARG public parameters and a trapdoor (ppE, td;®) « FB.SetupBinding(1%,
(£)
2¢,152,1° | g;), with the same function g,.

If¢ > j:

o0
- Sample the hash parameters ppPStH « DSEH.Setup(1%, 24,1, %),

30



(£)
- Sample the functional BARG public parameters ppf® « FB.Setup(1%,2¢, 152, 1°7 ).

DSEH DSEH

The challenger sends crs = (ppy>-', .. .. ppy, PPt pp;B) to A.

3. The adversary A outputs b’, the output of the experiment.

In particular, Hyb, is identical to Real® and Hyby,,, is identical to Real”. The function g, of Figure 1 hardwires
the hash trapdoor td?_leH of the level above it, so it is well defined in Hyb; for every level ¢ < j that is in binding
mode. We also define an intermediate hybrid for each j € [0, h]:

. Hyb;-: the same as Hyb, except that for level j the hash is sampled in binding mode, while the BARG is still
in normal mode. Formally:

2. For level j, the challenger samples the following:

. (6) )
— Sample the hash parameters (pijSEH,td?SEH) « DSEH.SetupBinding (1%, 27,1, 15 .gj), where g;
is defined in Figure 1.

. 0
— Sample the functional BARG public parameters pp]F.B « FB.Setup(1%,2/, 1°7, N ).

The rest of the experiment remains unchanged.

The chain of experiments is
Hyb,, Hybj, Hyb,, Hyb!, ..., Hyb,, Hyb}, Hyb, .,

where a step from Hyb; to Hyb’, switches the hash of level j and a step from Hyb’; to Hyb;,, switches the functional
BARG of that level. We bound the two kinds of steps separately. In both claims we bound the signed sum over the levels
rather than each level separately: this is what a single reduction that samples the level can bound, whereas bounding
each level separately would again require one negligible function per level, and the number of levels grows with A.

IDSEH

Claim 5.8. Assume that Ilpsgy satisfies mode indistinguishability. Then there exists a negligible function neg such

that

D (Pr[Hybj(ﬂ) = 1] - Pr[Hyb/(A) = 1]) < (h+1) - negl®TH ().
Jjelo.h]

Proof. Consider the following efficient adversary 8 for the mode indistinguishability game of IIpsgy (Definition 4.1),
which takes a level j € [0, h] as an input.

1. Run ?I(IA) to obtain k, 1%, 1% and the description of Ext, and set h = log k.

0 (0
2. Foreacht =0,...,j—1,sample (pp[DSEH,td?SEH) — DSEH.SetupBinding(lA, 20 1°r ,lsd{ ,9ge) and (pp{fB, td;B) —

(0
FB.SetupBinding(l’l, 2t 150, 1°r ,ge), in this order, so that the function g, of Figure 1 has the trapdoor td?flEH
of the level above it available.

. () )
3. Send 2/,1% , 1% and the description of g; to the challenger, and let PP?SEH be the public parameters it returns.

DSEH

The function g; is well defined: for j = 0 it is the constant go = 1, and for j > 0 the trapdoor td;>

sampled in the previous step.

was

FB A o) s
4. Sample pP;” — FB.Setup(14,2/,1°0,1°F ).

(O
5. For each level £ = j +1,..., h, sample ppP>t" DSEH.Setup(14, 2¢, 1°F ,15«; ) and ppf? FB.Setup (14, 2¢,
15D, 13}[)),

6. Send crs = (ppPSEH, .., pp}[:SEH, ppiE,..., pp}FlB) to A and output whatever A outputs.
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The adversary 8 is efficient: it runs A once and samples 2(h + 1) < 24 + 2 further keys. It is admissible because g;
has description size at most s and depth at most sc(lj ), which are the bounds it sends to the challenger.

The simulation is perfect in both modes. Every level ¢ < j is sampled exactly as in sound mode and every
level £ > j exactly as in normal mode, in both cases as the challengers of Hyb; and of Hyb} do, and the functional

BARG of level j is sampled in normal mode, as in both experiments. The only difference is the hash of level j: if
()
the mode indistinguishability challenger is in mode b = 0 then pijSEH is distributed as DSEH.Setup(1%, 2/, 1%, 1s;’))
and B(j) perfectly simulates Hyb, and if it is in mode b = 1 then ppJDSEH is distributed as the first output of
()
DSEH.SetupBinding (1%, 2/, 1° 15:(1[),9]-) and B(j) perfectly simulates Hyb;. Note that B never uses td?SEH, which
the challenger does not give it, and which the two experiments do not use either. Consequently, for every level j,

Pr[B(j)=1:0=0]-Pr[B()=1:b=1] = Pr[Hybj(ﬂ) =1] - Pr[Hyb}(ﬂ) =1].

Let B* be the adversary that samples j <~ [0, h] and runs B(j). This is well defined because h was fixed at the
start of the proof. It is a single efficient adversary, so by mode indistinguishability of IIpsgy there is a negligible
function negl®>E" with

|Pr[B* =1:b=0]-Pr[8B* =1:b=1]| < neglP>t"(2).

Since j is sampled uniformly and independently of the challenger’s bit, the left-hand side equals

1 i) — . — _ ) — . — — . — _ ’ —
o1 2 (PIBU =10 =01 =PedB() =1:b=1]) = | D7 (PrlHyb, () = 1] - PrHyb)() = 1])
jelo,h] j€[0.h]
and the claim follows by multiplying by A + 1. O

Claim 5.9. There exists a negligible function negl™ such that

> (Pr[Hyb;.(ﬂ) = 1] = Pr[Hyb,,, (A) = 1]) < (h+1) - negl™(2).
Jj€[0.h]

Proof. Consider the following efficient adversary C for the mode indistinguishability game of IIfg (Definition 4.3),
which takes a level j € [0, h] as an input.

1. Run 3{(1’1) to obtain k, 1%, 1% and the description of Ext, and set h = log k.

(£) (
2. Foreach¢ =0,...,j—1,sample (pp?SEH,td?SEH) — DSEH.SetupBinding(lA, 2l 1°r ,1sd”,gg) and (pp?B, td;B) —
(6)
FB.SetupBinding(l’l, 2£,150,1% , g;), in this order.

. ) j
3. Sample (pp2tH, td %)  DSEH.SetupBinding(1%,2/, 15,15, ;), which is the mode of the hash of level
Jj in both experiments.

A ®
4. Send 27,152, 1%/ and the description of g; to the challenger, and let p ij.B be the public parameters it returns.

0 (©
5. For each level £ = j +1,..., h, sample ppP>f" DSEH.Setup(14, 2¢, 1°F ,1Sd[ ) and ppf? FB.Setup (14, 2¢,

(6)
10, 1°r ).

6. Send crs = (ppPSEH, ..., ppESEH, ppfE,..., pp;B) to A and output whatever A outputs.

As before, C is efficient and admissible, and the simulation is perfect in both modes: all the levels other than j are
sampled exactly as in the two experiments, the hash of level j is binding in both of them, and the only difference
is the functional BARG of level j. If the challenger is in mode b = 0 then ppJF.B is distributed as FB.Setup(1%, 2/, 1°0,
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%)
1 ) and C(j) perfectly simulates Hyb’, and if it is in mode b = 1 then pp]FAB is distributed as the first output of

. (0
FB.SetupBinding(1%,2/,1°2,1% , g;) and C(j) perfectly simulates Hyb,,,. Recall that in Hyb,,, every level £ < j +1
is in binding mode, which is the case here, and every level £ > j + 1 is in normal mode, which is the case by the fifth
step. Hence, for every level j,

Pr[C(j)=1:b=0]-Pr[C(j)=1:b=1] = Pr[Hyb}(ﬂ) =1] —Pr[Hyij(ﬂ) =1],

and the claim follows exactly as in Claim 5.8, by applying mode indistinguishability of ITfg to the adversary C* that
samples j <~ [0, h] and runs C(}), which is again well defined because h is fixed. o

Combining Claim 5.8 and Claim 5.9 with the triangle inequality along the chain,

Pr[Hyb,(A) = 1] = Pr[Hyb, ;(A) =1]| < (h+1) - neglDSEH A1)+ neglFB(A)
( )
< (A+1) - (negl®F (1) + negl™ (1)),

using h < A, which holds since k < 2*. The right-hand side is negligible, and since Hyb, is Real® and Hyb,, is
Real V), this is exactly mode indistinguishability of Construction 5.3. O

Theorem 5.10 (Statistical Soundness). Suppose that psgy satisfies somewhere extraction (Definition 4.1) and that
I satisfies somewhere extraction (Definition 4.3). Then Construction 5.3 satisfies statistical soundness (Definition 5.2).

Proof. Let A be an unbounded adversary for the statistical soundness game of Definition 5.2 against Construction 5.3.
Since the adversary is unbounded, we assume without loss of generality that it is deterministic. We first write the
experiment out in full, with the algorithms of Construction 5.3 substituted in, and introduce along the way the
notation we use below.

1. On input 1%, the adversary A outputs k, 1%, 1% and the description of a function Ext: [2k — 1] — N of size
at most s;.

2. The challenger runs SoundGen(l’l, k, 1%, 15 Ext). That is, for each level £ = 0,..., h:

(6) (
- Sample the hash parameters and a trapdoor (ppPSt", td?SEH) «— DSEH.SetupBinding(1%,2¢,1° , 15;),
gr), where g, is defined in Figure 1.

« Sample binding functional BARG public parameters and a trapdoor (ppEB, td;B) « FB.SetupBinding (1%,
(0
2f 150, 1°r , gr), with the same function g,.

The challenger sends crs = (pp('))SEH, cees ppESEH, ppie. ..., pp}FlB) to A. The trapdoors td>°*H and td}® are not

part of the output of SoundGen (Definition 5.2), they are quantities determined by its internal randomness,
and we refer to them below only as bookkeeping for the hybrids.

3. The adversary A outputs a circuit C: [k] X {0,1}™ — {0, 1} of size at most s, a threshold t € N with ¢ < k,
and a proof IT, which the challenger parses as IT = (vrq0t, digy, . . ., digy,, I, . . ., ITz).

4. The challenger computes the following quantities. They do not affect the output of the experiment, and are
used only to define the hybrids below.

» Thetags 1, . . ., 7, that Verify recomputes, that is, 7) = L and 7,41 = dig,, together with the hash keys hk, =
DSEH.Gen(ppP?>f, 7;) and the functional BARG common reference strings crs5® = FB.Gen(pp}®, 7,) that
it derives from them.

« For every level ¢ € [0, h], the index p; := g,(7,) that the hash and the functional BARG of level ¢ are
binding on.

+ For every level £ € [0, h], the block x; := DSEH.Extract(td?SEH, dig,) that the hash of level ¢ extracts
from the digest in the proof, and the witness w; := FB.Extract(tdEB, I1,) that the functional BARG of level
{ extracts from the proof of that level.
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5. The experiment outputs 1 if and only if all of the following hold:
« Verify(crs,C, t,I1) = 1.
« Ext is a trapdoor for the batch language of C.
« Ext(root) < t.

The main idea is to walk down the tree along the nodes the levels are bound on and prove that the value the proof
claims for each of them exceeds the value that Ext assigns to it. We do so through a sequence of hybrid experiments
that differ only in how the output of the experiment is computed. The first four steps above are unchanged throughout.

+ Hyb,: the experiment above.

« Hyb,,, for j € [0,h]: the same as Hyb;, except that the experiment outputs 1 only if, in addition to the
conditions of Hyb , all of the following hold at level j:

1. Extraction: the extracted witness satisfies the level-j circuit on the instance it is extracted at, that is,
DY (pj,w}) = 1.

2. Block consistency: the block contained in w7 is exactly x7, and x} records the index p;. In particular
x} is the block of the node node; ;.

3. Over-claiming: the value that x; records for node; ,; exceeds Ext(node;, ).

4. Descent: if j > 0, then nodej,pj is a child of nodej_l,pjfl.

In particular, Hyb, ; outputs 1 only if these four conditions hold at every level. The proof now consists of the two
following claims.

Claim 5.11. There exists a negligible function neg| such that for every j € [0, k],

Pr[Hyb;(A) = 1] — Pr[Hyb,,,(A) = 1]| < negl(1).

Proof. Throughout, fix j € [0, h] and recall that Hyb;,, outputs 1 only if Hyb; does, so that
Pr[Hyb;(A) = 1] — Pr[Hyb;,,(A) = 1]| =Pr[Hyb;(A) =1 A one of the four conditions at level j fails].

We first show that, on every execution on which Hyb; outputs 1 and the extraction condition at level j holds, the
three remaining conditions at level j hold as well. The difference above is then at most the probability of the event

Bad; := [Hybj(ﬂ) =1 A DY (pj,0}) # 1],

which we bound by a reduction.

Block consistency. Assume that Hyb; outputs 1 and that DY (pjs w}“) = 1, and let x be the block contained in «}.
Writing o for the opening contained in w} and hk; = DSEH.Gen(pp?SEH, 7j) for the hash key hardwired into the
level-j circuit, its opening check gives

DSEH.Verify (hk;, digj,pj,x, o) =1.

Since pp?SEH was sampled by DSEH.SetupBinding(1%, 2/, ls(fj), 1321]),gj) and p; = g;(z;), somewhere extraction of
Ipsen (Definition 4.1) applies to the digest dig; and gives x = DSEH.Extract(td?SEH, dig;) = x}. The indexing check
of the same circuit gives that the index recorded in x is p;. Note that this argument is unconditional: somewhere
extraction of Ilpsey holds perfectly and for every digest, so no probability is lost here.

Over-claiming and descent, for j = 0. Here py = go(79) = 1, so nodeg ,, = root and the descent condition is vacuous.
The level-0 circuit is the one of Figure 3 with £ = 0, so its root check gives that the value recorded in x;, for the root
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iS vroot. Since Hyb, outputs 1, the verifier accepted, and in particular its threshold check gives voo > t. Since Hyb,
outputs 1 we also have Ext(root) < t < vy0t, Which is the over-claiming condition at level 0.

Over-claiming and descent, for j > 0. Since Hyb; outputs 1, the four conditions hold at level j — 1. By block
consistency at level j — 1, the block x7_, is the block contained in w’_, and records the index p;_;. We write it
as x;f_l = (pj-1,0,01,0r), which is a well-formed inner-node block: since j — 1 < h, the level-(j — 1) circuit is the
one of Figure 3, and its first step outputs 0 on any block that does not parse as a 4-tuple. By over-claiming at level
j—1,we have v > Ext(nodej_l,pjfl), and by the consistency check of the level-(j — 1) circuit we have v = v + vg.
Write nodey, := nodej,, ;-1 and nodeg := node;j ), , for the two children of node;-;,, ,. Since Hyb]- outputs
1, the function Ext is a trapdoor for the batch language of C, so by its propagation property Ext(node;j_1,, ,) =
Ext(noder) + Ext(nodeg). Combining these three facts, v + vgr > Ext(noder) + Ext(nodeg), and therefore

v > Ext(noder) or wovg > Ext(nodeg). (5.1)

We now determine which child the level-j instances are bound on. The function g; of Figure 1 is invoked on the
tag 7; = digj_l. It extracts the block DSEH.Extract(td?_SlEH, digj_l) = x;_l, parses it as (p;_1,0,0r,0g), and outputs
pj = 2pj-1— P where f = 0ifvg > Ext(noder) and = 1 otherwise. In either case node; ,, € {noder, noder} is a child
of node —1pjo1s which is the descent condition at level j. Moreover, the value that x;_, records for node 0 exceeds
Ext(node; p,): if B = 0 then node;,, = nodeg and this is the condition defining 8, and if § = 1 then node; ,; = noder,
and it follows from Equation (5.1), whose second disjunct is ruled out by § = 1.

It remains to transfer this from the value that the parent records to the value that x7 records. The opening checks
of the level-(j — 1) circuit give an opening of the child block of node; ,; at index p; with respect to dig;, and its
intersection check gives that the value this block records for itself is the value that x;_; records for node;,,. By
somewhere extraction of IIpsey at level j, which is binding on the index p; = g;(z;), that block is x;f. Hence the value
that x records for node; ,, exceeds Ext(node;,), which is the over-claiming condition at level j.

The reduction. It remains to bound Pr[Bad;]. Consider the following unbounded adversary $ for the somewhere
extraction game of IIrg (Definition 4.3), which takes the level j as an input.

1. Run ﬂ(lA) to obtain k, 1%, 1% and the description of Ext, and set h = log k.

0 (0
2. Foreachlevelf = 0,..., h, sample (pp?SEH,td?SEH) — DSEH.SetupBinding(l’l, 20 1%, lsdl ,gr), where g is de-

fined in Figure 1 and hardwires td?>*", which is available since the levels are processed from the root downwards.

. ®
3. Send 2/,1°2,1°7 and the description of g; to the challenger of the somewhere extraction game, and receive
public parameters, which we denote by pp]FB.

0
4. For each level £ € [0, k] \ {j}, sample (pp';B, td;B) « FB.SetupBinding(1%, 2, 1°, 1%, g,).

5. Send crs = (pp(?SEH, e ppESEH, ppr, e ppZB) to A and obtain C, t and IT = (vrq0t, digy, . . ., digy, o, . . ., IIp).

6. Compute the tags 7y, . . ., 73, the hash keys hkq, . . ., hky, and the indices p, . . ., py as in the experiment, and out-
put the tag 7;, the circuit DD 0,001, hk;, hk;j41, digj, ding] of Figure 3 if j < h and the circuit DWW [C, hkp, dig,]
of Figure 2 if j = h, and the proof II;.

The simulation is perfect. Indeed, the challenger of the somewhere extraction game samples pp]F.B as FB.SetupBinding(17,

27,150, 13}]),g ;), which is exactly how the level-j public parameters are sampled in Hyb;, and B samples every other
component exactly as the challenger of Hyb; does. The view of A is therefore distributed identically in the two
experiments, and so are C, ¢, IT and the quantities 7, p, and x; derived from them. Finally, the witness that the
somewhere extraction challenger extracts is FB.Extract(td;B, II;) = w}‘f, the same witness as in Hyb It Note that 8
never needs thF-B, which it does not hold.

The somewhere extraction experiment derives crsJF.B = FB.Gen(pp]F.B, 7j) from the tag that 8 outputs, which is the
same string that Verify derives for level j, and outputs 1 if and only if FB.Verify(crst.B, DY), II;) =1and DY) (g;(1)),

w;) # 1. This is precisely the difference in the output condition between the two hybrids: whenever Bad; occurs,
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the verifier of Construction 5.3 accepted, so in particular it accepted the level-j proof, and DY) (p s w;f) # 1 with
p;j = gj(1j), hence the experiment outputs 1. We conclude that Pr[Bad;] < Pr[8(;) wins].

Finally, we obtain a single negligible function for all the levels at once. Applying the guarantee of IIfg separately
to each of the adversaries 8(0), ..., B(h) would give one negligible function per level, and since the number of levels
grows with A, the maximum of these functions need not be negligible. We therefore apply it to a single adversary:
let B* be the adversary that samples j < [0, k] and runs B(j). By somewhere extraction of IIfg there is a negligible
function negl* with Pr[$8* wins] < negl* (1), and since 8* samples j uniformly and independently of everything else,

1
Pr[B" wins] = il Z Pr[8B(j’) wins].
J €l0,h]

Hence, for every level j,

Pr[Bad;] < Pr[8B(j) wins] < Z Pr[B(j) wins] = (h+1)Pr[B* wins] < (h+1)-negl*(1) < (A+1)-negl*(A),
Jj’€l0.h]

where the last step uses & < A, which holds since k < 2*. The claim follows with negl := (1 + 1) - negl*, which is
negligible and bounds Pr[Bad;] for every level j. O

Claim 5.12. Pr[Hyb, ,(A) =1] = 0.

Proof. Suppose towards a contradiction that Hyb,_; outputs 1 on some execution. Then the four conditions hold
at every level, and in particular at the leaves level h. By block consistency, the block x; is the block contained in w}
and records the index py,. Being a leaf block, it is of the form x; = (py, v). By over-claiming, v > Ext(nodeyp, ).

By extraction, the leaf circuit of Figure 2 accepts the instance pj with the witness w;, so its range check gives
v € {0,1}. Since Hyb,,, outputs 1, the function Ext is a trapdoor for the batch language of C, so leaf soundness
gives Ext(nodeyp, ) € {0,1} as well. If Ext(nodey, ,) = 1 then over-claiming implies v > 1, contradicting v € {0, 1}.
Therefore Ext(nodep,,) = 0, and over-claiming implies v = 1. The satisfiability check of the leaf circuit then
gives C(pp, w) = 1 for the witness w contained in w;, so the p;lh instance is a yes instance. On the other hand,
Ext(nodey,p,) = 0 and leaf soundness of Ext give that the p;lh instance is a no instance, that is, C(pp, w’) = 0 for every
w’ € {0,1}™. This is a contradiction, so no such execution exists. O

Combining Claim 5.11 and Claim 5.12 over the h + 1 steps, we get
Pr[Hyb,(A) = 1] < Pr[Hyb,;(A) =1] + (h+1) - negl(A) = (h+1) - negl(}),

which is negligible since k < 2% and therefore h < A. Since Hyb, is the statistical soundness experiment, this
completes the proof. O

6 Pseudorandom Permutations with Efficient Queries

In this section, we present a mechanism for sampling pseudorandom permutations over [ N] with an efficient querying
capability. Suppose a subset S C [N] of the original elements is labeled, and let (jy, ..., jn) be the permutation
(element i is mapped to j;). Our goal is to support queries for the number of labeled elements in any (continuous)
interval [s,t] C [N]:

Query(s,t) = |{i € S: j; € [s,t]}]

Probability distributions. We denote by HS(N, ¢) the uniform distribution over the Boolean slice Sy . consisting
of binary strings of length N and Hamming weight ¢ (i.e., HS(N, ¢) corresponds to sampling a uniform binary string
of length N conditioned on having Hamming weight exactly c).

Next, we recall the definition of a hypergeometric distribution (HGD), which describes the probability of sampling
i marked elements in d draws without replacement, from a set of N total elements in which exactly ¢ are marked. We
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are interested in cases where we draw half of the elements (i.e., d = N/2). We denote the distribution by HGD;,,(N, c).
Formally, the distribution HGD, /2 (N, ¢) is defined via the following probability mass function

(7))

Pr[HGDy2(N, ) = i] = ——
(¢)
We prove the following claim about sampling HS recursively using the hypergeometric distribution:

Claim 6.1 (Recursive Sampling of Fixed-Weight Strings). For any even N € N and ¢ € [0, N], the distribution HS(N, c)
is identical to the following distribution:

DN, = {HS(N/2,i) o HS(N/2,¢ — i) : i « HGDy/3(N,¢)}
where o denotes concatenation.

Proof. Fix x = x1 ---xn € {0, 1} of weight c. By definition, we have

-1
Pr[HS(N,¢) =x] = (]:[) .

Denote x;, = x; - - xn/2 and Xg = Xn/241 * - - XN, and let i be the Hamming weight of x; . This implies that the Hamming
weight of xg is ¢ — i. By definition of Dy ., we have

Pr[Dn = x] = Pr[HS(N/2,i) = x] - Pr[HS(N/2,¢ — i) = xg] - Pr[HGD;/2(N, ¢) = i].

Again, by definition of HS we have

-1 -
Pr[HS(N/2,i) = x1] = (Ni/Z) and Pr[HS(N/2,c—i)=xg] = (N/z) .

c—i
And by the definition of HGDy,, we have

(7))

Pr[HGD,/5(N,c) = i] = T

So in total we get
N2\t (N2t (PR ey
SR

Therefore we conclude that the distribution Dy is identical to HS(N, ¢), and the claim follows. m]

Pr[Dye = ] = (

Efficient sampling of probability distributions. Goldreich, Goldwasser and Nussboim [GGN10] prove that there
exists a randomized algorithm that samples from HGD; /3 (N, ¢) with statistical error ¢, and runs in time polylog(N/e).
To match our security parameter notation, we phrase the theorem with A = —loge:

Theorem 6.2 (Efficient Sampling of HGDs [GGN10, adapted from Appendix A]). There exists an efficient algorithm
Samp that takes as input a security parameter A and an even integer N € N, and (not necessarily even) ¢ € [0, N], and
satisfies the two following properties:

« Statistical indistinguishability: The output distribution Samp (1%, N, ¢) is 2~*-close to HGD; /2 (N, c).
« Efficiency: The algorithm Samp(14, N, ¢) runs in poly(A,log N) time.

Throughout, we assume without loss of generality that the support of Samp(1%, N, ¢) is a subset of the support of
HGD;3(N, c) for every A € N, every even N € N, and every ¢ € [0, N]. Indeed, the support of HGD; /3 (N, ¢c) is
the interval of integers [max(O, ¢—N/2), min(N/2, c)], so the algorithm Samp(1%, N, ¢) can simply map any value
outside of that range to 0, without worsening the statistical distance.
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Pseudorandom fixed-weight strings with efficient queries. Assuming the existence of a pseudorandom func-
tion, the algorithm from Theorem 6.2 can be used to sample a binary string of length N and Hamming weight exactly
c that admits an efficient procedure for computing the Hamming weight of the substring defined by the leaves of
any subtree, and is computationally indistinguishable from HS(N, ¢). Goldreich et al. [GGN10] do something similar,
with the exception that the distribution they simulate is uniform over {0, l}N , whereas we are interested in uniform
distributions over the binary strings with a fixed Hamming weight.

We capture the properties we need using the following abstraction. As in Section 5, the definition is stated with
respect to a tree. For simplicity, assume that N is a power of two, and let T be a complete binary tree with N leaves,
whose leaves are labeled by the indices 1,. .., N in left-to-right order and whose internal nodes are labeled by the
indices N +1,...,2N — 1, using the same labeling as Section 5: by increasing height and, within each height, from left
to right, so that the label of each node is larger than the labels of its children. Fixing the labeling matters here, since
Query below splits a count between the left and the right child, and Construction 5.3 reads off the counts of specific
children. We denote the label of the root by root = 2N — 1, and for a node v € [2N — 1] we write leaves(v) C [N] for
the set of leaves in the subtree of T rooted at v and N, := |leaves(v)| for their number. In particular, leaves(j) = {;}
for a leaf j € [N] and leaves(root) = [N]. The string x € {0, 1} is associated with the leaves of T, and a query on
a node v returns the Hamming weight of x restricted to leaves(v).

Definition 6.3 (Pseudorandom Fixed-Weight String). A pseudorandom fixed-weight string (PFW) generator consists
of two efficient algorithms Ilprw = (Setup, Query) with the following syntax:

« Setup(1*,N,¢) — K: On input a security parameter A, a length parameter N € N, and a target Hamming
weight ¢ € [0, N], both N and c given in binary, the setup algorithm outputs a key K. We assume the key
contains an implicit description of N and c.

« Query(K,v) — cnt € [0, N]: On input a key K and a node label v € [2N — 1] (in binary), the query algorithm
outputs a count cnt € [0, N]. This algorithm is deterministic.

« Correctness: For any A € N, any power of two N € N, any ¢ € [0,N], and any K in the support of
Setup(1%, N, ¢), the following holds:
1. Validity: For any leaf j € [N], we have Query(K, j) € {0,1}.
2. Consistency: For any internal node v € [N + 1, 2N — 1] with children vy and vy, we have Query(K,v) =
Query (K, vy) + Query(K, v1).
3. Correct weight: The total weight is exactly Query(K, root) = c.

Together, these imply that Query(K,v) = 3 jcieaves(s) Query(K, j) for every node v € [2N — 1] (i.e., the query
on v is the Hamming weight of the substring defined by the leaves in the subtree rooted at v).

Pseudorandomness: For any adversary A, we define the following security game parameterized by a security
parameter A and a bit b € {0, 1}:

1. On input a security parameter 1%, the adversary sends a power of two N € N and a weight ¢ € [0, N]
to the challenger.

2. The challenger samples a string x = x; - - - xn as follows:

— If b = 0, the challenger samples x < HS(N,c).
- If b = 1, the challenger samples K « Setup(1%, N, ¢) and sets xj = Query(K, j) for each leaf j € [N].

In any case, the challenger sends x to A.

3. The adversary outputs a bit b’ € {0, 1} which is the output of the experiment.

We say that IIpry satisfies pseudorandomness if for every efficient adversary (A, there exists a negligible
function negl(-) such that forall A € N

[Pr[b’ =1:b=0] —Pr[b’ =1:b=1]| < negl(h).
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Construction 6.4 (Pseudorandom Fixed-Weight Strings). The construction simply requires the existence of a PRF
IIprr = (PRF.Setup, PRF.Eval) as per Definition 3.1. By Theorem 6.2, there exists a polynomial ¢ := poly(A,log N)
such that for any A, N € N, the polynomial ¢ is an upper bound on the number of random bits used by Samp(14, N’, ¢)
for any N’ < N and ¢ € [0, N']. We use the tree T and the labeling described above. Intuitively, the construction
assigns to every node v of T a count cnt,, which is the Hamming weight of the substring indexed by leaves(v). The
root is assigned the total weight cnt,,ot = ¢, and the count of an internal node is split between its two children
according to a hypergeometric sample, whose randomness is derived from the PRF evaluated on the node label.
By Claim 6.1, splitting according to HGD;; is exactly the way a uniform fixed-weight string distributes its weight
between its two halves. Since the counts along a root-to-node path are determined by the PRF alone, the count of
any node can be computed by evaluating the PRF at most log N times.

« Setup(1%, N, ¢): On input the security parameter A € N, a length parameter N € N, and a target Hamming
weight ¢ € [0, N], the setup algorithm samples a PRF key K < PRF.Setup(1%, 2N — 1, 1) and outputs (K, N, c).
Here 2N — 1 is the domain size of the PRF (Definition 3.1), which is the number of nodes in the tree, and ¢ is
its output length.

« Query((K,N,c),0): On input a key (K, N, ¢) consisting of a PRF key K, a length parameter N € N, and a target
Hamming weight ¢ € [0, N], and a node label v € [2N — 1], let ug, us, . . ., ug be the path from the root to v in
T (i-e., up = root and uy = v). The query algorithm sets cnt,,, = ¢ and, for each i € [d], computes the count of
u; from the count of its parent u;_; as follows:

1. Compute r = PRF.Eval(K,u;_;) and let z = Samp(1*,N,,_,,cnt,, ;r) be the hypergeometric sample
obtained using r as the randomness.

2. If y; is the left child of u;_;, set cnt,, = z; otherwise set cnt,, = cnt,, | — z.
Finally, the algorithm outputs cnt,,.

Both of our theorems refer to the counts assigned to the nodes of T, so we first fix them once and for all. Given
¢ € [0, N] and an arbitrary split z, for every internal node v of T, the associated counts {cnty},c[,n-1] are defined
by the top-down pass that sets cntoot = ¢ and, for every internal node v with children v, (left) and v; (right), sets
cnty, = z, and cnt,, = cnt, — z,. The following claim states that as long as every split is a legal hypergeometric value,
the counts never leave their intended range.

Claim 6.5 (Counts Stay in Range). Let N € N be a power of two, let ¢ € [0, N], andv € [N] be a leaf of the perfect
binary tree T with N leaves. Fix any K in the support of PRF.Setup(1%, N, 1°). Let ug, uy, . . ., ug be the path from the root
tovinT (ie, uy = root andug = v), and let {cntui }ie[o d] be the values computed by algorithm Query((K, N, ¢),v). Then
cnty, € [0, Ny,] for everyi € [0,d], where N, is the number of leaves in the subtree of u;. In particular, cnt, € {0, 1}.

Proof. We proceed by induction on the depth of u;. At the root we have cntyoot = ¢ € [0, N] = [0, Nyoot]. Let u; be
an internal node with cnt,, € [0, N,,], and note that its two children vy and v; each have N,, = N,, = N,,,/2 leaves,
since T is perfect and N is a power of two. By definition, HGD, /2 (N,,, cnt,,) is supported on the integers j with
(Nu}/:Z) (chX]::/—ZJ) # 0, that is, on those satisfying 0 < i < N,,/2 and 0 < cnt,, — i < Ny, /2. Hence cnt,, € [0, N,/2] and
cnty, = cntlui —cnty, € [0,N,/2], as required. The last part follows since N, = 1 for every leaf . ]

Theorem 6.6 (Correctness). Construction 6.4 satisfies correctness (Definition 6.3).

Proof. Fix A € N, a power of two N € N, a weight ¢ € [0, N], and a key (K, N, ¢) in the support of Setup(l’l, N,¢).
Since PRF.Eval is deterministic and Samp is invoked on the fixed randomness PRF.Eval(K, v), the split

Zy = Samp(l’l, N,, cnty; PRF.Eval(K, v))

at an internal node v is determined by K and cnt, alone. Let {cnt, },c[2n-1] be the counts associated with these splits.
We claim that Query((K, N, ¢),v) = cnt, for every node v € [2N — 1]. Indeed, let root = ug, uy, ..., ug = v be the path
from the root to v. The query algorithm sets cnt,, = ¢ = cntyo0t and then, for each i € [d], computes the count of
u; from that of u;_; using exactly the recurrence above; so by induction on i the value it assigns to u; agrees with
cnty,, and in particular its output agrees with cnt,. It remains to verify the three properties:
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1. Validity: By our convention on Samp, every split satisfies z, € supp(HGDy/5(Ny, cnty)), so Claim 6.5 gives
Query((K, N, c), j) = cnt; € {0,1} for every leaf j € [N].

2. Consistency: For an internal node v with children vy and vy, we have

Query((K, N, c),v9) + Query((K, N, c),v1) = cnty, + cnty, =z, + (cnt, — 2,) = cnty, = Query((K, N, ¢), v).

3. Correct weight: The path from the root to itself has length d = 0, so Query((K, N, ¢), root) = cntyeet = C.
Since this holds for every key in the support of Setup(1%, N, ¢), the construction satisfies correctness. O

Theorem 6.7 (Pseudorandomness). Assume that Ilpgr is a secure PRF (Definition 3.1) and that Samp satisfies The-
orem 6.2. Then Construction 6.4 satisfies pseudorandomness (Definition 6.3).

Proof. Let A be an efficient adversary for the pseudorandomness game and let N € Nand ¢ € [0, N] be its first message,
where N is a power of two. Since A is efficient and receives the entire string x € {0, 1}, we have N = poly(4).

As shown in the proof of Theorem 6.6, the query on a node v returns the count cnt, associated with the splits
Zy = Samp(ll, N,, cnty; PRF.Eval(K, v)), so the counts of all nodes of T are obtained by a single top-down pass rather
than by N separate root-to-leaf walks. In particular, the string sent by the challenger in the case b = 1isx = x; - - - xn
with x; = cnt; for every leaf j € [N]. Note that only the N — 1 internal nodes are ever fed to the PRF. We define
the following sequence of hybrid experiments; each is described as a modification of the previous one, and all of them
output A’s guess b’.

+ Hyb,: the pseudorandomness game with b = 1. In full:

1. A(1%) outputs a power of two N € N and a weight ¢ € [0, N].

2. The challenger samples K « PRF.Setup(l’l, 2N —1,1%), sets cntyor = ¢, and computes the counts of all
nodes in a top-down pass, where the split at an internal node v is z, = Samp(l’l, N,, cnt,; PRF.Eval(K,v)).
It sends x = x; - - - x5 With x; = cnt; to A.

3. A outputs b’, the output of the experiment.

+ Hyb,: same as Hyb,, except the challenger replaces the PRF by a truly random function: it samples a uniform
R: {0,1}"1°8N 5 10 1}¢ and sets z, = Samp(1%, N, cnt,; R(0)) for every internal node o.

» Hyb,: same as Hyb,, except every split is an exact hypergeometric sample: for each internal node v, the
challenger samples z, <~ HGD;2(N,, cnt,), independently across nodes.

+ Hyb,: the pseudorandomness game with b = 0; that is, the challenger samples x « HS(N, c) and sends it to A.

We now argue that consecutive hybrids are indistinguishable.

Claim 6.8. Assume Ilpgr is a secure PRF. Then for any efficient A there exists a negligible function negl such that
[Pr[Hyb,(A) = 1] = Pr[Hyb, (A) = 1]| < negl(A).

Proof. The experiments differ only in whether the randomness of the splits is PRF.Eval(K, v) or R(v). We build an ad-
versary B for the PRF pseudorandomness game. On input 1%, the adversary B runs A(1%) to obtain N and ¢, and sends
the input length 1'1°8N and the output length 1¢ to the PRF challenger. It then performs the top-down pass: it sets
cntroot = ¢ and, for each internal node v € [N+1, 2N —1] in decreasing order of label, it queries its oracle on v to receive
r, and splits cnt, using z, = Samp(l’l, Ny, cnty; 1y). Finally, 8 sends x = x; - - - xy with x; = cnt; to A and outputs
whatever A outputs. Each internal node is queried exactly once, so all N—1 = poly(A) queries are distinct and B is effi-
cient. If the oracle is PRF.Eval(K, -), then 8 perfectly simulates Hyb,, and if it returns uniform strings on distinct inputs,
then B perfectly simulates Hyb,. Thus the advantage of 8 is exactly the claimed difference, which is negligible. O

Claim 6.9. For any (potentially unbounded) A, we have |Pr[Hybl(ﬂ) = 1] = Pr[Hyb,(A) = 1]| <N-.274
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Proof. Since R is a uniform random function and each internal node is evaluated once, the strings {R(0) },c[n+12n8-1]
are independent and uniform over {0,1}¢. Hence, conditioned on cnt,, the split z, in Hyb, is distributed as
Samp(1%4, N, cnt,), independently across internal nodes, whereas in Hyb, it is distributed as HGDy/,(Ny, cnt,). By
Theorem 6.2, these two distributions are 2~*-close for every v, so replacing the splits one internal node at a time and
applying the triangle inequality over the N — 1 internal nodes, the statistical distance between the strings x produced
in Hyb, and in Hyb, is at most (N — 1) - 274 < N -27%, As x is the only message A receives, the claim follows. O

Claim 6.10. For any (potentially unbounded) A, we have Pr[Hyb,(A) = 1] = Pr[Hyb,(A) = 1].

Proof. 1t suffices to show that the string x sampled in Hyb, is distributed exactly as HS(N, ¢). We show the following
more general statement by induction on the height of the subtree: for every node v of T and every w € [0, N,],
conditioned on cnt, = w, the substring x|eaves(o) is distributed according to HS(N,, w). Applying this to the root,
where cntyoor = ¢ and leaves(root) = [N], gives the claim.

For the base case, let v be a leaf, so N, = 1 and, by Claim 6.5, cnt, = w € {0, 1}. By construction X|jeaves(v) = X0 = W,
which is exactly the distribution HS(1, w).

For the inductive step, let v be an internal node with children vy and v1, and condition on cnt, = w. The challenger
samples z, <~ HGD,/,(N,, w) and sets cnt,, = z, and cnt,, = w — z,,. The splits inside the subtrees rooted at vy and
at v, use independent samples associated with disjoint sets of nodes, so conditioned on z,, the substrings x|ieaves (o)
and x|jeaves(o;) are independent, and by the induction hypothesis they are distributed according to HS(N,/2, z,) and
HS(Ny/2, w—2z,), respectively. Since the leaves of T are labeled left to right, we have x|jcaves() = X|leaves(vy) © X leaves(v;)»
and therefore

Xlieaves(o) ~ {HS(No/2,1) © HS(Ny/2,w i) : i = HGD1/2(Noy W) } = D, -

By Claim 6.1, applied with the parameters N, and w, the distribution Dy, ., is identical to HS(N,, w), which completes
the induction. m]

Combining Claim 6.8, Claim 6.9, and Claim 6.10, and recalling that N = poly(A), we conclude that for every efficient
adversary A,

[Pr[Hyby(A) = 1] = Pr[Hyb,(A) = 1]| < negl(}) + N - 27* = negl(4).
Since Hyb, and Hyb, are the pseudorandomness game with b = 1 and with b = 0, respectively, Construction 6.4

satisfies pseudorandomness. O

Pseudorandom permutations. As mentioned earlier, we are interested in sampling pseudorandom permutations
over [N]. For example, the classic Fisher-Yates shuffle [FY53] produces a random permutation given access to a uniform
distribution over [N], which in turn can be simulated with negl(A) error using poly (A, log N) uniform random bits.

We describe an alternative procedure to sample a permutation over [N]. Intuitively, the procedure takes as input
N and a subset S € [N] of size ¢ and proceeds in two phases:

1. Randomly samples a subset 7 C [N] of size ¢, which is equivalent to sampling a random fixed-weight string.

2. Randomly assigns the elements of S to indices in 7, and randomly assigns elements of the complement Sto
indices in J .

Formally, the procedure is described in the following figure:
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Inputs: A set size parameter 1V, and a subset S C [N] of size c.

1. Sample x7 - - - xn <= HS(N, ¢) (i.e., a uniform binary string of length N with Hamming weight exactly c).

2. Let {jl(o), el j](\;)zc} be the subset of indices corresponding to the zeroes of x, and {jl(l), el jc(l)} be the subset of

indices corresponding to the ones of x, in some fixed order.
3. Sample a random bijection (0§ - [N -] and a random bijection MW s 5[]

_ (0
= JT(O) (i)’

_ (1)
=Jm gy

4. Foreachi € §, set j;

5. Foreachi € S, set jj

6. Output (ji1,...,JjN)-

Figure 4: Algorithm Permute”®.

Proposition 6.11 (Correctness of Permute*). Algorithm Permute* (1N, S) outputs a random permutation.

Proof. Fixany N € Nand S C [N], and let (ji, ..., ji,) be a permutation over [N] and for each i € [N] let

_J1 ieS
i igs
We want to prove the following

Pr[(j},...,jx) = Permute*(1V,5)] = 1/N!

Consider a run of Permute* (1Y, S), and denote by x, (%) and (1) the string and the two bijections it samples, and
by (ji, ..., jn) its output. By steps 4 and 5, x;, = 1if i € S and x;, = 0 otherwise, so (ji, ..., jn) = (j}, ..., jj,) implies
x = y. Condition on x = y. For i € S, the index j is a one of x, so j/ = j,gl) for a unique n € [c], and j; = j; if and only
if 7(V (i) = n. Ranging over i € S determines r'!), and the same argument over i € S and the zeroes of x determines
(9. The string and the two bijections are sampled independently, x is uniform over the (JZ) strings of length N and
Hamming weight ¢, and y is one of them, so

1 1 1 1

Pr[(j],..., jn) = Permute* (1N, 5)] = @ 3o = Nr O

7 Puncturable Public-Coin Threshold Signatures

In this section, we define and construct our notion of puncturable threshold signatures. Recall that a threshold
signature system has k individual signing keys sk, ..., sk, a single (large) aggregation key ak, and a single succinct
verification key vk,gg. The aggregation key ak allows combining multiple signatures into a single, succinct signature
Oagg, and the verification key vk,gg can be used to efficiently verify that o,4; was produced by aggregating at least ¢ valid
signatures. We require that verifying the aggregated signature does not scale linearly with the number of aggregated
signatures. We say that the scheme is puncturable if for any message m* and a subset S C [k], it is possible to produce
an aggregate verification key that does not accept any signature over the threshold |S| on the message m*. Note that
this is a statistical property (that holds with overwhelming probability of the coins used to produce the aggregate key).

Here we consider a distributed variant where users can generate their own individual signing key and verification
key pairs. The simulator generates keys only for uncorrupted users; the adversary supplies arbitrary verification keys
for corrupted users. Then there exists a public-coin randomized algorithm that aggregates a collection of verification
keys to produce the aggregation key and master verification key for the quorum. As we discuss in Remark 7.2, this
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syntax allows us to obtain a centralized scheme in the plain model (where the trusted authority runs the aggregation
algorithm) as well as a scheme with silent setup in the random oracle model (where the aggregation randomness
is derived from the random oracle).

Definition 7.1 (Puncturable Public-Coin Threshold Signatures). A puncturable public-coin threshold signature
scheme IlppcTs for a message space M is a tuple of efficient algorithms

Ippcts = (Setup, KeyGen, Sign, PartialVerify, Preprocess, Aggregate, Verify, Sim)

with the following syntax:

Setup(1) — crs: On input a security parameter A, the setup algorithm outputs a common reference string crs.

KeyGen(1%,crs) — (vk, sk): On input a security parameter A and a common reference string crs, the key-
generation algorithm outputs a verification key vk and a signing key sk.

Sign(sk, m) — o: On input a signing key sk and a message m € M, the signing algorithm outputs a signature o.

PartialVerify(vk, m, o) — b: On input a verification key vk, a message m € M, and a signature o, the partial-
verification algorithm outputs a bit b € {0, 1}. This algorithm is deterministic.

Preprocess(crs, (vki, . .., vki)) = (vkagg, ak): On input a common reference string crs and a vector of verifi-
cation keys (vky, . .., vkg) of size k € [2*], the preprocessing algorithm outputs an aggregated verification key
vkagg and an aggregation key ak. This algorithm is randomized.

Aggregate(ak, m, {(£,0¢)},c1 ) — Oagg: On input the aggregation key ak, a message m € M, and a set of index
and signature pairs {(¢, 0¢) },cr for T C [k], the aggregation algorithm outputs an aggregate signature o,g,.
This algorithm is deterministic.

Verify(vkagg, t, m, O'agg) — b: Given an aggregated verification key vk,g,, a threshold #, a message m € M, and
an aggregate signature 0,4, verification outputs a bit b € {0, 1}. This algorithm is deterministic.

Sim(l’l, 1k, s, m') — (crs, ((Vk[, Sk[))fE[kJ\S’ r): On input a security parameter A, a number of parties k € [ZA],
a set of corrupted users S C [k], and a message m* € M, the simulator outputs a common reference string crs,
a key pair (vkg, sk,) for each honest party ¢ € [k] \ S, and randomness r for Preprocess. The challenger retains
the honest signing keys to answer signing queries; the simulator generates no keys for corrupted parties.

We require that Ippcrs satisfy the following properties:

Signing correctness: For all A € N, all crs in the support of Setup(1%), and all messages m € M,

(vk, sk) < KeyGen(1%, crs)

o « Sign(sk, m) =1

Pr | PartialVerify(vk,m,0) = 1:

Aggregation correctness: Forall 1 € N, all k € [2’1], all messages m € M, all thresholds t € [k], all sets
T C [k] with |T| > t, all crs in the support of Setup(1%), all { (vk,, ske) }eepr] where (vkg, sky) is in the support of

KeyGen(1%, crs) for all £ € [k], and all signatures {o;},. where, for every ¢ € T, PartialVerify(vk,, m, op) = 1,

Verify(vkagg, t,m, 0agg) = 1
Pr | (vkagg, ak) «— Preprocess(crs, (vky,...,vke) ),| = 1.
Oagg — Aggregate(ak, m, {(¢,0¢)},er)

Punctured static security: For a security parameter A and a (potentially unbounded) adversary A, we define
the punctured static security game as follows:
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1. On input the security parameter 1%, algorithm A outputs a number of parties 1¥ where k € [2%], a set
of corrupted users S C [k], and a message m* € M.

2. The challenger samples (crs, ((ka’Skf))(e[k]\s’ r) — Sim(l’l, 1k, s, m*) and gives crs together with
(vke)eerk]\s and r to A. Revealing r makes the game public-coin.

3. Throughout the game, algorithm A may adaptively make signing queries: on a query (£, m) with ¢ € [k]\S
and m # m”", the challenger replies with Sign(sk,, m).

4. Algorithm A outputs arbitrary verification keys (vk,),cs for the corrupted users (not necessarily generated
by KeyGen), a threshold ¢ € [k] with ¢ > [S|, and a forgery o,g.

5. The challenger combines the simulated honest verification keys with the adversary’s corrupted verifi-
cation keys and computes (vkagg, ak) < Preprocess(crs, (vky,...,vke); r). The output of the experiment
is b = Verify(vkagg, t, m", Oagg).

We say Ilppcrts satisfies punctured static security if for all (potentially unbounded) adversaries A, there exists
a negligible function negl(-) such that for all A € N, Pr[b = 1] < negl(4) in the punctured static security game
defined above.

Public-coin mode indistinguishability: For a bit b € {0,1} and an adversary A, we define the mode
indistinguishability game as follows:

1. On input the security parameter 1%, algorithm A outputs a number of parties 1¥ where k € [2%], a set
of corrupted users S C [k], and a message m* € M.

2. The challenger computes crs, for each honest party ¢ € [k] \ S, a key pair (vk,, sk;), and randomness r
for Preprocess as follows:

- If b = 0, it samples crs « Setup(1%), for each £ € [k] \ S, (vk;,sk;) < KeyGen(14,crs), and r
uniformly at random.
- If b =1, it samples (crs, ((vk[, Sk[))[e[k]\S’ r) — Sim(lA, 1k, s, m*).
It gives crs together with (vke)eek]\s and r to A.

3. Throughout the game, algorithm A may adaptively make signing queries: on a query (¢, m) with ¢ € [k]\S
and m # m”, the challenger replies with Sign(ske, m).

4. Algorithm A outputs a guess b’, which is the output of the experiment.

We say that Ippcrs satisfies mode indistinguishability if for every efficient adversary A, there exists a negligible
function negl(-) such that for all A ¢ N

[Pr[p’ =1:b=0] —Pr[b’' =1:b=1]| < negl(h).
Succinctness: There exist universal polynomials pyi (-, -) and page (-, ) such that forall A € N, all k € [2%], all

crs in the support of Setup(1%), all ¢ € [k], all (vk,, sk,) in the support of KeyGen (1%, crs) for £ € [k], and all
(vkagg, ak) in the support of Preprocess(crs, (vky, ..., vkg) ), the following hold:

— The size of the aggregated verification key vk,gg is at most pyx (4, log k).
— The size of the aggregate signatures output by Aggregate(ak, -, -) is at most p,gs (4, log k).

Verification via Verify(vkagg, -, -, -) therefore takes poly(4,log k) time.

Remark 7.2 (Centralized and Silent Variants). Note that a puncturable public-coin threshold signature scheme
immediately implies a centralized threshold signature scheme in the standard model. Namely, the central authority
can sample k key-pairs itself, preprocess them to generate a short master verification key and a long aggregation
key. More interestingly, a public-coin threshold encryption scheme yields a silent threshold signature scheme in the
random oracle model. The only difference between the two primitives is that the latter requires the preprocessing
algorithm to be deterministic so that the same verification and aggregation keys can be independently computed
by any party without additional communication. The random oracle can be used to derive the randomness for the
preprocessing algorithm, and thus “derandomize” it. We sketch the security reduction in Section 10.
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7.1

Our Construction

We now give our construction of a puncturable public-coin threshold signature scheme. We refer to Section 2.1 for
an overview of this construction.

Construction 7.3 (Puncturable Public-Coin Threshold Signatures). Our construction of puncturable public-coin
threshold signatures uses the following cryptographic ingredients:

An all-but-one signature scheme IIapo = (ABO.Setup, ABO.SetupPunc, ABO.Sign, ABO.Verify) as per Defi-
nition 3.3, with message space M. Let £apo = £apo(A) be the length of a signature in its signature space, let
ks = bukrso (A) be the length of a verification key in the support of ABO.Setup(1%), and let £ = £ (1) be
the length of the randomness consumed by ABO.SetupPunc. We assume that there exists a special value vk,
that is punctured on all messages (i.e., for all m, o it holds ABO.Verify(vk,, m, o) = 0).

A function-binding hash for conjunctions IIrgy = (FBH.Setup, FBH.SetupBinding, FBH.Hash, FBH.Verify) as
per Definition 3.5, over the block space X = [2*] x {0, 1}*s0, whose blocks pair a slot with an all-but-one
verification key; taking the index range to be [2"] rather than the number of blocks keeps X independent of
it, as Definition 3.5 requires. Let £, be a bound on the length of an opening produced by FBH.Hash, and let

sg(n) be a bound, for batch size 2", on the description size of the predicate that FBH.SetupBinding will bind on
to argue mode indistinguishability; we pin down its value only once we fix that mechanism.

ABARG for trapdoor threshold languages IIgarc = (BARG.Gen, BARG.SoundGen, BARG.Prove, BARG.Verify)
as per Definition 5.2.

A pseudorandom fixed-weight string generator Ilprw = (PFW.Setup, PFW.Query) as per Definition 6.3.
None of the algorithms above call ITpry; it is used only when we argue punctured static security and mode
indistinguishability (Definition 7.1), where a circuit computing v +— PFW.Query(K,v) with a key K «
PFW.Setup(1%, 2", ¢) hardwired, for n € [A] and ¢ € [0, 2"], will describe the BARG trapdoor Ext that marks the
slots held by a corrupted party, leaving every other slot to be a no-instance; this is what eventually pins down s;").
A PRF Ilppr = (PRF.Setup, PRF.Eval) as per Definition 3.1, with input length n € [A] and output length 4.
Like IIpryw, it is used only in that same analysis, to derandomize the punctured all-but-one keys sampled for
the honest slots.

The construction uses the following circuit:

Constants: A batch size exponent n € [1], a hash key hk, a digest dig, and a message m € M.
Inputs: An index j € [2"] as the instance, and a witness (vk, p, 0).

1. Output 0 unless FBH.Verify (hk, dig, j, (j, vk), p) = 1.
2. Output 1 if and only if ABO.Verify(vk,m, o) = 1.

Figure 5: Circuit C[n, hk, dig, m] for the index BARG.

The predicate below is what FBH.SetupBinding binds on when Sim places I1fgy in binding mode.
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Constants: A PFW key K, a PRF key Kpgr, an index space size N, and a message m* € M.
Inputs: A block (i, vk) € [24] x {0, 1}*aso .

1. Output 1ifi ¢ [N].

2. Otherwise output 1 if and only if PFW.Query(K, i) = 1, or vk = vk, or vk is the second component (the verification
key) of the output of ABO.SetupPunc(lA, m*; PRF.Eval(Kpgp, i)).

Figure 6: Circuit g[K, Kprg, m*] for the function-binding hash.

The algorithms for the scheme are defined as follows:
« Setup(1*): On input a security parameter A, the setup algorithm proceeds as follows:

1. Foreachn € [A]:

(a) Let s;") = s;n) (A, n) be a bound on the size of the circuit of Figure 6 with security parameter A and

index space size 2", let si") :=5.(A, n) be a bound on the size of the circuit of Figure 5 with security

parameter A and index space size 2", and let s;") = st(") (4, n) be the size of the circuit computing

PFW.Query with security parameter A and string length 2".
(b) Sample a hash key hk(™ FBH.Setup(1%, 2", 1S;n)).
(c) Sample a BARG normal setup crs[(;/’\)RG — BARG.Gen(1%,2", lsin), ls;n)).

(n)

2. Output crs = (hk("),crsBARG)ne[A].

« KeyGen(1%, crs): On input a security parameter A and a common reference string crs, the key-generation
algorithm proceeds as follows:
1. Sample an all-but-one key pair (sk*B°, vk*B) « ABO.Setup(14).
2. Output vk = vk*BO and sk := sk*B°.
« Sign(sk, m): Oninput a signing key sk and a message m € M, the signing algorithm outputs o «— ABO.Sign(sk, m).
« PartialVerify(vk, m, 0): On input a verification key vk, a message m € M, and a signature o, the partial-

verification algorithm outputs ABO.Verify(vk, m, o).

. Preprocess(crs, (vky, ..., vkg) ): On input a common reference string crs = (hk("/), crséﬁ{&c)n,em and a vector

of verification keys (vki, ..., vkg) of size k € [2*], the preprocessing algorithm proceeds as follows:

1. If k = 1, output vkage := vk; and ak := L.
2. Let n € [A] be the unique exponent with k € [2"7! + 1,2"], and denote N := 2", hk := hk™ and

(n)
BARG"

3. For each £ € [k + 1, N], set vk, := vk, to be the rejecting key.

CIrSBARG = CIs

4. Sample a uniformly random permutation (ji, ..., jn) of [N], assigning slot j, to party ¢. (This permu-
tation is the only randomness Preprocess consumes, so we identify Preprocess’s random coins r with the
permutation itself.)

5. Hash the verification keys in slot order,
(dig, p1, ..., pn) = FBH.Hash(hk, (x1,...,xn)),

where x;, := (ji, vke) for each ¢ € [N].
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6. Output vkagg = (n, hk, dig, crsgarc) and ak := (n, hk, dig, crspara, {(Vke, ji, pjf)}[e[k] ).
- Aggregate(ak, m, {(¢,0¢)} ;7 ): On input the aggregation key ak, which is either L or
ak = (n, hk, dig, crsgara, {(Vke, Jje, pj,)}t,e[k] ),

a message m € M, and a set of index and signature pairs {(¢, o¢) },c7 for T C [k], the aggregation algorithm
proceeds as follows:

1. If ak = L, output 0,ge := 0y when T = {1} and 0,45 := L when T = @.
2. Let C := C[n, hk, dig, m] be the circuit of Figure 5.

3. Let Sparc = {jr}ser be the set of slots assigned to the parties in T, set w;, := (vky, pj,, 0¢) foreach ¢ € T,
and output 0ueg BARG.Prove(crsBARG,C, SBARG> (Wj)jessARc)-

+ Verify(vkagg, t,m, 0,¢): On input an aggregated verification key vk,g, which is either a single all-but-one
verification key or vk,ge = (n, hk, dig, crsgarc), a threshold ¢, a message m € M, and an aggregate signature
Oagg, the verification algorithm proceeds as follows:

1. If vkagg is a single all-but-one verification key rather than a 4-tuple, output 1 if and only if t+ < 1 and
PartialVerify (vkagg, m, 0agg) = 1.

2. Let C := C[n, hk, dig, m] be the circuit of Figure 5.

3. Output BARG.Verify(crsgara, C, t, Oagg)-

. Sim(ll, 1k, s, m*): On input a security parameter A, a number of parties k € [2/1], a set of corrupted users
S C [k], and a message m* € M, the simulator proceeds as follows:

1. If k = 1, sample crs < Setup(1?) and, if S = @, set (sky, vk;) < ABO.SetupPunc(1*, m*). Output crs,
((vke, ske))geqr)\s (the empty tuple if S = {1}), and the empty randomness r := L, which is all Preprocess
consumes on a single key.

2. Let n € [A] be the unique exponent with k € [2"~! + 1,2"], and denote N := 2", 5 := [N] \ Sand ¢ = |S].
The slots of S are the ones Preprocess will fill with a key that no signature on m* verifies against: a key
punctured at m* for an honest party £ € S N [k], and vk, for a padding slot £ € [k + 1, N].

3. Sample K « PFW.Setup(l’l, N, ¢) and Kpgpf < PRF.Setup(lA, N, 1%7).

4. Sample (ji, ..., jn) « Permute*(1V,S) (Figure 4), except that the string x inside Permute* is set to
xj = PFW.Query(K, j) for each j € [N], instead of being sampled from HS(N,c). Writing I :=
{j € [N] : PFW.Query(K, j) = 1} for the resulting marked set, this gives {j;},c5 = Z, so the marked slots
are exactly those held by the corrupted parties.

5. For each £ € SN [k], set (skg, vk,) := ABO.SetupPunc(1%, m*; PRF.Eval(Kpgr, ji))-

6. For each n’ € [A] \ {n}:

(a) Let s_;",) = S;n,) (A,n’) be a bound on the size of the circuit of Figure 6 with security parameter A and
index space size 2", let sén/) :=s.(A, n") be a bound on the size of the circuit of Figure 5 with security

parameter A and index space size 2", and let st",) = st(",) (A, n’) be the size of the circuit computing
PFW.Query with security parameter A and string length 2.

(b) Sample a hash key hk() — FBH.Setup(1%, 2", ls;n )).
¢) Sample a BARG normal setup crs'”) . « BARG.Gen 14,27, 155'" ), 1Sz(n >).
P P CISparG

7. Sample a binding hash key hk(™ FBH.SetupBinding (14, N, 15" ,g), where the predicate g := g[K, Kprr, m*]
is defined in Figure 6.

8. Sample crsg/:)RG — BARG.SoundGen(l’l, N, 1‘5"1), 1s£")’ Ext), where Ext(v) := PFW.Query(K, v) for every

v € [2N-1].
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9. Output crs = (hk("’), crsgzéc)n,ew, ((vke, ske))gerk)\s> and randomness r = (ji, . .., jn) for Preprocess.
We now show that Construction 7.3 is both correct and succinct.

Lemma 7.4 (Correctness). Suppose that Ilapo is correct (Definition 3.3), Ilggy is correct (Definition 3.5), and Ilgarc
is complete (Definition 5.2). Then the puncturable public-coin threshold signature scheme Ilppcts of Construction 7.3
satisfies signing correctness and aggregation correctness.

Proof. Signing correctness. Fix any A € N, any crs in the support of Setup(1*), and any m € M. Let (vk,sk) «
KeyGen(1%, crs), so vk = vk*B9 and sk = sk*BO for some (sk*B°, vk*BO) in the support of ABO.Setup(1%), and
let 0 « Sign(sk,m) = ABO.Sign(skABO, m). Correctness of Ilago gives ABO.Verify(vaBo, m,o) = 1, that is,
PartialVerify(vk, m, o) = 1.

Aggregation correctness. Fix any A € N, any k € [2], any message m € M, any threshold ¢t € [k],any T C [k] with
|T| > t, any crs in the support of Setup(1%), any {(vk,, ske) }repr] where (vk, sky) is in the support of KeyGen(1%, crs)
for each ¢ € [k], and any signatures {o;},.r with PartialVerify(vk,, m, ;) = 1 for each ¢ € T.

Suppose first that k = 1, so that t = 1 and T = {1}. Then Preprocess outputs vk, = vk; and ak = 1, Aggregate
outputs 0,6, = 071, and Verify takes its fallback branch, returning PartialVerify(vky, m, o1) = 1 by hypothesis. Assume
k > 2 from here on.

Let (vkagg, ak) Preprocess(crs, (vkl,...,vkk)) and let n, N = 2", hk = hk™ and CISBARG = crst™  be as

BARG
(n)
selected there, so that hk is in the support of FBH.Setup(1%, N, 1% ) and crsgarg is in the support of

(n) (n)
BARG.Gen(1%, N, 1% 1% ).

Preprocessing additionally sets vk, := vk, for each ¢ € [k + 1, N], samples a permutation (jy, ..., jny) of [N], and
computes (dig, p1,...,pn) = FBH.Hash(hk, (x1,...,xn)) where x;, = (j, vk;) for every £ € [N], so that vk,g, =
(n, hk, dig, crsparc) and ak = (n, hk, dig, crsparc, {(Vk[,jf, pjf’)}f(:‘[k] ). Let Oagg Aggregate(ak, m, {(£, 0¢) }yer ),
which forms C := C[n, hk,dig,m] and Sgarc = {Jje}ser, sets wj, = (vke, pj,, 0r) for each ¢ € T, and outputs
TIBARG < BARG.PI‘OVC(CI‘SBARG, C, SBARG, (Wj)jESBARG)'

Every selected instance is satisfied. Fix £ € T. Since (ji, ..., jn) is a permutation of [N], x;j, = (je, vk¢) is ex-
actly the j;h block that FBH.Hash hashed, so correctness of IIrgy gives FBH.Verify(hk, dig, ji, (je, vke), pj,) = 1.
Moreover, since £ € T C [k], the key vk, is one of the keys given in the hypothesis, so ABO.Verify(vky, m, op) =
PartialVerify(vke, m, o;) = 1. Hence C(je, wj,) = 1.

The selected set is large enough. Since (jy, . . ., jN) is a permutation, the map £ — j, is injective, so |Sparg| = |T| = £;
moreover t < k < N, so t is a legal threshold for the batch size N.

The BARG proof verifies. The circuit C has size at most sé"). Applying completeness of IIgarg to the set Sparg (of
size at least t) and the witnesses (w;) jesgang» €ach satisfying C(j, w;) = 1, yields BARG.Verify(crsgarc, C, t, m8ArRG) = 1,
that is, Verify(vkagg, t, m, 0agg) = 1. O

Lemma 7.5 (Succinctness). Suppose that ago runs in polynomial time, that Ilrpy satisfies succinctness (Definition 3.5),
that IlgarG satisfies succinctness (Definition 5.2), and that s;"), st(") < poly(A, n) foralln € [A]. Then the puncturable
public-coin threshold signature scheme Ilppcts of Construction 7.3 is succinct: there is a fixed polynomial poly(-,-) such
that for all A € N, all k € [2*], all crs in the support of Setup(1%), all messagesm € M, allt € [k], all T C [k], all
(vke, ske) in the support of KeyGen(1%, crs) for € € [k], all (Vkagg, ak) in the support of Preprocess crs, (vki, ..., vkg) ),
and all 0,44 in the support of Aggregate(ak, m, {(¢,0¢)},er ) for signatures o;, we have |vkagg| < poly(A,logk) and
|oagg| < poly (A, log k).

Proof. For k = 1 we have vk,gg = vk and 0,45 € {01, L}, of length at most max (£, faBo) < poly(A) since IIapo
runs in polynomial time, so assume k > 2. Write n, N = 2", hk = hk™ and CISBARG = crsg;\)RG for the exponent and
the pair that Preprocess selects, and recall 2"~! < k < N, so that log N = n < logk + 1 and n itself is described by
O(log 4) bits.

Hash key, digest, and openings. By succinctness of Irgp, |hk|,|dig|, £, < poly(4,logN, s(n)) < poly(A,logk)

using the hypothesis on sg(n).
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Circuit size. The circuit C[n, hk, dig, m] of Figure 5 hardwires (n, hk, dig, m), of total length poly(4, log k) by the
previous paragraph and since m € M has length poly(A). On an index j € [N], described by n bits, and a witness
(vk, p, o) of length €., = by 50 + £ + a0 < poly(A,logk) (since £y,s0, faBo = poly(4), as IIapo runs in polynomial
time, and £, < poly(4, logk) by the previous paragraph), it runs FBH.Verify and ABO.Verify, both efficient. Hence the
circuit has size at most poly (A, n) < poly(A,logk); we take sﬁ") to be this bound for batch size 27, as Setup requires.

For the same reason the hypotheses on sé") and st(") are exactly what Construction 7.3 needs of them.

CRS and verification key size. By the compact CRS property of Ilgarc, and since crsgarg is in the support of
BARG.Gen (1%, N, lsén), 1sfn)), we have |crsparg| < poly(4,log N, s§”>, st(")) < poly(4,log k) using the previous para-

graph and the hypothesis on st("). Combined with |n|, |hk]|, |dig| < poly(A,logk), this gives |vkagg| < poly(A,logk).
Aggregate signature size. An aggregate signature o,g, in the support of Aggregate (ak, m, {(f, o¢) }sc1 ) is a proof
7BARG in the support of BARG.Prove(crsBARG, C, SBARG> (Wj)jessARc) for the circuit C of the previous paragraph and
the same crsparc; by the succinct-proof property of Ilgara, |7sarc| < poly(4,log N, sén), s;")) < poly(4,logk).
Note that crs itself is not required to be short, and indeed it is not: it holds A hash keys and A BARG common
reference strings, one per possible batch size. O

Theorem 7.6 (Punctured Security). Assume that Ippy is correct (Definition 6.3), Ilgpy satisfies perfect function binding
(Definition 3.5), Uapo satisfies punctured correctness (Definition 3.3) and has the special value vk, assumed in Construc-
tion 7.3, and Iparg is statistically sound (Definition 5.2). Then Ilppcts of Construction 7.3, with Sim as defined there,
satisfies punctured static security.

Proof. Let A be a (potentially unbounded) adversary for the punctured static security game of Definition 7.1. We
first dispose of the runs on which A outputs k = 1. There the constraints t € [k] and ¢t > |S| force t =1and S = @,
s0 Sim takes its k = 1 branch and party 1 receives the punctured key vk; of ABO.SetupPunc(1*, m*), and Preprocess
returns vk,gg = vki. Whatever forgery A outputs, b = PartialVerify(vky, m*, 0,45) = ABO.Verify(vky, m*, 0545) = 0
by punctured correctness of IIago. Hence Pr[b = 1] is unchanged if we restrict attention to the runs with k > 2,
and the adversary below aborts on the others, which only lowers its winning probability. We build the following
(potentially unbounded) adversary B for the statistical soundness game of Definition 5.2.

1. Algorithm 8B runs \?{(1’1) to obtain 1%, S C [k], and m* € M, and aborts if k = 1.

2. Algorithm 8 lets n € [A] be the unique exponent with k € [2"7! + 1,2"], and sets N := 2", S := [N] \ S and
¢ :=S|. It samples K « PFW.Setup(lA,N, ¢) and Kpgp «— PRF.Setup(lA, N, 1%"), and samples (ji, ..., jN) <
Permute*(1V, S) with the string x inside Permute* set to x; := PFW.Query(K, j) for each j € [N].

. . (n) (n) L.
3. Algorithm B sends the batch size N, 1% , 1% , and the description of Ext := PFW.Query(K, -) to the challenger,
which is admissible because Ext has description size at most st("), and receives CrsgargG.

4. For each ¢ € SN [k], algorithm B sets (ski, vk;) := ABO.SetupPunc(l’l, m*; PRF.Eval(Kprr, jr)).

5. Algorithm B samples hk = hk™ « FBH.SetupBinding(1%, N, 135"),9) for the predicate g := g[K, Kprr, m*] of

é’/:)RG := crsparc, and for each n’ € [A] \ {n} samples hk(") — FBH.Setup (1%, 2", 15" >) and
(n")
1% ).

, ;o
crsé'/:éc — BARG.Gen(1%4, 2" 1%

Figure 6, sets crs
n’)
6. Algorithm B sets crs = (hk(”l),crsé'}\’éc)n,em and sends crs, (vk¢)eprp\s> and 7 := (ji, . . ., jn) to A.

7. When A makes a signing query (£, m) for £ € [k] \ S and m # m*, algorithm B responds with Sign(sk,, m).

8. Algorithm A outputs arbitrary corrupted verification keys (vk,),cs, a threshold ¢ € [k] with ¢ > |S|, and a
forgery oagg.

9. Algorithm B completes the computation of Preprocess(crs, (vki, ..., vkg);r): it sets vk, := vk, for each
¢ € [k + 1, N] and hashes

(dig, p1, ..., pn) = FBH.Hash(hk, (x1,...,xn)), where x;, = (ji, vk) for each ¢ € [N].
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10. Algorithm 8 sets vkagg = (1, hk, dig, crsgarg) and C* := C[n, hk, dig, m*] from Figure 5, and outputs (C*, t, Gagg)
to the BARG challenger; this is admissible because t < k < N.

Algorithm 8B perfectly simulates the punctured static security game for A: it samples K, Kpgf, the permuta-
tion, the honest parties’ keys ((vke, sky))ee[x]\s via ABO.SetupPunc, the binding key hk™ and the A — 1 remaining
pairs of crs exactly as Sim does, and the one value it does not sample itself, crsgarg, is returned by its challenger

distributed as BARG.SoundGen(lA, N, 155’”’ lsin), Ext), which is exactly the distribution step 8 of Sim would have
used. Steps 9 and 10 then run Preprocess on the simulated honest verification keys, the corrupted verification keys
supplied by A in step 8, and the very randomness r that 8 handed A, as the challenger of the punctured static
security game does. In particular, A’s output ((vke),cs,t, 0agg) has the same distribution as in the real game, and
b = Verify (vkagg, t, m", 0a5¢) = BARG.Verify(crsgarg, C*, t, Oagg)-

We claim that whenever b = 1, the tuple (C*, , 0,4¢) that 8 outputs also satisfies the two remaining winning
conditions of the statistical soundness game, namely that Ext := PFW.Query(K, -) is a trapdoor for the batch language
of C* (Section 5) and that Ext(root) < t. Since B’s challenger already fixes Ext before sampling crsgarg, this holds
deterministically, for every choice of K, Kpgr, and (jy, . . ., jN), rather than with some probability of failure.

Validity and propagation of Ext hold for every K in the support of PFW.Setup(1%, N, ¢), by correctness of Ilpry.

Before turning to leaf soundness, we record that the vector of blocks (xi, ..., xn) hashed in step 9 satisfies g
at every slot, which is the hypothesis under which perfect function binding of ITrgy speaks. Indeed, fix £ € [N]
and consider the block x;, = (je, vk). If £ € S then j, € I := {j € [N] : PFW.Query(K, j) =1} = {jr}pcs, sO
PFW.Query(K, j;) = 1 and the first of the three disjuncts of g holds for every adversarial choice of vk;, even one
depending on crs, the honest verification keys, r, and the signing responses. If £ € S N [k] then vk, is by construc-
tion the verification key output by ABO.SetupPunc(lA, m*; PRF.Eval(Kprr, j¢)), which is the third disjunct. And if
t € [k + 1, N] then vk, = vk, which is the second.

For leaf soundness, fix a leaf j € [N] with Ext(j) = 0, thatis, j ¢ 7, and suppose toward a contradiction that some
witness w = (vk, p, o) satisfies C*(j, w) = 1. The first check of C* gives FBH.Verify(hk, dig, j, (j, vk), p) = 1. Since

hk < FBH.SetupBinding(1%, N, lsén), g) binds on the conjunction x — A;c;n 9(x;), and (dig, pi, ..., pn) is the hash
of the vector of blocks of the previous paragraph, perfect function binding of IIrgy gives g((j, vk)) = 1; this holds
for every accepting opening at slot j, not just for the block actually hashed there. Since j € [ N], the range case of
g does not fire; and since Ext(j) = PFW.Query(K, j) = 0, its first disjunct fails as well, so either vk = vk, or vk is the
verification key output by ABO.SetupPunc(l’l, m*; PRF.Eval(Kpgp, j)). In the first case, ABO.Verify(vk,, m*,0’) =0
for every o’ by the assumed property of vk, . In the second case, vk is in the support of ABO.SetupPunc(1%, m*), so
punctured correctness of Ilapo gives ABO.Verify(vk, m*, ¢’) = 0 for every ¢’. Either way this contradicts the second
check of C*, which requires ABO.Verify(vk, m*, o) = 1. So the jth instance of C* is a no instance, as required.

Hence Ext is a trapdoor for the batch language of C*, and Ext(root) = ¥ ;cn] Ext(j) = [Z] = ¢ = || by the
correct-weight property of Ilprw; since t > |S| (as A’s output must satisfy in the punctured static security game),
this gives Ext(root) < t.

Therefore 8 wins the statistical soundness game exactly when b = 1, which as noted entails k > 2 and so never
falls on a run where B aborts; hence Pr[b = 1] equals 8’s winning probability, and statistical soundness of IIgarc
gives a negligible function negl(-) with Pr[b = 1] < negl(1) for all A € N, as required. O

Theorem 7.7 (Mode Indistinguishability). Assume that Iprw is correct and pseudorandom (Definition 6.3), Ilpgr is
a secure PRF (Definition 3.1), gy satisfies mode indistinguishability (Definition 3.5), Ilgarg satisfies mode indistin-
guishability (Definition 5.2), and lago satisfies verification key indistinguishability (Definition 3.3). Then Ilppcts of
Construction 7.3, with Sim as defined there, satisfies mode indistinguishability.

Proof. Let A be an efficient adversary for the mode indistinguishability game against Construction 7.3. Note that
this game never invokes Preprocess: the challenger sends A only crs, the honest parties’ verification keys, and the
randomness r, and answers signing queries, so the following hybrids need not track a digest at all. The adversary may
choose corrupted keys locally; none are generated or sent by the challenger. Throughout, once A has output 1¥ and
S with k > 2, we write n € [A] for the unique exponent with k € [2"7! +1,2"],and N := 2", S := [N] \ Sand ¢ := |S],
exactly as Sim does; the case k = 1 is treated after the hybrids are defined. For a bit b € {0, 1} we define a sequence
of hybrid experiments; each is described as a modification of the previous one, and all of them output A’s guess b’.
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+ Hyb,: the mode indistinguishability game with b = 0. In full:

1. Algorithm A(1%) outputs 1¥ with k € [2,2%], a set S C [k], and a message m* € M.
2. For each n’ € [1], the challenger samples

, ’ (n")
hk™) « FBH.Setup(1%,2",1% )
") (n")

(n') A on’ s s
CrSgarG < BARG.Gen(1%,2",1% 1% ),

and sets crs = (hk("/), crsg}\?{c)n,em.
. The challenger samples a uniformly random permutation r = (jy, ..., jx) of [N].
. For each ¢ € [k] \ S, the challenger samples (sk;, vk;) <= ABO.Setup(1%).

. The challenger sends crs, (vk¢)pe[x]\s> and r to A.

AN s W

. Throughout the remainder of the experiment, A may adaptively make signing queries: on a query (¢, m)
with £ € [k] \ S and m # m", the challenger replies with Sign(sk,, m).

7. Algorithm A outputs &’, the output of the experiment.
+ Hyb,: same as Hyb,, except that the permutation is sampled using the alternative procedure. Namely:

3. The challenger samples r = (j;, ..., jy) < Permute”(1V,S) of Figure 4, where S is the corrupted set, of
size c.

+ Hyb,: same as Hyb,, except that x is sampled using the pseudorandom fixed-weight string generator. Namely,
before step 2 the challenger additionally samples K «— PFW.Setup(14, N, ¢), and step 3 becomes:

3. The challenger samples r = (ji, ..., jn) < Permute*(1V,S), where the string x inside Permute” is set as
xj = PFW.Query(K, j).

+ Hyb,: same as Hyb,, except that the keys of the honest parties [k] \ S are punctured at m*. Namely:
4. Foreach ¢ € [k]\S, the challenger samples r; <~ {0,1}"" and sets (ske, vk;) < ABO.SetupPunc(14, m*; r).
Since A never receives sk, for any ¢ € [k] \ S, it never sees a punctured signing key directly.

+ Hyb,: same as Hyb,, except that the randomness of the punctured setups is derived from a PRF. Namely, before
step 2 the challenger additionally samples Kpgr «— PRF.Setup(1, N, 1), and step 4 becomes:

4. For each ¢ € [k] \ S, the challenger sets (ske, vky) < ABO.SetupPunc(l’\, m*; PRF.Eval(Kprr, jr)).

+ Hyb: same as Hyb,, except that the hash key of the instance actually used binds on the predicate g :=
g[K, Kprr, m*] of Figure 6. Namely:

"

2. For each n’ € [4], the challenger samples erst™) BARG.Gen(lA, o' 15£" ,15§" )), and samples

BARG
hk(™) FBH.Setup(l’l, 2"',135(7n)) for each n’ # n and hk'" FBH.SetupBinding(lA,N, 155(/"),9). It

sets crs = (hk(n/)’ Crslgr/ir)ic)n’e[/l]'

« Hyb,: same as Hyb,, except that the BARG of that same instance is now in sound mode. Namely:

2. Foreachn’ € [A], the challenger samples hk™) asin Hyb., samples crsg};&c — BARG.Gen(lA, on' lsén ), 1sin >)

foreachn’ # nand crsg;)RG — BARG.SoundGen(lA,N, ls‘fm, lsfln, Ext), where Ext(v) = PFW.Query(K, v)
(n')

for every v € [2N — 1]. It sets crs = (hk(n/)’chBARc)n'e[A]'
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On the runs where A outputs k = 1 every one of these experiments degenerates: Preprocess consumes no randomness,
so each of them sets r := L and samples no K, no Kppr and no permutation, and each leaves all A instances of crs
in normal mode, since the instance n that Hyb; and Hyb, switch is not defined. The only surviving difference is
the puncturing of party 1’s key when S = @, so there Hyb, = Hyb, = Hyb, and Hyb, = Hyb, = Hyb, = Hyb. The
claims below cover this case: all but Claim 7.10 are equalities on such runs, and the reduction of that claim skips
its sampling of K and of the permutation.

Comparing with Sim(l’l, 1k s, m*) (Construction 7.3) step by step, Hyb, samples K, Kpgr, (j1, . .., jn), the honest
parties’ punctured key pairs, the A hash keys, and the A BARG common reference strings exactly as Sim does. It
sends A the same public view as the simulated-mode challenger: crs, (vk¢),e(k)\s> and r = (ji, . . ., jn), retaining the
honest signing keys to answer signing queries. On the runs with k = 1 the same holds against the k = 1 branch of
Sim, which likewise samples crs < Setup(1*), samples a punctured key for party 1if S = @ and no keys if § = {1},
and returns r = 1. So Hyby is exactly the mode indistinguishability game with b = 1.

Claim 7.8. For any adversary ‘A, we have Pr[Hyb,(A) = 1] = Pr[Hyb,(A) = 1].

Proof. The two experiments differ only in how the permutation r = (ji,..., jy) is sampled. By Proposition 6.11,
applied with the parameters N and S, the output of Permute*(1V,S) is a uniformly random permutation of [N],
exactly as in Hyb,. As nothing else changes, the two experiments are identically distributed. O

Claim 7.9. Assume Ilprw is pseudorandom. Then for any efficient A there is a negligible negl such that
[Pr[Hyb, (A) = 1] = Pr[Hyb,(A) = 1]| < negl(2).

Proof. The experiments differ only in whether the string x inside Permute” is a uniform weight-c string (Hyb,) or
xj = PFW.Query(K, j) for K « PFW.Setup(1%, N, ¢) (Hyb,). We build 8 against IIprw’s pseudorandomness: 8 runs
A(1%) to obtain 1%, S, m*, computes N and ¢ = |S], sends the power of two N and the weight ¢ to the pseudoran-
domness challenger, and receives a string x. It completes the experiment as in Hyb, /Hyb, using x inside Permute*
(all other steps are identical in the two hybrids and do not depend on x), and outputs whatever A outputs. If x is
uniform of weight ¢ (bprw = 0), B simulates Hyb,; if x; = PFW.Query(K, j) (bprw = 1), it simulates Hyb,. Thus 8’s
advantage equals the claimed difference, which is negligible. O

Claim 7.10. Assume Ilapo satisfies verification key indistinguishability. Then for any efficient A there is a negligible
negl such that
|Pr[Hyb,(A) = 1] - Pr[Hyb,(A) = 1]| < negl(A).

Proof. Since A is efficient and writes the number of parties in unary, there is a polynomial kmay = kmax (1), depending
only on A, such that every first message of A satisfies k < kpay; in particular the number ¢’ := k — |S| of honest
parties satisfies ¢’ < kpay. Write [k]\S={f <--- < £ }.

For i € [0, kmax], let Hyb, ; be Hyb, except that step 4 samples (ski,, vk, ) < ABO.SetupPunc(14, m*) for every
i’ < min(i, ¢’), and (skg, vk,) < ABO.Setup(1%) for every other honest party £ € [k] \ S. We have Hyb,, = Hyb,,
and Hyb, ; = Hyb, for every i > ¢’; in particular Hyb, ; = Hyb,.

Consider the following adversary 8 for the verification key indistinguishability game of Definition 3.3.

1. Sample i € [kmax].
2. Run the first stage of A(1%) to obtain 1%, S, and m*.
3. Send msg”* = m” to the challenger and receive vk.

4. Compute N and ¢ = |S|, sample K « PFW.Setup(1*, N, ¢), and sample (ji, ..., jy) < Permute*(1V,S) with
xj = PFW.Query(K, j), as in Hyb,; write [k] \ S = {#; < -+ < £ }.

5. If i > ¢/, complete the experiment Hyb, on its own with this m*, discarding vk: sample the rest of the setup,
answer A’s signing queries directly, answer the challenge as in Hyb,, and output A’s guess. Otherwise,
continue with the following steps.
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6. Run the setup of Hyb, ; ; with this K, except that for the party ¢ it sets vk;, := vk and samples no signing key.
7. Send crs, (vke)gepi\s> and r = (ji, . . ., jn) to A; no signing keys are revealed.

8. On a signing query (£, m) with ¢ # £;, answer using the sampled sk,. On a query (£;, m) (necessarily with
m # m*), query the challenge signing oracle on m to obtain o, and return o.

9. Output A’s guess.

The queries 8 forwards to the challenge signing oracle always satisfy m # m* = msg”, since the mode indistin-
guishability game restricts A’s own signing queries to m # m*. Beyond the signing oracle, 8 needs no signing
key for ¢;: that party enters the rest of the experiment only through vk, which B sends to A directly. Fix a value
i € [kmax| of the sampled index. On the runs with i > ¢’, the two experiments Hyb, ; ; and Hyb, ; both coincide with
Hyb,, which 8 simulates on its own without using vk. On the runs with i < ¢’, if the challenger’s bit is 0 then vk
is distributed as the verification key of ABO.Setup(1%) and B simulates Hyb,; ;. and if it is 1 then vk is distributed
as that of ABO.SetupPunc(1*, m*) and B simulates Hyb, ;. In both cases, conditioned on the sampled index being
i, algorithm B outputs 1 with probability Pr[Hyb,; ,(A) = 1] when the challenger’s bit is 0 and with probability
Pr[Hyb, ;(A) = 1] when it is 1.

We bound the signed sum over the inner hybrids rather than each term separately: applying the guarantee to
each i would yield kpay negligible functions, and kyax grows with A, so their maximum need not be negligible. Since
i is sampled uniformly from [kpa.x] and independently of the challenger’s bit, verification key indistinguishability
gives a single negligible negl” with

, 1
negl' (1) > |- (Pr[Hybz’i_l(JH) = 1] = Pr[Hyb,,(A) = 1])
T i [Kax]
1
= [Pr[Hyb,(A) = 1] - Pr[Hyb,(A) = 1],
max
and the claim follows with negl = kpay - negl’, which is negligible because kyax < poly(A). O

Claim 7.11. Assume Ilprr is a secure PRE. Then for any efficient A there is a negligible negl such that
[Pr[Hyb,(A) = 1] — Pr[Hyb,(A) = 1]| < negl(A).

Proof. The experiments differ only in whether the randomness of the punctured setups is uniform (Hyb,) or the
output of PRF.Eval(Kpgg, ) (Hyb,). We build 8 against pseudorandomness: 8B runs A(1*) to obtain 1¥, S, and m*,
computes n and N = 2", sends the lengths 1", 1% to the challenger, samples the rest of the setup as in the two hybrids,
and for each ¢ € [k] \ S queries its oracle on j, — 1 € [0, N — 1], an n-bit input, to obtain r; and samples (sk;, vky) <
ABO.SetupPunc(l’l, m*;r;). Its queries are distinct, since £ — ji, is a permutation, and the key Kpgr is needed nowhere
else in the two hybrids. It completes the experiment and outputs A’s guess. If the oracle is a random function then 8
simulates Hyb,, and if it is PRF.Eval(KpgF, -) then it simulates Hyb,, so its advantage equals the claimed difference. O

Claim 7.12. Assumellpgy satisfies mode indistinguishability. Then for any efficient A there is a negligible negl such that
|Pr[Hyb,(A) = 1] — Pr[Hybs(A) = 1]| < negl(A).

Proof. The experiments differ only in how hk™ is sampled, which are exactly the two modes of Definition 3.5. We
build B: it runs ﬂ(l’l) to obtain 1%, S, and m*, computes n and N = 2", samples K, Kpgf, the permutation, and the hon-

(n)
est key pairs ((vke, ske))eeqr)\s via ABO.SetupPunc as in Hyb,, sends N, 1%, and the description of g[K, Kpgrr, m"]
to the challenger, and receives hk™. It is admissible because g has description size at most s;"). Algorithm B then
samples the remaining A — 1 hash keys and all A common reference strings crsé’X&G «— BARG.Gen(1%, 2", i ), 1% )
as in the two hybrids, assembles crs, sends crs, (vk¢),cxp\s> and r to A, answers its signing queries with the sampled

keys, and outputs A’s guess. In mode brgy = 0 it simulates Hyb, and in mode brgy = 1 it simulates Hyb, so its
advantage equals the claimed difference. O

o)
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Claim 7.13. Assumellparc satisfies mode indistinguishability. Then for any efficient A there is a negligible neg| such that
[Pr[Hybs(A) = 1] — Pr[Hyb,(A) = 1]| < negl(A).

Proof. The experiments differ only in how crsl(%'/’\)RG is sampled. We build 8 against BARG mode indistinguishability:

it samples the whole Hyb, setup except crsé'/:)RG (i.e., K, KpgF, the permutation, the honest key pairs, the A hash
keys, and the A — 1 remaining BARG common reference strings), constructs Ext = PFW.Query (K, -) from the key
K it sampled, sends N, lsén), 1s£n), Ext to the challenger, and receives crsg/:)RG. It completes the experiment with this

CRS, sending crs, (vky)ep)\s, and r to A and answering signing queries with the sampled keys, and outputs A’s

guess. Since Ext has description size at most sﬁ"), 8 is admissible; in mode bgarg = 0 it simulates Hyb, and in mode
bgarg = 1 it simulates Hyby, so its advantage equals the claimed difference. ]

Combining Claim 7.8 through Claim 7.13, we obtain for any efficient A a negligible function negl such that
[Pr[Hyby(A) = 1] — Pr[Hyb(A) = 1]| < negl(1).

Since Hyb, is exactly the mode indistinguishability game with b = 0 and Hyb, is exactly the mode indistinguishability
game with b = 1, this establishes mode indistinguishability, completing the proof. O

8 Puncturable Public-Coin Weighted Threshold Signatures

In this section, we generically upgrade a threshold signature scheme to a weighted threshold signature scheme. While
we focus on punctured security and public-coin preprocessing, we note the transformation is generic and we expect
it to work for regular security and centralized or silent setup schemes.

The idea is simple: the weights are decomposed to their bit representation, and a separate unweighted copy is
run for each bit index. The verification algorithm assigns the corresponding weight to each copy, and checks that
the sum indeed matches the input threshold.

Definition 8.1 (Puncturable Public-Coin Weighted Threshold Signatures). A puncturable public-coin weighted
threshold signature scheme Ippcwts for a message space M is a tuple of efficient algorithms

IIppcwts = (Setup, KeyGen, Sign, PartialVerify, Preprocess, Aggregate, Verify, Sim)

with the following syntax:

« Setup(1%,1%) — crs: On input a security parameter A and a bound on the bit-representation of weights L, the
setup algorithm outputs a common reference string crs.

« KeyGen(14, 15, crs) — (vk, sk): On input a security parameter A, a bound on the bit-representation of weights
L, and a common reference string crs, the key-generation algorithm outputs a verification key vk and a signing
key sk.

« Sign(sk,m) — o: On input a signing key sk and a message m € M, the signing algorithm outputs a signature o.

« PartialVerify(vk, m, 0) — b: On input a verification key vk, a message m € M, and a signature o, the partial-
verification algorithm outputs a bit b € {0, 1}. This algorithm is deterministic.

« Preprocess(crs, ((vky, wi), ..., (vke, wg)) ) — (vkagg, ak): On input a common reference string crs and a vector
of k € [2"] verification key and weight pairs (vk,, w,) such that w, € [0, 2" — 1], the preprocessing algorithm
assigns the parties their weights and outputs an aggregated verification key vk,g, and an aggregation key ak.
The length of its random tape is determined by crs and the weights.

- Aggregate(ak, m, {(£, 0¢)},c7 ) — Oagg: On input the aggregation key ak, a message m € M, and a set of index
and signature pairs {(f, o¢) },cr for T C [k], the aggregation algorithm outputs an aggregate signature o,g,.
This algorithm is deterministic.
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« Verify(vkagg, t, m, 0agg) — b: On input an aggregated verification key vk,gg, a weight threshold ¢ € [k- (2L —1)],
a message m € M, and an aggregate signature 0,4, the verification algorithm outputs a bit b € {0, 1}. This
algorithm is deterministic.

. Sim(14, 1%, 1%, {we}re[x)»S:m*) — (crs, ((vke, ske))refkp\s » r): On input a security parameter A, a bound on the
bit-representation of weights L, a number of parties k, weights wy, ..., wi € [0, 2L — 1], a set of corrupted users
S C [k], and a message m* € M, the simulator outputs a common reference string crs, a key pair (vk,, sk,)
for each honest party ¢ € [k] \ S, and randomness r for Preprocess. The challenger retains the honest signing
keys to answer signing queries; the simulator generates no keys for corrupted parties.

We require that Ilppcwrs satisfy the following properties:

« Signing correctness: For all A, L € N, all crs in the support of Setup(1%, 1), and all messages m € M,

(vk, sk) « KeyGen(1%,1%, crs)

Pr | PartialVerify(vk,m,0) = 1: o — Sign(sk,m)

=1

« Aggregation correctness: Forall A, L € N, allk € [2’1], all messages m € M, all weights wy, ..., wg € [0, 2L—1],
all thresholds ¢t € [k - (2 — 1)], all sets T C [k] with Y,c7 w, > t, all crs in the support of Setup(1%,1%),
all {(vke, ske) }rex) where (vky, sky) is in the support of KeyGen(14, 1, crs) for all £ € [k], and all signatures
{0¢} e where PartialVerify(vk,, m,op) = 1 forall ¢ € T,

(vkagg, ak) « Preprocess(crs, ((vki, wi), ..., (vke, wi)) )

=1
Oagg = Aggregate(ak, m, {(¢,0¢)},er)

Pr | Verify(vkagg, t,m, 0agg) = 1:

« Punctured static security: For any (potentially unbounded) adversary A and polynomial L := L(1), we
define the punctured static security game that takes as input a security parameter A as follows:

1. On input the security parameter 14, algorithm A outputs a number of parties 1¥, weights wy, ..., wy €
[0,2F — 1], a set of corrupted users S C [k], and a message m* € M.
2. The challenger samples
(crs, ((vke, ske))pefrpys»T)
— Sim(1%, 1%, 1K, {Weteerky» S m").
It gives crs together with (vke) e\ and r to A.

3. Throughout the game, algorithm A may adaptively make signing queries: on a query (£, m) with ¢ € [k]\S
and m # m”, the challenger replies with Sign(sk,, m).

4. Algorithm A outputs arbitrary corrupted verification keys (vk;),c s (not necessarily generated by KeyGen),
a threshold t € [k - (2F — 1)] with t > ¥, Wy, and a forgery Oagg-

5. The challenger combines the simulated honest verification keys with the adversary’s corrupted verifi-
cation keys and computes (vk,gg, ak) = Preprocess(crs, ((vki, wi), ..., (vki, wg)) ;7). The output of the
experiment is b = Verify(vkagg, t, m*, 0agg)-

We say Ilppcwrs satisfies punctured static security if for every (potentially unbounded) adversary A and every
polynomial L(A), there exists a negligible function negl(-) such that for all A € N, we have Pr[b = 1] < negl(A)
in the punctured static security game defined above.

« Public-coin mode indistinguishability: For a bit b € {0,1} and an adversary A, we define the mode
indistinguishability game as follows:

1. On input the security parameter 1%, algorithm A outputs a bound on the bit-representation of weights 1%,
a number of parties 1k, weights wy, ..., wg € [0, 2L — 1], a set of corrupted users S C [k], and a message

m* e M.
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2. The challenger computes crs, for each honest party ¢ € [k] \ S, a key pair (vk,, sk;), and randomness r
for Preprocess as follows:

- If b =0, it samples crs «— Setup(l’l, 15), for each ¢ € [k] \ S, (vkg, ske) « KeyGen(l/l, 1%, crs), and
r uniformly at random.

- If b =1, it samples
(crs, ((vke ske)) perips»7)
— Sim(1%, 15, 15, {we} e xp, S mY).
It gives crs together with (vke) e\ s and r to A.

3. Throughout the game, algorithm A may adaptively make signing queries: on a query (£, m) with ¢ € [k]\S
and m # m”, the challenger replies with Sign(sk,, m).

4. Algorithm A outputs a guess b’, which is the output of the experiment.

We say that Ilppcwrs satisfies mode indistinguishability if for every efficient adversary A, there exists a
negligible function negl(-) such that for all A € N

[Pr[p’ =1:b=0] —Pr[b' =1:b=1]| < negl(4).

« Succinctness: There exist universal polynomials py (-, -) and p,gg (-, -) such that forall 4, L € N, all k € [27], all
crs in the support of Setup(1%,1%), all t € [k - (2L — 1)], all (vk,, sk) in the support of KeyGen (14, 1%, crs) for
¢ € [k], all weights wy, ..., wx € [0,2L—1], and all (vkagg, ak) in the support of Preprocess crs, ((vk;, Wi))ie[k] ),
the following hold:

— The size of the aggregated verification key vk,g, is at most p,i(4,logk, L).

— The size of the aggregate signatures output by Aggregate(ak, -, -) is at most p,gs (4, logk, L).
Taken together, these two properties imply that the running time of Verify(vkagg, -, -, ) is also poly(4,logk, L).

Remark 8.2 (Centralized and Silent Variants). Similar to the unweighted case, this definition implies a centralized
weighted threshold signature scheme in the standard model, and a silent weighted threshold signature scheme in
the random oracle model. See Section 10 for more details.

8.1 A Generic Compiler from Puncturable Public-Coin Threshold Signatures

We compile any unweighted puncturable public-coin threshold signature scheme ITppcts into a puncturable public-
coin weighted threshold signature scheme by running L independent copies of Ilppcts, one per bit of the weight
budget, and reducing a weight threshold to a vector of ordinary thresholds, one per bit position.

Construction 8.3 (Puncturable Public-Coin Weighted Threshold Signatures). The only ingredient we use is a punc-
turable public-coin threshold signature scheme ITppcts for a message space M as per Definition 7.1. The algorithms
of IIppcwTs are defined as follows.

« Setup(1%,1F): On input a security parameter A and a bound L on the bit-length of the weights, the setup
algorithm proceeds as follows:

1. For each j € {0,...,L — 1}, sample crs; < PPCTS.Setup(14).

2. Output crs := (crsp, ..., Crsp—1).

. KeyGen(lA, 1L, crs): On input a security parameter A, a bound L on the bit-length of the weights, and a common
reference string crs = (crsy, . . ., crsp_1), the key-generation algorithm proceeds as follows:

1. For each j € {0,...,L — 1}, sample (vkj, sk;) « PPCTS.KeyGen(l’l,crsj).
2. Output vk := (vko,...,vkr_1) and sk := (sko, ..., skp_1).
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« Sign(sk, m): On input a signing key sk = (sko, . .., skr—1) and a message m € M, the signing algorithm proceeds
as follows:
1. For each j € {0,...,L — 1}, compute o; < PPCTS.Sign(sk;, m).
2. Output 0 := (09, ...,0L-1)-

« PartialVerify(vk, m, 0): On input a verification key vk = (vko, ..., vkr_1), a message m € M, and a signature
o = (0yp,...,0L-1), the partial-verification algorithm proceeds as follows:

1. Output 1 if and only if PPCTS.PartialVerify(vk;, m, o;) = 1 for every j € {0,...,L - 1}.

« Preprocess(crs, ((vki, wi), ..., (vki, wg)) ): On input a common reference string crs = (crs, . .., crs;—;) and a
vector of k € [2%] verification key and weight pairs (vkg, wy), where vk, = (vkgo, ..., vkyr—1) and w, € [0,20-1],
the preprocessing algorithm proceeds as follows:

1. For each ¢ € [k], write the binary decomposition wy = 3 jc[01-1] 2wy .
2. Foreach je {0,...,L —1}:
(a) Let]; := {{’ € [k] :wej = 1} and k; = |Ij|, and let £y, ..., &, be the elements of I; in ascending order.

(b) IfI; = @, set vka(ljg'; := 1 and ak) := 1. Otherwise, sample

(ngé)g: ak(j)) «— PPCTS.Preprocess (crsj, (ngl,j, .. .,Vk[kj)j)) .

3. Output vkagg = ((vkigg ko), .., (vkitg V' kr—1)) and ak = ((ak @, ..., ak® V), (..., I;-1)).

- Aggregate(ak, m, {(¢,0¢)},c7 ): On input the aggregation key ak = ((ak(j))jL.z‘Ol, (Ij)]L.z‘ol), a message m € M,
and a set of index and signature pairs {(¢, o)}y for T C [k], where o, = (0v, ..., 0r1-1), the aggregation
algorithm proceeds as follows:

1. Foreach je€{0,...,L —1}:

(a) Write; = {t’l, .. .,t’kj} in the same canonical ordering Preprocess used, and set T := {i € [kj]l:4 € T}
and ¢j = |T]| = ‘T NI j‘. The parties of copy j are indexed by their position in that ordering, which
is the index space PPCTS.Aggregate expects.

(b) If ¢; > 0, compute cr:féf); = PPCTS.Aggregate(ak), m, {(i, o, ) } . Otherwise set o) :

agg = L

jet; )
2. Output 0y = ((co, o;igé), I (e crség_l))).

+ Verify(vkagg, t,m, 0agg): On input an aggregated verification key vk,g, = ((vkgg)g, ko), ..., (vk;ggl), ki-1)), a

weight threshold ¢ € [k - (2" - 1)], a message m € M, and an aggregate signature o,gy = ((c,-, osi)

58 )ie[O,L—l]’
the verification algorithm proceeds as follows:

1. If ¢; > k; for some j, or if X ;cp01-1 2/cj < t, abort and output 0.

2. Output 1 if and only if for every j with ¢; > 0, PPCTS.Verify(vkgéé, cj,m, Uééé) =1.

. Sim(1%, 1%, 1%, {We}ee[k]» S, m”): On input a security parameter A, a bound on the bit-representation of weights

L, a number of parties k, weights wy,..., wg € [0, 2L — 1], a set of corrupted users S C [k], and a message
m* € M, the simulator proceeds as follows:

1. For each ¢ € [k], write the binary decomposition wy = 3 ;[0 1-1] 2wy .
2. Foreach j e {0,...,L —1}:

(@) LetI; := {t’ € [k] :wy; = 1} and k; := |Ij|, and denote I; = {{’1, .. .,{’kj} for some canonical ordering
of the elements of I;.
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(b) LetS; = {i G eln S} be the set of corrupted users in I;.

(c) IfI; = @, sample crs; « PPCTS.Setup(1%) and set r; := L, matching the empty copy that Preprocess
skips. Otherwise sample

(crsj, (ke Ske)) e s, » 7)< PPCTS.Sim (14,19, 55, m”).

(d) For each ¢ € [k] \ (I; US), sample (vkgj,ske;) < PPCTS.KeyGen(1%, crs;j). These honest parties
do not take part in copy j, but still need a key component to answer signing queries, since vk, and
sk, carry one component per copy.

3. Foreach f € [k] \ S, set
vk := (vkeg, ..., vker-1), ske == (skeo, - .., skep—1)-
Set crs := (crsg, ..., crsp—1) and r := (ro, ..., rr—1), and output
(crs, ((vke, ske))eefrps»T)-

We now show that Construction 8.3 is both correct and succinct.

Lemma 8.4 (Correctness). Suppose that Ilppcrs satisfies signing correctness and aggregation correctness (Definition 7.1).
Then the puncturable public-coin weighted threshold signature scheme ppcwrs of Construction 8.3 satisfies signing
correctness and aggregation correctness (Definition 8.1).

Proof. Throughout this proof, we fix A, L € N and m € M. We have to prove signing correctness and aggregation
correctness.

Signing correctness: Fix any crs = (crso, ..., crsp_;) in the support of Setup(1%,1%). Let (vk, sk) be in the sup-
port of KeyGen(l’l, 1% crs), so vk = (vkg,...,vkr_1) and sk = (skq,...,sk;_1) with each (vkj, skj) in the sup-
port of PPCTS.KeyGen(lA,crsj), and let o be in the support of Sign(sk,m), so ¢ = (0y,...,00-1) With 0; «
PPCTS.Sign(sk;, m) for each j € {0,...,L — 1}. Signing correctness of IIppcrs gives PPCTS.PartialVerify(vk;, m, o;) =
1 for every j, so PartialVerify(vk, m, o) = 1 by construction.

Aggregation correctness: Fix any k € [21], any weights wy, ..., wy € [0,2F — 1], any threshold ¢ € [k - (2F - 1)],
and any T C [k] with } ;e wr > t. Let:

« A common reference string crs = (crsy, . . ., crsp—1) in the support of Setup(l’l, 1%), so that each crs; is in the
support of PPCTS.Setup(1%).

« Foreach? € [k], akey pair (vk, sky) = ((vkg,o, .. vker-1), (skeo, - - -, Sk[’L_l)) in the support ofKeyGen(l’l, 1L crs),
so that each (vkg j, sk ) is in the support of PPCTS.KeyGen (1%, crs;).

« For each ¢ € T, a signature oy = (oyp,...,0p-1) With PartialVerify(vk,, m,0,) = 1. By definition of
PartialVerify, this means PPCTS.PartialVerify(vke j, m, o7 ;) = 1 for every j € {0,...,L — 1}.

« A verification key vk,gg = ((vkgg)g, ko), ..., (vkgég_l), kr-1)) and aggregation key ak = ((ak(j))j.‘z‘ol, (Ij)]L.Z‘Ol) in

the support of Preprocess(crs, ((vky, wi), ..., (vki, w)) ). For each ¢ € [k], we write w, = X je[o1-1) 2/We,j
and set [; := {{’ € [k]:wp; = 1}. Denote k; = |Ij‘ and [; = {{’1, .. .,fkj} for some canonical ordering. Then
(Vka(lég);’ ak(j)) = PPCTS.Preprocess(crsj, (Vk[l’j, .. .,vk[kj’j) ;rj) for each j with I; # @, and vkg{gé =ak® = |
for each j with I; = @.

+ An aggregate signature o,g; = ((co, asgé), oo (er-1, cr;gg_l))) = Aggregate(ak, m, {(¢,0¢) },c7 ), where Tj =
{ielkj]:6€T}andc; = |Tj| = |T NI and where Uééé = PPCTS.Aggregate(ak), m, { (i, oz, ;) }

each j with ¢; > 0 and aééé

ieTj) for

= 1 for each j with ¢; = 0.
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First, 2 jcfo,0-1] 2/c; > t:since I; = {t’ € [k] :wp; = 1} and each wy; € {0,1}, we have ¢; = \T N Ij| = DireT Wi js

Z 2jcj— Z ZJngJ Z Z ZJng ZW[>1’

jelo,L—-1] jelo,L-1]  teT teT je[0,L-1] teT

SO

Andcj = |T N Ij| < \Ijl = k;j for every j, so Verify does not abort on the checks in Step 1.
Second, we want to argue that the final check in Verify passes. This means that for any j with ¢; > 0, we

want to prove that PPCTS.Verify(vkgé)g, cj,m, o, séé 1. Since ¢; > 0 and ¢; = kj, then I; # @. For every
i € Tj the party & lies in I;, so vk, ; is the i'! entry of the vector fed into PPCTS.Preprocess, and lies in T, so

PPCTS.PartialVerify (vky, j, m, oy, j) = 1. Thus {O'(l., j}i are valid partial signatures under the very keys that pro-

€T;
duced (vkz(,gg, ak”)), the number of keys satisfies k; € [2%], as 0 < cj<kj<kc< 2%, the selected set T; C [kj] has

size c;, and the threshold satisfies ¢; € [k;]. Aggregation correctness of Ilppcts, applied to the k; keys of copy j with
threshold c; and set T}, gives PPCTS.Verify(vkéJgé, cj,m, aéég) =1.

Combining the two, Verify (vkagg, t, m, agg) = 1. O
Lemma 8.5 (Succinctness). Suppose that Ilppcts is succinct (Definition 7.1), witnessed by a polynomial polyppcrs (-, +).
Then the puncturable public-coin weighted threshold signature scheme Ilppcwrs of Construction 8.3 is succinct.

Proof. Throughout this proof, we fix A, L € N, k € [2%], athreshold ¢ € [k-(2L—1)], and weights wy, ..., wx € [0, 2F~1].
We take the polynomial polyppcrg that witnesses succinctness of Ilppcts to be monotone in both of its arguments
and at least the constant | L|, as we may. Let:

« A common reference string crs = (crsy, ..., crsp—1) in the support of Setup(l", 1%), so that each crs; is in the
support of PPCTS.Setup(1%).

« Foreach? € [k], akey pair (vk, sky) = ((Vk[,o, .. ovker-1), (skeo, - - -, Sk[,L_l)) in the support ofKeyGen(l/l, 1L, crs),
so that each (vkg j, sk ;) is in the support of PPCTS.KeyGen(1%, crs;).

+ A verification key vk,g, = ((vkagg, ko), . (Vk(L » ,kr-1)) and aggregation key ak = ((ak(]))] 0> (I) )

agg
the support of Preprocess(crs, ((vki, wl), .+ (vki, wg)) ). For each ¢ € [k], we write w, = 2jef0L-1] 2wy
and set [; := {t’ € [k] :wp; = 1}. Denote k; = |Ij| and [; = {{’1, .. .,[kj} for some canonical ordering. Then

(ngéé’ ak") is in the support of PPCTS.Preprocess(crs;, (kal,j, ) ..,Vk[kj’j)) for each j with I; # @, and
vkgf,;)g = ak") = 1 for each jwith[; = .

« A message m € M,asetT C [k], signatures o, = (0y0,...,001-1) for £ € T, and the aggregate signature
Oagg = ((co, osgé),...,(q_l,cr;é;))) = Aggregate(ak,m, {(£,0¢)}scr ), where T; := {i € [k;] : & € T} and
cj = |T]| = |T ﬁIj|, and where O'ééé = PPCTS.Aggregate(ak(j),m, {(1 ot,.;) }

azgéé = 1 for each j with ¢; = 0.

- ) for each j with ¢; > 0 and
J

First, |vkagg| < poly(4,logk, L). Every copy has k; = in| < k < 2%, so for each j with I; # @, succinctness of

IIppcts applies to the k; keys of copy j and gives )vk;(é)g| < polyppers (A logk;) < polyppers (4, logk); and for each j

withI; = @, vkgé; | L] < polyppcrs(4, log k). Since the size kj < k of each copy is representable in [log(k + 1)] bits,
[vkage| = > (|vkigg| +1kj]) < L+ (polyppcrs(,logk) + [log(k + 1)7).

jelo.L-1]

Second, |oagg| < poly(A,logk, L). Fix any j. The count ¢; = |T N Ij| < k; < kis again representable in [log(k + 1)]

bits. If ¢; > 0, then I; # @ and oééé is an aggregate signature output by PPCTS.Aggregate(ak), -,-) for the
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(ki) oi)| < polyppcrs(Alogk;) < polyppcrs (A, log k); and if ¢; = 0,

ak(j)) above, so succinctness of IlppcTs gives

ol

then = |L| < polyppcrs(4,log k). Hence

|age| = Z (fe] +

jelo,L-1]

o4

) < L (polyppcrs (4, logk) + [log(k +1)7).

Combining the two, both sizes are bounded by poly(4,logk, L) := L - (polyppcrs(4,logk) + logk + 1), a single
polynomial that is universal because polyppcrs is, s0 Hppcwrs is succinct. m]

Theorem 8.6 (Punctured Security). Suppose that ppcrs satisfies punctured static security (Definition 7.1). Then the
puncturable public-coin weighted threshold signature scheme ppcwts of Construction 8.3, with Sim as defined there,
satisfies punctured static security (Definition 8.1).

Proof. Let A be an (unbounded) adversary for the punctured static security game of Definition 8.1 and L := L(4)
be a polynomial. We assume that A submits admissible weights {w;} [} such that there exists w;, > 0 (otherwise
all verification keys produced by algorithm Preprocess are L, and we assume those are immediately rejected by the
underlying scheme ITppcts). We construct an adversary 8 for the punctured static security game of IIppcrs as follows:

1. Algorithm B runs A to get a number of parties 1k, weights wy, ..., wy € [0, 2 — 1], a set of corrupted users
S C [k] and a message m* € M.

2. For each j € {0,...,L — 1}, algorithm B lets I; := {t’ € [k] :wy; = 1} and k; = |Ij|, denotes I; = {t’l,...,t’kj}
using the same canonical ordering as Construction 8.3, and lets S; := {i € [k;] : ¢ € S} be the positions of the
corrupted parties within that ordering. It then guesses a copy j* & J, where J = {j I # @} is the set of
nonempty copies, which are the only ones Construction 8.3 preprocesses. Recall that we assume that J # @,
so the guess is well-defined.

3. Algorithm B sends 1%, S+, and m* to its own challenger and receives crs-, (kai’j*)ie[k~*]\5~*’ and rj.
J J

4. Algorithm B simulates the common reference string and the keys. For each j € {0,...,L — 1} \ {j*} with
I; # @, it samples
(CI’Sj, ((th’i,j: Sk[i,j))ie[kj]\sj s rj) — PPCTSSIm(l)L, 1kj, Sj, m*),

and for each empty copy it samples crs; < PPCTS.Setup(1%) and sets r; := L. For every j and every
£ € [k]\ (I; US) it samples (vkg j, ske ;) < PPCTS.KeyGen(lA,crsj).

5. Algorithm B sets crs := (crsy, ..., crsp—1), vke := (vkeo, ..., vker—1) foreach ¢ € [k]\ S, and r := (ro,...,r;—1),
and sends crs, (vke),e[x1\s and r to A. Every honest verification-key component is available from the challenger
or from step 4; the missing honest signing-key components are handled by its signing oracle.

6. Whenever A makes a signing query (¢,m) with ¢ € [k] \ S and m # m", algorithm B computes o, ;
PPCTS.Sign(sk, j, m) itself for every j # j*. For j = j*: if ¢ ¢ I;- it likewise signs with the key sk ;- it sampled
in step 4; and if £ = ¢; € Ij, so that i € [k;<] \ Sj+, it forwards (i, m) to its own signing oracle to obtain oy j-.
It replies with oy := (070, ..., 07L-1)-

7. Algorithm A outputs arbitrary corrupted verification keys (vk,),cs (not necessarily generated by KeyGen),

a threshold t € [k - (21 — 1)] with t > ¥ ,c5 W, and a forgery oags = ((c;, aééé )]L.:_Ol. Ifcjo <|Sj|orey > kje,

algorithm 8B aborts. Otherwise it parses each corrupted key vk, = (vkep, ..., vk,1—1) and outputs (kai’ j*)

the threshold c;«, and the forgery Uéé;

s
i€S;x

The simulation is perfect and independent of j*. For every copy j # j*, algorithm 8 samples crs;, the honest
key pairs of I; \ S and r; through PPCTS.Sim(1%, 1%/, Sj,m*) when I; # @ and through PPCTS.Setup(1*) with ri=.1
when I; = @, and the keys of [k] \ (I; U S) through PPCTS.KeyGen, exactly as Sim of Construction 8.3 does.
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For copy j*, the challenger uses PPCTS.Sim with the same parameters to generate crs;-, the honest key pairs, and
rj+. It returns crs;, the honest verification keys, and rj-, while 8 samples the keys of [k] \ (I;+ U S) itself. Signing
queries are answered with those very keys in both cases, and the ones 8 forwards are legal for its own oracle: they
carry anindex i € [kj<]\S;- and a message m # m*, as Definition 8.1 restricts A to m # m*. So A’s view is distributed
exactly as in the punctured static security game of Definition 8.1 and is the same for every value of j*. In particular
Jj* is uniform on J conditioned on A’s output.

The reduction breaks Ilppcts. Suppose A wins, that is, Verify(vkagg, t, m*, 024¢) = 1 for the aggregated key

(Vkagg, ak) = Preprocess(crs, ((vki, w1), ..., (vkg, wg)) ;7) that the challenger computes. The first check of Verify

gives ¢; < kj for every j and };; 2/¢; > t, and the second gives PPCTS.Verify(vkgjggg, cj,m" O';éé

¢j > 0. We claim there is a copy j with c; > ‘Sj). Otherwise ¢j < |Sj| = Dlses Wy,j for every j, and then

t < Z chj < Z ZJZW(] = Z Z 2ng,j = Z\w < t,

jelo,L-1] jel[o,L-1] teS teS jelo,L-1] teS

) = 1 for every j with

using t > Y ,cs e in the last step. Fix such a j. Then c; > |Sj-| > 0, so Verify did check that copy and therefore
PPCTS.Verify(vkgé;,c m* G;éé) =1, im[ilying ki > c; >0, soj € g and c; € [k;].

Suppose that j* = j. By the choice of j and the fact that A wins, neither abort condition of step 7 is triggered, so B
outputs the threshold ¢;« € [kj<] with ¢+ > |S I \, which is a legal output in the game of Definition 7.1, together with

(")

0a3g and the corrupted key components (vke, j+) supplied by ‘A. Its own challenger scores that forgery against

i€S;+

(VK

age’ ak’) = PPCTS.Preprocess(crsj*, (Vk[l’j*, .. .,Vk[kj* ,j*) ;rj*).

The weighted preprocessing algorithm computes vkgé;) using this same call: it uses the same crs:, the same key

vector (including the corrupted components supplied by A) in the same canonical ordering, and the same randomness
-. Hence vkagg = vkgég) and the chaHenger s output is PPCTS. Verlfy(vkag_g L Cjes éég)) =1.
By the perfect simulation, the index j* is uniform on J and independent of the rest of the experiment, and

[T <L, so

Pr[8B wins] > Pr[j* =j A Verify (vKagg, t, m", 0agg) = 1]

- Pr[Verify(vkyes, t, m*, o, =1
|j| [ Y( agg agg) ]

Z - Pr[Verify(vkagg, t, m", 0agg) = 1].

\%

Since L is polynomial, if A wins with non-negligible probability then so does B and the claim follows by the punctured
static security of ITppcrs. m]

Theorem 8.7 (Mode Indistinguishability). Suppose that Ilppcts satisfies mode indistinguishability (Definition 7.1).
Then the puncturable public-coin weighted threshold signature scheme Ilppcwrs of Construction 8.3, with Sim as defined
there, satisfies mode indistinguishability (Definition 8.1).

Proof. Let A be an efficient adversary for the mode indistinguishability game of Definition 8.1. Note that this game
never invokes Preprocess: the challenger sends A only crs, the honest parties’ verification keys and the randomness
r, and answers signing queries, so no aggregated key is ever formed. Since A is efficient and writes the weight
bound in unary, there is a polynomial Lyax = Lmax(4), depending only on A, such that every first message of A
satisfies L < Ly,y. Throughout, once A has sent its first message we write, for each copy j € {0,...,L — 1}, I; :=
{t’ € [k] :wej = 1} = {t’l, .. .,t’kj} in the canonical ordering of Construction 8.3, k; := |Ij|, andS; := {i € [kj]: ¢ € S},
exactly as Sim does.
We define the following experiments; all of them output A’s guess b’.

« Realy: the mode indistinguishability game of Definition 8.1 with b = 0. In full:
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1. Algorithm ﬂ(ll) outputs 1L, 1%, weights wy, ..., wi € [0, 2F —1],asetS C [k],and a message m* € M.

2. For each j € {0,...,L — 1}, the challenger samples crs; < PPCTS.Setup(1%), samples (vke j, skej)
PPCTS.KeyGen (1%, crs;) for every £ € [k] \ S, and samples r; uniformly at random, as preprocessing
coins for k; participants under crs;; their length does not depend on the verification-key values. For an
empty copy, preprocessing is skipped and r; = L.

3. The challenger sets crs := (crsy, ..., crsp—1), vke := (vkeo, ..., vker—1) and sk, := (skeg, ..., skpr—1) for
each ¢ € [k] \ S,and r := (ro,...,r1-1), and sends crs, (vk¢),c[r)\s and 7 to A.

4. Throughout the remainder of the experiment, A may adaptively make signing queries: on a query (¢, m)
with ¢ € [k] \ S and m # m*, the challenger replies with Sign(sk,, m).

5. Algorithm A outputs ', the output of the experiment.
« Real;: the mode indistinguishability game of Definition 8.1 with b = 1. Same as Real, except that step 2 becomes:

2. For each nonempty copy j, the challenger samples

(crsj, ((vke, j, Sk[i»f))ie[k,-]\sf ,rj) < PPCTS.Sim(1%,1%, 5, m*).

For an empty copy, it samples crs; < PPCTS.Setup(1%) and sets r; := L. For every copy j, it samples
(vke j, skej) — PPCTS.KeyGen(1%, crsj) for every ¢ € [k] \ (I; US).

Comparing with Construction 8.3 copy by copy, Realy, samples crs and the keys exactly as Setup(1%,1F) and
KeyGen(1%4, 1£, crs) do and r uniformly, so it is the game with b = 0; and Real; samples crs, the keys and r exactly
as Sim(ll, 1, 1%, {weteerry» S, m*) does, so it is the game with b = 1. The two differ only in how, for each nonempty
copy j, the triple consisting of crsj, the keys of the honest participants I; \ S, and r; is drawn: from PPCTS.Setup,
PPCTS.KeyGen and uniform coins in Realp, and from PPCTS.Sim(lA, 1k3, Sj, m*) in Real;. These are precisely the two
modes of Definition 7.1 for a scheme with k; parties and corrupted set S;. On an empty copy the two agree, since then
both sample crs; « PPCTS.Setup(1%), set rj = 1, and generate a key for every honest party using PPCTS.KeyGen.

For p € {0,...,L}, define Hyb, to be the experiment that generates copy j as Real; does for every j < p and
as Realy does for every j > p, and is otherwise unchanged. Then Hyb, = Realy, Hyb; = Real;, and Hyb, = Hyb,,
whenever I, = @.

Claim 8.8. AssumeIlppcrs satisfies mode indistinguishability. Then for any efficient A there is a negligible negl such that
|Pr[Realy(A) = 1] — Pr[Real; (A) = 1]| < negl(A).

Proof: For p € {L,..., Lmax} we additionally let Hyb, := Hyb,, so that Hyb,, is defined for every p € {0, ..., Liax}.
Consider the following adversary 8 for the mode indistinguishability game of Definition 7.1.

1. Sample p* & {0,..., Lyax — 1}
2. Run ﬂ(lA) to obtain 1%, 1%, {w(}fe[k] ,S,m*, and compute I;, k; and S; for every copy j.

3. If p* > L or I,» = @, send the dummy first message 11, @, m* to the challenger, discard the answer, complete
the experiment Hyb,;,, - 1) on its own, and output A’s guess. Otherwise continue.

4. Send 1%, Sp+, and m” to the challenger. The challenger returns crs,« and r,+ together with the honest verification
keys (kai’P*)ie[k \s,.- This is admissible, as 1 < ky» < k < 24 and S+ C [kp+].
P P

5. Sample (vkgpr, skep+) < PPCTS.KeyGen (1%, crsy+) for every £ € [k] \ (I,- US), and generate every copy j # p*
on its own: as in step 2 of Real; if j < p*, and as in step 2 of Realy if j > p*.

6. Set crs := (crsg,...,crsp—1), vkp := (vkeo,...,vker—1) for each ¢ € [k] \ S, and r := (ry,...,r.—1), and send
crs, (vke)perp\s and r to A. Every honest verification-key component is available; signing queries for honest
participants in copy p* are handled by the challenge signing oracle.
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7. Onasigning query (¢, m) with £ € [k]\S and m # m": for every copy j # p* compute o, ; <~ PPCTS.Sign(sk, ;, m)
with the sampled keys; for copy p*, do the same with the key from step 5if ¢ ¢ I+, and if £ = ¢; € I+, so that
i € [kp+]\ Sp+, forward (i, m) to the challenge signing oracle instead. Reply with o, := (0v,...,001-1).

8. Output A’s guess.

Algorithm 8 is efficient: it runs A once and samples at most L copies’ worth of keys, and the queries it forwards
are legal, carrying an index i € [k,+] \ Sy and, since Definition 8.1 restricts A to m # m*, a message m # m".

Fix a value p* € {0,..., Lmax — 1} of the sampled index. On the runs that take step 3, algorithm $ simulates
Hyb in(p+ 1) On its own, regardless of the challenger’s bit; and there Hyb .. = Hyb,,. , either because both equal Hyb,
when p* > L, or because I = @. On the other runs, 8 generates the copies j # p* as Hyb,. and Hyb,,.,, both do,
and copy p* from its challenger: in mode bppcts = 0 that copy is real, which is exactly Hyb > and in mode bppcts = 1
it is simulated, which is exactly Hybp* +1- So in both cases, conditioned on the sampled index being p*, algorithm 8
outputs 1 with probability Pr[Hyb . (A) = 1] when the challenger’s bit is 0 and with probability Pr[Hyb,.,(A) = 1]
when it is 1 (using Hyb; = Hyb; to make sense of p* + 1 = Linax)-

We bound the signed sum over the inner hybrids rather than each term separately, exactly as in the analogous
argument of Claim 7.10: applying the guarantee to each p* would yield L,y negligible functions, and Lyax grows with
A, so their maximum need not be negligible. Since p* is sampled uniformly from {0, ..., Lyax — 1} and independently
of the challenger’s bit, mode indistinguishability of ITppcTs gives a single negligible negl” with

4

, 1
negl' (1) > |- > (Pr[Hybp(ﬂ)zl]—Pr[HybPH(ﬂ):l])
max pE[O:Lmax*I]
1

[Pr[Hyby(A) = 1] = Pr[Hyb, (A) =1]|,
where the sum telescopes to its first and last terms, and Hyb; = Hyb, . Since Hyb, = Reals and Hyb; = Realy, the
claim follows with negl = L,y - negl’, which is negligible because Lyax < poly(4). )

Since Realy is exactly the mode indistinguishability game of Definition 8.1 with b = 0 and Real; is exactly the game
with b = 1, Claim 8.8 establishes mode indistinguishability. O

9 Public-Coin Weighted Threshold Encryption

In this section, we construct a weighted threshold encryption scheme. Similar to before, we work in the distributed
setting with a public-coin preprocessing algorithm.

The setup algorithm outputs only a common reference string, and every party samples its own key pair, without
knowing how many other parties there are, or what weight it will be given. A public preprocessing algorithm then
assigns the parties their weights and compresses any list of public key and weight pairs into a single encryption key,
together with an aggregation key that lets anyone combine the parties’ decryption hints, and encryption is performed
with respect to that encryption key and a weight threshold.

Definition 9.1 (Public-Coin Weighted Threshold Encryption). A public-coin weighted threshold encryption scheme
IIpcte for a message space M is a tuple of efficient algorithms Ipcte = (Setup, KeyGen, Preprocess, Enc, GetHint, Dec)
with the following syntax:

« Setup(1%,1%) — crs: On input a security parameter A and a bound on the bit-representation of weights L, the
setup algorithm outputs a common reference string crs. The number of parties is not an input, so a single crs
serves every number of parties.

. KeyGen(14, 1%, crs) — (sk, pk): On input a security parameter A, a bound on the bit-representation of weights
L, and a common reference string crs, the key-generation algorithm outputs a secret key sk and a public key
pk. Each party runs this on its own, independently of the others, and in particular before its weight is known.
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« Preprocess(crs, ((pk;, w1), ..., (pkg, wi)) ) — (ek, ak): On input a common reference string crs and a vector
of k € [2*] public key and weight pairs (pk;, w;) such that w; € [0, 2L — 1], the preprocessing algorithm assigns
the parties their weights and outputs an encryption key ek and an aggregation key ak. The length of its random
tape is determined by crs and the weights.

« Enc(ek, t,msg) — ct: On input an encryption key ek, a weight threshold ¢ € [k - (2L - 1)], and a message
msg € M, the encryption algorithm outputs a ciphertext ct.

« GetHint(crs, sk;, ct) — dh;: On input a common reference string crs, a secret key sk;, and a ciphertext ct, the
hint algorithm outputs a decryption hint dh;.

« Dec(ak, {(i,dh;)};c7 ., ct) — msg: On input an aggregation key ak, a set of indices together with the decryption
hint of each party in T C [k], and a ciphertext ct, the decryption algorithm outputs a message msg.

Moreover, Ilpcte should satisfy the following properties:

« Correctness: Forany A, L € N,any k € [2’1], any msg € M, any weights wy, ..., wi € [0, 2k —1], any threshold
t € [k-(2F = 1)], and any subset T C [k] with };c; w; > t, the following holds:

crs « Setup(1%,1F)
(ski, pk;) < KeyGen (14, 1%, crs) for all i € [k]
Pr [Dec(ak, {(i,dh;)};cr.ct) =msg: (ek, ak) « Preprocess(crs, ((pk;, w1),..., (pkp, wi))) | =1
ct « Enc(ek, t, msg)
dh; « GetHint(crs, sk;, ct) foralli € T

+ Public-coin static security: For any adversary A, we define the following experiment parameterized by the
security parameter A and a bit b € {0, 1}:

1.

On input a security parameter 1%, the adversary sends a bound on the bit-representation of weights 1%,
a number of parties 1k, weights wy, ..., wi € [0, 2F — 1), and a set S C [k] to the challenger.

. The challenger samples the following:

- A common reference string crs « Setup(1%, 11).

— For every i € [k] \ S: a key pair (sk;, pk;) < KeyGen(1%4, 1%, crs).

- An independent random string r < {0,1}%, where ¢, is the prescribed randomness length for
Preprocess on crs and these k weights, independent of the public-key values.

The challenger sends crs, r, and (pki)ie[k]\s to A.

. The adversary can make hint queries of the form (i, ct) with i € [k] \ S. The challenger responds with

dh « GetHint(crs, sk;, ct).

. The adversary sends arbitrary public keys (pk;) ;e for the corrupted parties (not necessarily generated by

KeyGen), a weight threshold ¢ € [k - (2F — 1)] with ¢ > ;.5 w; and a pair of messages msg,, msg, € M
of the same length to the challenger. The challenger combines these keys with the honest public keys
and, using the same randomness r sent in step 2, computes

(ek, ak) = Preprocess(crs, ((pky, w1), . .., (pkg, wi)) ;1)

and responds with ct* < Enc(ek, t, msg,) to the adversary.

. The adversary can make hint queries again of the form (i,ct) with i € [k] \ S. If ct = ct*, the ex-

periment aborts and outputs a random b’ < {0,1}. Otherwise, the challenger responds with dh «
GetHint(crs, sk;, ct).

. The adversary outputs a bit b’ which is the output of the experiment.
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We say that ITpce satisfies public-coin static security if for every efficient adversary A, there exists a negligible
function negl(+) such that forall A € N

[Pr(b’ =1:b=0] —Pr[b' =1:b=1]| < negl().

« Succinctness: There exist universal polynomials pey (4, log k, L), pct (4, log k, L, |[msg|), and pgn (4, log k, L, |msg|)
such that forall ,L e N, all k € [2’1], all weights wy, ..., w € [0, 2L —1],allt € [k- (2F = 1)], all messages
msg € M, all crs in the support of Setup (1%, 11), all (sk;, pk;) in the support of KeyGen(1%, 1%, crs) for i € [k],
all (ek, ak) in the support of Preprocess(crs, ((pk;, w1), ..., (pkg, wi)) ), all ciphertexts ct in the support of
Enc(ek, t, msg), all i € [k], and all dh; in the support of GetHint(crs, sk;, ct), we have

lek| < poly(A,logk, L) and |ct], |dh;| < poly(A,logk, L, |msg|).

Remark 9.2 (Centralized and Silent Variants). Similar to puncturable public-coin threshold signatures, this definition
implies a centralized weighted threshold encryption in the standard model, and a silent weighted threshold encryption
in the random oracle model. See Section 10 for more details.

9.1 Our Construction

In this section, we present our construction of public-coin weighted threshold encryption from witness encryption
and puncturable public-coin weighted threshold signatures. In principle, the construction is simple: the key pair for
each user is the key pair of the threshold signature scheme. Preprocessing a list of public key and weight pairs is
done using the preprocessing algorithm of the signature scheme. Corrupted public keys are treated as adversarially
chosen verification keys of that scheme; their secret keys are not needed by preprocessing. To encrypt a message m*
with a threshold ¢, we first sample a key pair skors, vkors for a regular (one-time) signature scheme. The one-time
verification key vkors is treated as the tag of the message m*. Next, we encrypt m* under witness encryption with
respect to the relation that just checks an aggregate signature on the tag vkors w.r.t. the same threshold. Finally, the
witness encryption ciphertext is signed using skots. The ciphertext consists of the witness encryption ciphertext, the
tag, and the signature. To decrypt, one needs to have enough signatures on the tag that can be aggregated to satisfy
the threshold and thus satisfy the witness encryption relation and release the message. We refer to these individual
signatures as decryption hints. Honest users only give out decryption hints on a tag vkors if they are provided a
valid signature on the accompanying witness encryption ciphertext. The security of this scheme relies on the fact
that the threshold signature can be punctured such that no aggregate signature (over a certain threshold) exists for
the challenge tag, which allows us to finally invoke witness encryption security and hide the challenge message.

Construction 9.3 (Public-Coin Weighted Threshold Encryption). Our construction of public-coin threshold encryp-
tion uses the following cryptographic ingredients:

« A strongly unforgeable one-time signature scheme g5 = (OTS.Gen, OTS.Sign, OTS.Verify) as per Defini-
tion 3.2. Let £y = £ (A) be the length of a verification key in the support of OTS.Gen(1%).

+ A puncturable public-coin weighted threshold signature scheme

IIppcwts = (PPCWTS.Setup, PPCWTS.KeyGen, PPCWTS.Sign, PPCWTS.PartialVerify,
PPCWTS.Preprocess, PPCWTS.Aggregate, PPCWTS . Verify, PPCWTS.Sim)

as per Definition 8.1, with message space {0, 1}k, so that the messages it signs are one-time verification keys.
The randomness of Definition 9.1 is spent entirely on PPCWTS.Preprocess, so ¢, is the length of the randomness
that algorithm consumes on a vector of k key and weight pairs, determined by crs and the weights before the
corrupted public keys are supplied.

« A witness encryption scheme ITwg = (WE.Enc, WE.Dec) as per Definition 3.4.
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Constants: An aggregated verification key vk,gg, a weight threshold ¢, and a one-time verification key
vkoTs € {0, 1}5.
Inputs: An aggregate signature oagg.

1. Output PPCWTS.Verify(vkagg, t, vkoTs, O'agg).

Figure 7: Circuit Cwe [Vkagg, t, VkOTS].

The algorithms for the scheme are defined as follows:

Setup(1*4, 1%): On input the security parameter A and a bound L on the bit-length of the weights, the setup
algorithm proceeds as follows:

1. Sample and output crs := crsppcwTs PPCWTS.Setup(l", 1h).

KeyGen(1%, 1%, crs): On input the security parameter 1, a bound L on the bit-length of the weight, and the
common reference string crs = crsppcwrs, the key-generation algorithm proceeds as follows:

1. Sample (vk, sk) « PPCWTS.KeyGen(1%, 1%, crs).

2. Output the secret key sk and the public key pk := vk.
Preprocess(crs, ((pky, wi1), ..., (pkg, Wk)) ;7): On input the common reference string crs = crsppcwrs, a vector
of k € [2*] public key and weight pairs (pk;, w;) where pk; = vk; and w; € [0, 2F — 1], and randomness r, the
preprocessing algorithm proceeds as follows:

1. Compute (vk,gg, ak) = PPCWTS.Preprocess(crsPPCWTs, ((vky, wy), ..., (Vki, wr)) ;r).

2. Output the encryption key ek := (1%, vkagg) and the aggregation key ak of the signature scheme, which

is what Dec needs in order to combine the parties’ signatures.

Enc(ek, t, msg): On input the encryption key ek = (1%, vkagg), a weight threshold t € [k - (2l = 1)],and a
message msg € M, the encryption algorithm proceeds as follows:
1. Sample a one-time signature key pair (vkors, skots) < OTS.Gen(1%).

2. Construct the circuit Cwg := Cwe [VKagg, t, VkoTs] from Figure 7, encrypt ctwg < WE.Enc(lA, CwE, msg)
and sign ogrs «— OTS.Sign(skors, ctwe).

3. Output the ciphertext ct := (vkors, ctwE, 00Ts)-
GetHint(crs, sk;, ct): On input the common reference string crs, a secret key sk;, and a ciphertext ct =
(vkors, ctwe, ooTs), the hint algorithm proceeds as follows:
1. Output L if OTS.Verify(vkors, ctwe, ooTs) # 1.
2. Output the decryption hint dh; « PPCWTS.Sign(sk;, vkors), a partial signature on the one-time veri-
fication key of the ciphertext.

Dec(ak, {(i, dh;)};cr, ct): On input the aggregation key ak, a set of indices T C [k] together with the decryption
hint dh; = o; of each party i € T, and a ciphertext ct = (vkors, ctwe, oots), the decryption algorithm proceeds
as follows:

1. Output Lif OTS.Verify(kaTs, ctwe, O-OTS) * 1.

2. Compute 0,5, = PPCWTS.Aggregate(ak, vkors, {(i, 0;) };c1 ), so that each hint serves as the partial sig-
nature of its party on the message vkors that the circuit of Figure 7 tests.

3. Output WE.Dec(ctwe, 0agg)-
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Lemma 9.4 (Correctness). Suppose that ors is correct (Definition 3.2), Hppcwrs Satisfies signing correctness and
aggregation correctness (Definition 8.1), and Ilwe is correct (Definition 3.4). Then the public-coin weighted threshold
encryption scheme Ipcte of Construction 9.3 is correct.

Proof. Fix ,L e N, k € [2’1], a message msg € M, weights wy, ..., w € [0, 2L — 1], a threshold ¢ € [k - (2L —1)], and

T C [k] with ¥;cr wi > t. Let crs « Setup(1%,1F), let (sk;, pk;) « KeyGen(1%, 15, crs) for i € [k], let (ek, ak) «

Preprocess(crs, ((pkl, wi), ..., (pk wk)) ), let ct < Enc(ek, t, msg), and let dh; « GetHint(crs, sk;, ct) fori € T.
By the construction:

e CIS = CISppPCWTS — PPCWTS.Setup(lA, 15);
+ pk; = vk;, where (vk;, sk;) « PPCWTS.KeyGen(lA, 1% crs), for each i € [k];
o ek = (14, vkygg), Where (vkagg, ak) <~ PPCWTS.Preprocess(crsppcwrs, ((Vki, w1),. .., (Vk, wk)) );

« ct = (vkors, ctwe, oots), where (vkors, skots) «— OTS.Gen(lA), ctwg «— WE.Enc(lA, Cwe [Vkagg> t, vkoTs], msg)
and og1s «— OTS.Sign(skoTs, CtWE).

By correctness of IIgts, OTS.Verify(vkors, ctwe, oots) = 1. Hence neither GetHint nor Dec outputs L, and each
dh; = o; lies in the support of PPCWTS.Sign(sk;, vkors) for i € T. By signing correctness of IIppcwrs, we have
PPCWTS.PartialVerify(vk;, vkors, ;) = 1 for every i € T. By aggregation correctness of Ilppcwrs, applied to the
threshold t and the set T, the signature 0,5, = PPCWTS.Aggregate(ak, vkors, { (i, 0;) };cr ) that Dec computes sat-
isfies PPCWTS. Verify (vkagg, t, vkoTs, 0agg) = 1, that is, Cwe [Vkagg, t, VkoTs] (0agg) = 1 for the circuit of Figure 7. By
correctness of Tlwe, Dec(ak, {(i, dh;)};cr, ct) = WE.Dec(ctwe, 0agg) = msg. O

Lemma 9.5 (Succinctness). Suppose thatlppcwrs is succinct (Definition 8.1), witnessed by a polynomial polyppcy1s (55 *),
and that Ilppcwrs, ots and Iwe run in polynomial time. Then the public-coin weighted threshold encryption scheme
Ipcte of Construction 9.3 is succinct.

Proof. Fix A, L, k, msg, the weights wy, ..., w and the threshold t as above, and let crs, the keys (sk;, pk;), the pair
(ek, ak), the ciphertext ct = (vkors, ctwe, oors) and the hints dh; lie in the supports named in Definition 9.1.

By construction, ek = (1A,vkagg) for any aggregate verification key vk,ge in the support of the preprocess-
ing algorithm PPCWTS.Preprocess(crsPPCWTs, ((vky, wr), ..., (Vke, wi)) ), so succinctness of Ilppcwrs gives |ek| =
A+ [Vkagg| < A+ polyppeyrs (A, logk, L).

By construction, dh; is in the support of PPCWTS.Sign(sk;, vkors), where sk; is output by the honest key-
generation algorithm PPCWTS.KeyGen (1%, 1%, crs) and |vkors| = £ < poly(A). Neither algorithm receives k in any
form and both are efficient, so |dh;| < poly(4, L).

By the construction, ctwe is in the support of WE.Enc(lA, Cwe, msg) for the circuit Cwe = Cwe[VKagg, t, vkoTs]
of Figure 7. Since t € [k - (2} = 1)] has |t| < L + [logk], the hardwired values (Vkagg, t, vkoTs) have total
length poly(A,logk, L). Succinctness of IIppcwts bounds the aggregate signature length by poly(A,logk, L), and
PPCWTS.Verify is efficient, so |Cwe| < poly(A,logk, L). Since WE.Enc runs in time polynomial in the length of its
inputs, |ctwe| < poly(A + |Cwe| + |msg|) < poly(4,logk, L, |msg|). Likewise OTS.Sign runs in time polynomial in
|skoTs|+|ctwel, so |oots| < poly(A,logk, L, |msg|), and hence |ct| = £+ |ctwe|+|ooTs| < poly(A,logk, L, |msg|). O

Theorem 9.6 (Public-Coin Static Security). Suppose that Ilgrs satisfies strong one-time unforgeability (Definition 3.2),
Ippcwrs satisfies mode indistinguishability and punctured security (Definition 8.1), and Iy is message hiding (Def-
inition 3.4). Then Construction 9.3 satisfies static security.

Proof. Let A be an efficient adversary for the static security game against Construction 9.3. For a bit b € {0, 1} we
define the following experiments; each is described as a modification of the previous one, and all of them output
A’s guess b’. In every experiment and reduction below, once the challenge ciphertext ct* has been generated, any
hint query with ct = ct* causes an immediate halt with a uniformly random output bit, as in Definition 9.1.

« Real®: the static security game of Definition 9.1 with challenge bit b, with the algorithms of Construction 9.3
written out. In full:
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6.

. The adversary A(1%) outputs 1, 1¥, weights wy, ..., wi € [0,2L — 1], and a corruption set S C [k].
. The challenger samples the following:

— A common reference string crsppcwTs «— PPCWTS.Setup(l’l, 15).

— Foreachi € [k] \ S: akey pair (vk; sk;) « PPCWTS.KeyGen(lA, 15, crsppewTs).

- A uniform random string r <~ {0, 1}, where ¢, is determined by the public parameters and weights,
independently of the public-key values.

The challenger sends crsppcwrs, 7, and (vk;)exp\s to A.

. Throughout the remainder of the experiment, A may make hint queries (i, ct) with i € [k] \ S. The chal-

lenger parses ct = (vkors, ctwe, oots). If OTS.Verify(vkors, ctwe, dots) # 1, it replies with L. Otherwise
it replies with PPCWTS.Sign(sk;, vkors).

. The adversary A outputs arbitrary corrupted public keys (pk;), s, which the challenger identifies with

(vk;);cs, a threshold ¢ € [k - (2L — 1)] with t > };c5 w; and two messages msg,, msg, € M of the same
length.

. The challenger combines the honest verification keys with those supplied by A and computes

(Vkagg, ak) = PPCWTS.Preprocess(crsppewrs, ((Vki, wi), ..., (vke, we)) 57).

It samples (vkgrs, skirs) < OTS.Gen(1%), computes ctyp — WE.Enc(l’l, Cwe [Vkagg, t, vkG1s], msgy)
and 015 < OTS.Sign(sk{rs, cthE), and sends ct* = (vkgg, ctlyes O'*OTS) to A.

The adversary A outputs b’, the output of the experiment.

. Hybib): same as Real®, except that the one-time key pair of the challenge ciphertext is sampled before the
setup and that the experiment aborts if A ever asks an honest party to sign under it. Namely, the challenger
samples (vk{rs, skirs) < OTS.Gen(1%) before step 2 and uses it in step 5, and step 3 becomes:

3.

Throughout the remainder of the experiment, A may make hint queries (i, ct) with i € [k] \ S, answered
as in Real® | except that the experiment halts and outputs a random bit b’ & {0, 1} if ct parses as
(vkors, ctwe, oots) with vkors = vk g and OTS.Verify (vk(rq, ctwe, cors) = 1. The halt agrees with the
convention of Definition 9.1 on a query with ct = ct*, which triggers both rules.

In this and the later hybrids, every hint query of an honest party that is answered with something other than
1 carries vkots # vk{rs.

. Hybéb): same as Hybib), except that the common reference string, the honest key pairs and the preprocessing
randomness are simulated. Namely step 2 is changed as follows:

2.

The challenger samples

(crsppcwrts, (VK ski))ierxps - 7)

— PPCWTS.Sim (1%, 15, 1%, {wi};c k], S, vKrs) -

It sends crsppcwrs, 7, and (vk;);e[k]\s to A, retaining the honest signing keys to answer hint queries.

Step 5 uses this same simulated randomness r to compute (vkagg, ak).

. Hybéb): same as Hybéb), except that the experiment gives up when the circuit of the challenge ciphertext is
satisfiable. Namely step 5 is changed as follows:

5.

As in Hybgb), except that once vk,g, and ¢ are fixed, the experiment halts and outputs a random bit
b’ & {0,1} if there exists a Oagg With PPCWTS Verify(vkagg, £, Vk{ rs, 0agg) = 1, and only otherwise sends
ct” to A.
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Note that this condition is not efficiently checkable, so the challenger of Hybgb) is not efficient.

Claim 9.7. Assume Ilgrs satisfies strong one-time unforgeability. Then for any efficient A and any b € {0, 1} there
exists a negligible neg| such that

Pr[Real® (A) = 1] - Pr[Hyb"” (A) = 1]| < negl(2).

Proof. The pair (vk{s, skiys) has the same distribution in both experiments and is used only in step 5, so moving
its sampling does not change A’s view. Write E for the event that A makes a hint query (i, ct) with i € [k] \ S and
ct = (vkors, ctwe, oots) such that vkors = vkgrg and OTS. Verify (vkgs, ctwe, oots) = 1, and let ct be the first such
query. The two experiments are identical unless E occurs, and on E A [ct = ct*] both output a random bit. Hence
the claimed difference is at most Pr[E A ct # ct*]. Consider the following adversary $ for the game of Definition 3.2.

1. Receive vk and set vkg¢ = vk.

2. Run Hybib) with this vk{ s, sampling everything else itself and answering hint queries as that experiment does.
3. At step 5, submit ctj, . as the single signing query to obtain o .
4. On the first hint query satisfying E with ct # ct*, halt and output (ctwe, ooTs).

Algorithm 8 never needs sks, and its simulation is perfect up to the halt. The pair it outputs verifies under vk,
and ct # ct” with both carrying vk ¢ gives (ctwe, oots) # (ctyp, 0grs); if the query precedes the challenge then 8
has made no signing query and any verifying pair wins. Hence Pr[E A ct # ct*] < negl(A). O

Claim 9.8. Assume Ilppcwrs satisfies mode indistinguishability. Then for any efficient A and any b € {0, 1} there exists
a negligible negl such that
Pr[Hyb!”) (A) = 1] - Pr[Hyb{" (A) = 1]| < negl(1).

Proof. Consider the following adversary 8 for the mode indistinguishability game of Definition 8.1.

1. Run A(1%) to obtain 1%, 1¥, {Witicrk)» S, sample (vkgrs, skgps) < OTS.Gen(1%), and send 1%, 1%, {witicr)»S
and m" := vk{15 to the challenger.

2. Receive crsppcwTs, (Vki)ie[k]\S and r, and forward them to A.

3. Onahint query (i, ct) withi € [k]\S, parse ct = (vkors, ctwe, oots) and halt with a random bit if vkors = vk(yrg
and OTS.Verify (vkgrs, ctwe, oots) = 1; otherwise reply with L if OTS.Verify(vkors, ctwe, oots) # 1, and oth-
erwise forward (i, vkors) to the signing oracle.

4. When A outputs (pk;) t, msg,, msg,, set vk; := pk; for each i € S and compute

€S’
(Vkagg, ak) = PPCWTS.Preprocess(crsPPCWTs, ((vki, wr), ..., (Vki, wi)) 57).
Form ct” as in step 5 with msg,, send ct* to A, and output A’s guess.

The forwarded queries are legal: they carry an index i € [k] \ S and, by the halt of Hybgb), amessage vkots # vk{rs =
m™. In mode bppcwTs = 0 the challenger draws crsppcwrs and the keys from PPCWTS.Setup and PPCWTS.KeyGen
and r uniformly, so B simulates Hybgb). Conversely, in mode bppcwts = 1, it samples them via the simulator
PPCWTS.Sim (14, 1£, 1%, {Witicpry»Ss vkrs), so B simulates Hybéb). Its advantage is the claimed difference. O

Claim 9.9. Assume Ilppcwrs satisfies punctured security. Then for any efficient A and any b € {0, 1} there exists a
negligible negl such that

|Pr[Hyb§”> (A) = 1] - Pr[Hyb® (A) = 1]] < negl(A).
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Proof. Write E for the event that some 0,4 satisfies PPCWTS . Verify (vkagg, t, vkrss Oagg) = 1. The two experiments
are coupled until the halting rule is evaluated, so the claimed difference is at most Pr[E]. Consider the following
unbounded adversary B for the punctured security game of Definition 8.1.

1. Run A(1%) to obtain 1%, 1%, {Witicik S, sample (vk{rs, skirs) < OTS.Gen(1%), and send 1%, {witicx), S and
m” := vkgrg to the challenger.

2. Receive crsppcwrs, (VKi);efk)\s and r, forward them to A, and answer its hint queries as in the third step of
the reduction of Claim 9.8.

3. When A outputs (pki)l.es, t, msg,, msg,, set vk; = pk; for each i € S and compute vk,es from crsppcwrs,
the keys and r as in step 5, search for a 0,4, With PPCWTS.Verify(vkagg, t, vkgTS, oagg) = 1, and output the
corrupted verification keys (vk;);cs, the threshold ¢, and the forgery ougg.

The simulation is perfect: step 2 of the game uses the same call to PPCWTS.Sim as Hybgb) to generate crsppcwrs, the
honest key pairs, and r, and B samples the rest itself. Both preprocessing calls use the same corrupted verification keys
supplied by A, even though these keys may depend on the honest keys, r, and the earlier hint responses. Since B is
unbounded, it can search all inputs of the circuit Cwe [vkagg, t, vk{r¢] in step 3 and find an accepting aggregate signature
Oagg if one exists. The output of Bislegal, as ¢ € [k-(2X—~1)] and t > 3,5 w;. Algorithm B wins the punctured security
game exactly if the signature it submits satisfies PPCWTS.Verify (vkage, t, Vk1g, Gage) = 1, s0 B wins whenever E
occurs. By the punctured security of IIppcwrs, we conclude that Pr[E] < negl(4) and the claim follows. m]

Claim 9.10. Assume Ilye is message hiding. Then for any efficient A there exists a negligible negl such that

Pr[Hyb® (A) = 1] - Pr[Hyb{" (A) = 1]( < negl(2).

Proof. Consider the following adversary 8 for the message hiding game of Definition 3.4.
1. Run A(1%) to obtain 1%, 1¥, {witicik) > S, sample (vkirs, skors) < OTS.Gen(1%) and
(CrSPPCWTSa ((vk;, Ski))ie[k]\s > 7’)
— PPCWTS.Sim(1%, 1%, 1%, {wi}ic k], S, VK-
Send crsppcwrs, 1, and (vk;);e[x)\s to A.

2. Answer hint queries as Hybgb) does, using the sk; it holds for every honest party i € [k] \ S.

3. When A outputs (pki)ies , t, msg,, msg,, set vk; := pk; for each i € S and compute vk,sg from crsppcwrs, the
keys and r as in step 5, and send the circuit G, ; := Cwe[Vkagg, t, k] and msgg, msg,; to the challenger.

4. On receiving ctwe, compute ogrs < OTS.Sign(skirg, ctwe), send ct™ := (vk§rg, ctwe, oots) to A, keep answer-
ing hint queries, and output A’s guess.

When the ITwe challenger encrypts message msg,,, the algorithm 8 perfectly simulates Hybgb) (A). Moreover, algo-

rithm B is efficient and never evaluates the halting condition of Hybgb), since its challenger aborts with a random bit
precisely when Cjj ;. is satisfiable, which is that halting rule. The claim now follows by the message hiding of [Twg. O

Combining the claims, |Pr[Real(0) (A) = 1] — Pr[RealV (A) = 1]‘ < negl(A), which is static security. O

70



10 Silent Setup in the Random Oracle Model

Weighted threshold encryption with silent setup. We sketch how to obtain a weighted threshold encryption
scheme with silent setup [GKPW24] from any public-coin weighted threshold encryption scheme as per Definition 9.1.
The idea is to use a random oracle to derive the coins of Preprocess from its public input. Namely, for any common
reference string crs and list of key-weight pairs V := ((pk,, w1), ..., (pkg, wk)), let r = H (crs o V) where H is a hash
function modeled as a random oracle returning the number of random bits required by Preprocess on this input. Define

Preprocess’H(crs, V) = Preprocess(crs, V;H (crs o V)).

Thus, relative to the oracle, preprocessing is deterministic: anyone with the same public keys and weights can
independently compute the same encryption and aggregation keys, without interaction or an additional source of
shared randomness. The common reference string and independent key generation are as before, as are encryption,
hint generation, and decryption. In particular, the oracle input does not depend on the encryption threshold or
message, so the resulting keys can be reused for different thresholds and messages.

Security proof sketch. The public-coin requirement is useful precisely because security must hold even when
the adversary sees the preprocessing coins. In the random oracle model, the adversary learns these coins by querying
the challenger for the evaluation of H on the public preprocessing input.

Let A be an adversary against the silent scheme. The reduction forwards A’s initial choice of 1k, 1k, weights
wy, . . ., Wi, and corruption set S to its challenger in the static security game of Definition 9.1. It receives crs, the
preprocessing randomness r, and only the honest public keys (pk;);e[x]\s, and gives crs and those public keys to A.
The adversary may choose arbitrary corrupted public keys, so the reduction does not yet know the complete challenge
vector V*. Let q¢s be a polynomial bound on the number of oracle queries before the challenge. The reduction guesses
an index J <~ [qq + 1] among the distinct oracle inputs of the form crs o V that agree with the fixed weights and
honest public keys, counting the challenge input as one additional input if it has not already been queried. On the
Jth such fresh input it returns r; on every other fresh input it returns an independent uniform string of the required
length. It stores all answers for repeated queries. The prescribed randomness length depends only on crs and the
weights, so r has the correct length for every candidate vector, regardless of its corrupted keys.

The reduction forwards hint queries to its challenger and returns the resulting decryption hints. When A supplies
its corrupted public keys, challenge threshold ¢, and equal-length messages msg,, msg;, the reduction forms V* from
those keys and the honest public keys. If crs o V* is fresh, it assigns its oracle answer using the same rule. If this is not
the input selected by J, the reduction aborts with a uniformly random output bit. Otherwise, H (crs o V*) = r, and the
reduction forwards the corrupted public keys, t, and msg,, msg; to its challenger and returns the challenge ciphertext
ct”. The challenger uses the same randomness r that it sent at the start, so its encryption key is precisely the one
obtained from Preprocess”(crs, V*). The reduction continues to relay hint queries, subject to the same restriction
on querying ct*, and finally outputs A’s guess.

The programmed oracle answer has the correct distribution because r is sampled uniformly and independently
of the common reference string and honest keys; corrupted keys may depend on oracle answers. All preprocessing
computations on the challenge vector therefore use the same randomness as the challenger, even when A computes
the encryption key before choosing its challenge messages. Before the challenge, the simulated view has the same
distribution for every guess J, since every fresh oracle answer is uniform. The guess therefore selects the challenge
input with probability 1/(q¢ + 1). Conditioned on this correct guess, the reduction perfectly simulates the silent
security game; on an incorrect guess, its output is independent of the challenge bit. Static security of the public-coin
scheme thus implies static security of the silent scheme in the random oracle model, with a polynomial loss of g4 + 1.

Weighted (puncturable) threshold signatures with silent setup. We can similarly extend the idea to public-coin
(puncturable) threshold signatures: similar to the threshold encryption case, the randomness for the preprocessing al-
gorithm is derived from the random oracle. The reduction again uses the randomness from its public-coin challenger in
order to program the random oracle on the challenge. Note that for the puncturable version, there are two security prop-
erties: (public-coin) mode indistinguishability and puncturable security, both of which can be handled the same way.
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A Dynamic Somewhere-Extractable Hash Construction

In this section, we construct a dynamic somewhere-extractable hash function as per Definition 4.1. The construction
follows that of Hubacek and Wichs [HW15]: the blocks of the vector are hashed using a Merkle tree, where an FHE
encryption of some index i* dictates which block should be homomorphically propagated to the root. The distinction is
that this bound index i* is derived by applying an FHE encrypted function f to an input tag 7. The function is given at
setup time and is encoded in the public parameters, but the tag is given at hashing time (equivalently, we separate the
hashing algorithm into two parts: one that deterministically generates the hash from the public parameters and the tag,
and the other is the standard Merkle hashing algorithm). This way, the tag dynamically determines the bound index.
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A.1 Building Block

Definition A.1 (Leveled Homomorphic Encryption [Gen09]). A leveled homomorphic encryption scheme over message
space X = {X}},cn is a tuple of efficient algorithms IT; ¢ = (KeyGen, Enc, Dec, Eval) with the following syntax:

. KeyGen(1%,1%) — (sk, pk): On input a security parameter A € N and a depth bound d € N, the key-generation
algorithm outputs a secret key sk and a public key pk.

« Enc(pk, msg) — ct: On input a public key pk and a message msg € X, the encryption algorithm outputs a
ciphertext ct.

« Dec(sk,ct) — msg € X U {L}: On input a secret key sk and a ciphertext ct, the decryption algorithm either
outputs a plaintext msg € X or a special symbol msg = L. The decryption algorithm is deterministic.

« Eval(pk,C,ct) — ct’: On input a public key pk, a Boolean circuit C, and a ciphertext ct, the homomorphic
evaluation algorithm outputs a new ciphertext ct’. The evaluation algorithm is deterministic. We extend Eval
to take multiple ciphertexts in the natural way.

We require the following properties:

« Correctness: For all A,d € N and all messages msg € X}, it holds that:

Pr[ Dec(sk, Enc(pk, msg)) = msg : (sk, pk) « KeyGen(1%,19) ] =1

- Evaluation correctness: For all 4,d € N, all messages msg € X, and all sequences of Boolean circuits
Cy, ..., C, of total depth at most d, it holds that:

(sk, pk) « KeyGen(1%,19)
Pr| Dec(sk,cty) = Cp(---Co(Ci(msg))---) cty « Enc(pk, msg) =1.
Vi=1,...,n:ct; = Eval(pk, Cj, ct;_1)

We extend this property to evaluations on multiple ciphertexts in the natural way.

« Compactness: There exists a polynomial poly(-) such that for all A,d € N, all (sk, pk) in the support of
KeyGen(1%,1%), all messages msg € X;, all ciphertexts ct in the support of Enc(pk, msg), and all Boolean
circuits C, it holds that

|Eval(pk, C, ct)| < poly(A,logd, |C(msg)|).

« CPA-security: For an adversary A and a bit b € {0, 1}, define the CPA-security experiment as follows:

1. On input the security parameter 1%, the adversary A starts by outputting a depth bound 1¢.
2. The challenger samples a key pair (sk, pk) < KeyGen(1%, 1¢) and sends pk to the adversary.

3. The adversary can now make (arbitrarily many) queries on pairs of messages (msg,, msg;). On each
query, the challenger replies with Enc(pk, msg,,).

4. After the adversary A is done making queries, it outputs a guess b’ € {0, 1}.

We say that IT jj¢ satisfies CPA security if for every efficient adversary A, there exists a negligible function
negl(-) such that
[Pr[p’ =1:b=0] —Pr[b’ =1:b=1]| < negl(h).

76



Polylogarithmic depth decryption. A long sequence of works (cf. [BV11, BGV12, Bra12, GSW13]) has shown
how to construct leveled homomorphic encryption schemes from the plain learning with errors (LWE) assumption.
Moreover, in these constructions, the decryption circuit can be computed by a circuit of polylogarithmic depth, which
we formally define as follows:

Definition A.2 (Polylogarithmic Depth Decryption). We say that a leveled homomorphic encryption scheme
I ye = (KeyGen, Enc, Dec, Eval) supports polylogarithmic depth decryption if there exists a polynomial p such that
for any A € N, any depth bound d € N, and any key pair (sk, pk) in the support of KeyGen (14, 1), the depth of the
decryption circuit computing Dec(sk, -) is at most p(4,logd).

Theorem A.3 (Leveled Homomorphic Encryption [BV11, BGV12, Bra12, GSW13]). Assuming the hardness of the plain
learning with errors (LWE) problem, there exists a leveled homomorphic encryption scheme IT g with polylogarithmic
depth decryption.

A.2 Construction

The hash tree. We fix once and for all a canonical block xy € X. The algorithms below set h = [log k] and Hash
pads its input vector to the 2" leaves of the tree with copies of x, so that Definition 4.1 is met for every k € N and not
only for powers of two. We hash the blocks along a complete binary tree T with 2" leaves, whose leaves are labeled
by 1,...,2" in left-to-right order and whose root we denote by root. When k is not a power of two we have 2" > k;
we therefore index leaves by [2"] 2 [k] throughout and reserve the symbol k for the number of blocks passed to
Setup. The height of a node is its distance from the leaves, so the leaves have height 0 and the root root has height
h. A node of height £ covers a contiguous range of 2¢ leaves. For an index i € [2"] and a height ¢ € [h], we write
ve (i) for the node of height ¢ covering i, so that i,v; (i), . . ., vy (i) is the path from the leaf i to the root. We navigate
this path by the binary representation of i — 1: for any positive integer i and any ¢ > 1 we write
i

-1
bity (i) := {2{_1 J mod 2

for the £ least significant bit of i — 1 (so bit,(i) = 0 whenever 2=' > i). For i € [2"] and ¢ € [h], the leaf i lies in the
left subtree of v, (i) if bit,(i) = 0, and in its right subtree otherwise; equivalently, bity (i), .. ., bit; (i) is the sequence
of left-right turns on the path from the root down to the leaf i.

Construction A.4 (Dynamic Somewhere-Extractable Hash). The construction uses a single ingredient, a leveled
homomorphic encryption scheme I1; 1z = (KeyGen, Enc, Dec, Eval) as per Definition A.1. We require that its message
space contains the blocks of X, the strings {0, 1}*/ (which encode the descriptions of the functions f: 7~ — [2*] of
description size at most s¢), the bits {0, 1}, and the secret keys of IT| 4 itself as well as pairs of such keys. Following
the blueprint of Hubacek and Wichs [HW15], we use one key pair for every height of the tree, encrypt the secret
key of each height under the public key of the height above it, and encrypt the target index one bit per height, so
that the ciphertext supplied at height ¢ already contains the single bit that decides which child to propagate there.
The difference is that in our construction these bits are not fixed at setup: they are computed homomorphically at
key-generation time from the encryption of the function f and the tag 7. The digest is a ciphertext under the key
of the root. We write Const[x] for the circuit that ignores its input and outputs the block x.

Constants: Atagr € 7.
Inputs: A string f € {0, 1}*/.

1. If f is the description of a circuit of depth at most s; computing a function g: 7 — [24], output i = g(7); otherwise
output i = 1.

Figure 8: Circuit Index[7].
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Constants: A ciphertext ct.
Inputs: A secret key sk’.

1. Seti = LHE.Dec(sk’,ct;) and output i if i € [2], and 1 otherwise.

Figure 9: Circuit ReEnc[ct,].

Constants: A height ¢ € [h] and ciphertexts ct,, ¢z, and cg.
Inputs: A secret key sk’.

1. Set i = LHE.Dec(sk’, ct;) if this value lies in [2%], and i = 1 otherwise.
2. Set x = LHE.Dec(sk’, cp) if bity(i) = 0, and x = LHE.Dec(sk’, cg) otherwise.

3. Output x if x € X, and the canonical block xo otherwise.

Figure 10: Circuit Sel[?, ct,, ¢, cr].

The algorithms of the scheme are defined as follows:

« Setup(1%4,k, 1%, 1%): On input the security parameter A € N, the number of blocks k € N, a description size
bound sy € N, and a depth bound s € N, the setup algorithm proceeds as follows:

1. Set h = [log kT and sample, for each height ¢ € [0, h], a key pair (sk, pk,) < LH E.KeyGen(1%,1%), where
d :=d(A,k,sf,sq) is a bound on the depth of the circuits of Figure 8, Figure 9 and Figure 10.
2. Encrypt the all-zeros string, cty < LHE.Enc(pk,, 0°/).

3. For each height ¢ € [h], encrypt ct, < LHE.Enc(pk,, 0"), where n = n(4, d) is the length of the secret
keys of LHE.KeyGen(1%, 19), which we may assume to be the same for all of them by padding.

4. Output pp = (cty, (pky)eefon]> (cte)eeqn])-

« SetupBinding(1%, k, 1/, 1%, f): On input the security parameter A € N, the number of blocks k € N, a descrip-
tion size bound sy € N, a depth bound s; € N, and (the description of) a function f: 7" — [2%], the binding
setup algorithm proceeds as follows:

1. Set h = [log k] and sample, for each height ¢ € [0, k], a key pair (sky, pk,) < LHE.KeyGen(1%,1%), with
the same depth bound d = d(A, k, Sf sq) as in Setup.

2. Encrypt the function, cty « LHE.Enc(pk,, f), where the description of f is padded to exactly sy bits.
3. For each height ¢ € [h], encrypt ct, < LHE.Enc(pk,, sk,—1).
4. Output pp = (ctf, (pkp)eeron)s (Ct[)(e[h]) and td = sky,.

« Gen(pp,7): On input the public parameters pp = (cty, (pk,)ec[on], (cte)re(n]) and a tag 7 € 7, the key-
generation algorithm sets

ctro := LHE.Eval(pk,, lndex[r],ctf) and ct,, := LHE.Eval(pk,, ReEnc[ct, (1], ct;) for £ € [h — 1],
and outputs hk = ((ctf,g)[e[o,h_l], (Pke)eeqonls (Ct[)ge[h]). The algorithm is deterministic because LHE.Eval is.

« Hash(hk, (x1,...,x¢)): On input a hash key hk = ((ctz.¢)ee[on-1] (PK;)eefo.n]» (cte)eern]) and a vector of blocks
(x1,...,xx) € X k the hash algorithm proceeds as follows:
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1. For each leafi € [Zh], set¢; = LH E.Eval(pko, Const[x;], ctf), where x; := x; for i > k; that is, the vector
is padded to the full tree with copies of the canonical block.

2. For each internal node v of height ¢ € [h], with children L and R, set
Cp = LHE.Eval(pk[, Sel[¢, cty o1, cr, CR], ct[),

proceeding from the leaves upwards, where Sel is the circuit of Figure 10.

3. Output the digest dig = cro0t and, for each leaf i € [k], the opening o; = (cy/ (i), - - "C”Z("))’ where v, (i)
denotes the sibling of v,_; (i) (writing v, (i) := i); that is, the opening consists of the ciphertexts of the
siblings of the nodes on the path from i to the root, ordered by increasing height.

« Verify(hk, dig, i, x, 0): On input a hash key hk = ((ctr.¢)re[on-1]> (PK;)eefo.n] (cte)een]), Which determines the
height h of the tree and hence its number of leaves 2" a digest dig, an index i € N, a block x € X, and an
opening ¢ = (sy, ..., Sp), the verification algorithm proceeds as follows:

1. Output 0 if the opening is not of this format or if i ¢ [2"].
2. Setc¢(® = LHE.Eval(pk,, Const[x], ctf).
3. For each height £ =1,...,h, set

L0 LHE.EvaI(pk[, Sel[¢, ctT,[_l,c(f_l),s[],ct[) bit,(i) =0
LHE.Eval(pk,, Sel[#, ctr -1, 5, ¢~V ], cty)  bit,(i) = 1

so that ¢(=1) is placed on the side on which the leaf i lies.

4. Output 1 if and only if ¢ = dig,

« Extract(td, dig): On input the trapdoor td = skj and a digest dig, the extraction algorithm computes x =
LHE.Dec(skp, dig), and outputs x if x € X, and the canonical block x, otherwise.

Observe that no secret key is ever encrypted under its own public key: in binding mode the keys sk, ..., sky_1 are
encrypted only under pk,, ..., pky, and skj, is not encrypted at all, while in normal mode no secret key is encrypted
at all. The construction therefore does not rely on any form of circular security.

We now show that Construction A.4 satisfies the properties of Definition 4.1.

Lemma A.5 (Correctness). Suppose that I1| g is correct and satisfies evaluation correctness. Then Construction A.4
is correct.

Proof. For correctness, fix k € N, a tag 7, a vector of blocks and a leaf i € [k], and let {c,} be the ciphertexts computed
by Hash. The verifier does not reject in its first step: the opening is of the right format and i € [k] C [2"]. On input
the opening o; and the block x;, the verifier recomputes exactly the ciphertexts of the nodes on the path from i to
the root: its ¢(?) is the leaf ciphertext c;, and its ¢() is obtained by hardwiring ¢!~V and the ¢ entry of o; into Sel
on the correct sides, with the same ciphertext ct;,—_; that Hash used for every node of height ¢. Indeed, bit,(i) = 0
precisely when the leaf i lies in the left subtree of v,(i), so the verifier places ¢(=1 as the child of v, (i) that contains
iands, = Cyy (i) @S its sibling, which is how Hash combined them. Since LHE.Eval is deterministic, these are the same

ciphertexts, so ¢ = ¢,..t and the verifier accepts. ]

Lemma A.6 (Succinctness). Suppose that Iy is compact and supports polylogarithmic depth decryption. Then
Construction A.4 is succinct.

Proof. We first bound the depth d that Setup hands to LHE.KeyGen. The circuit of Figure 8 evaluates a universal
circuit for the class of circuits of description size at most sy and depth at most s4, which has depth O(sy - log s¢). The
circuits of Figure 9 and Figure 10 perform at most two decryptions under keys in the support of LHE.KeyGen (1%, 19),
one extraction of a bit of the index, which costs one subtraction on at most A bits, of depth O(log A), one selection
on a single bit, and the membership tests of their final steps, which are the tests that Extract performs and hence
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have depth poly(A). So by Definition A.2 their depth is at most p(4,log d) + poly (1), where p is the polynomial of
that definition. It therefore suffices to take any d with

d 2 O(sq - logsyr) + p(4,logd) + poly (1),

and since the right-hand side grows only polylogarithmically in d, this is satisfied by some d < poly(A,logk, sq,log s¢).
Note that d depends on sy only logarithmically, which is what makes the trapdoor bound below small enough to
be composed along a tree. Moreover, if p is efficiently computable, then so is d.

The hash key consists of the h = [log k] ciphertexts ct.y, ..., ct; 51 together with A + 1 public keys and h freshly
encrypted ciphertexts. Since LHE.KeyGen(1%,1¢) and LHE.Enc run in polynomial time, each public key and each
ct, has size poly(A, d), and each ct,, is an evaluated ciphertext whose plaintext is an index in [2], so compactness
gives |Ct1—’[| < poly(4,logd) and hence ¥.,c[op-1] |Ct1—’[| < [logk] - poly(4,logd). As d < poly(A,logk,sq, logsy), we
get |hk| < poly(4,logk,ss logsy). A digest is a single evaluated ciphertext whose plaintext is a block, which has
a description of size poly(4), so compactness gives |dig| < poly(4,logd); an opening consists of & = [log k] such
ciphertexts, so |o;| < poly(A,logk,sg,logss). Here we used that the circuits of Figure 9 and Figure 10 output an
element of [2}] and a block of X respectively, by their final steps, so that |C(msg)| < poly(A) in the compactness
bound of Definition A.1 whatever the plaintexts of the ciphertexts they are evaluated on, and in particular in normal
mode, where every ct, encrypts zeros and the decryptions these circuits perform are under a key that is not the one
the ciphertexts were produced under. Without these final steps the plaintext could be any element of the message
space, which by Construction A.4 contains {0, 1}/, and compactness would only give a bound polynomial in s; rather
than in log sy. Again, the bound here is also efficiently computable.

For the succinct trapdoor, td = sk, and LHE.KeyGen (1%, 19) runs in polynomial time, so |td| < poly(,d) <
poly(4,logk, sq,1ogsf). For most LHE constructions, the length of the secret key is efficiently computable. The
algorithm Extract(td,-) runs LHE.Dec(skp, ) and tests membership in X, so its circuit has size polynomial in
td| and |dig|, and hence at most poly(A,logk, s4,logsf), and by Definition A.2 its depth is at most p(4,logd) =
poly(A,logk,log sq,log sr). O

Lemma A.7 (Mode Indistinguishability). Assume that 11| ¢ is CPA-secure. Then Construction A.4 satisfies mode
indistinguishability.

Proof. Let A be an efficient adversary for the mode indistinguishability game of Definition 4.1 against Construc-
tion A.4. The advantage of A is the average, over its first message, of its advantage conditioned on that message,
so it suffices to bound the difference for the first message k, 1%/, 1%, f that maximizes it. Fix such a message and
write h := [logk] and d = d(Ak, Sfs sq) for the depth bound of Construction A.4; both are then fixed functions
of A, and h < poly(A) since A is efficient. We write n = n(A,d) for the common length of the secret keys, as
in Construction A.4. All the experiments below differ only in how the challenger samples the public parameters
pp = (th, (pkp)ecron)s (ct[)[e[h]) that it sends to A; in each of them the output of the experiment is the guess b’ that
A outputs, and the trapdoor is never given to A. The goal is to prove that the adversary cannot distinguish between
the two following experiments except with negligible probability:

« Real®: the mode indistinguishability game with b = 0, in which the public parameters are sampled in normal
mode. Formally:

1. On input 1%, the adversary A outputs k, 1%/, 1% and the description of a function f: 7~ — [2*] of
description size at most sy and depth at most s,.
2. The challenger runs Setup(l)‘, k,157,154). That is:
- Sample a key pair (sky, pk;) < LHE.KeyGen(1%,1%) for every height ¢ € [0, h].
- Encrypt the all-zeros string, cty « LHE.Enc(pkg, 0°/).
- Encrypt ct, < LHE.Enc(pk,, 0") for every height ¢ € [h].

The challenger sends pp = (ctf, (pk,)eefon]> (Cte)eein]) to A.
3. The adversary A outputs b’, the output of the experiment.
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« Real™™: the mode indistinguishability game with b = 1, in which the public parameters are sampled in binding
mode. Formally:

1. On input 1%, the adversary A outputs k, 1%, 1% and the description of a function f: 7 — [2}] of
description size at most sy and depth at most s,.
2. The challenger runs SetupBinding(l’l, k,1°7,1%, f). That is:
— Sample a key pair (sk, pk,) < LHE.KeyGen (1%, 19) for every height ¢ € [0, h].
- Encrypt the function, cty <~ LHE.Enc(pk,, f), where the description of f is padded to exactly sy bits.
- Encrypt ct, < LHE.Enc(pk,, sky—1) for every height ¢ € [h].

The challenger sends pp = (ctf, (Pkp)eefon]s (Ct[)[elhj) to A and keeps the trapdoor td = sky,.
3. The adversary A outputs b’, the output of the experiment.

To do so, we define the following sequence of hybrids, one for each j € [0, h]:

+ Hyb;: the same as Real!, except that only the ciphertexts of the heights ¢ < j encrypt secret keys, whereas
those of the heights ¢ > j encrypt zeros. Formally:

2. The challenger samples the key pairs (sk, pk,) « LHE.KeyGen(1%,1%) for every height ¢ € [0, h] and
computes cty < LHE.Enc(pk,, f) as in Real” and then encrypts:

- ct; < LHE.Enc(pk,, sk,—1) for every height ¢ € [].
- ct; < LHE.Enc(pk,, 0") for every height ¢ € [j + 1, h].

The rest of the experiment remains unchanged.

In particular, Hyb,, is identical to RealV and in Hyb, every ciphertext ct, encrypts zeros, exactly as in Real® | so
Hyb, and Real® differ only in the plaintext of ct¢. The chain of experiments is

RealV = Hyb,, Hyb, ,, ..., Hyb,, Hyb,, Real ),

where a step from Hyb; to Hyb;_, replaces the encryption of sk;_; under pk; by an encryption of zeros, erasing the
secret keys from the top of the tree downwards, and the last step switches the plaintext of ctr. We bound the two kinds
of steps separately. In the first claim we bound the signed sum over the heights rather than each height separately:
this is what a single reduction that samples the height can bound, whereas bounding each height separately would
require one negligible function per height, and the number of heights grows with A.

Isk

Claim A.8. Assume that II g is CPA-secure. Then there exists a negligible function negl** such that

[Pr[Hyby,(A) = 1] — Pr[Hyby(A) = 1]| < h - negl™(1).

Proof. Consider the following efficient adversary 8 for the CPA-security game of I1; ¢ (Definition A.1), which takes
a height j € [h] as an input. We write f for the bit of the CPA-security challenger.

1. Send the depth bound 1¢ to the challenger, and let pk be the public key it returns. Set pk ;= pk.
2. Sample (sk¢, pk,) LHE.KeyGen(1%, 1) for every height £ € [0, h] \ {j}.

3. Query the challenger on the message pair (0%, sk;_;), and let ct; be the ciphertext it returns. The key sk;_;
is available because j > 1, so the height j — 1 lies in [0, A] \ {j}.

4. Set cty « LHE.Enc(pky, f), with the description of f padded to exactly s bits.
5. For every height £ € [h] \ {j}, set ct; <~ LHE.Enc(pk,, ske—1) if # < j and ct, < LHE.Enc(pk,, 0") if £ > j.

6. Send pp = (ctf, (pkp)eeronls (Ct[)[e[h]) to A and output whatever A outputs.
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The adversary 8 is efficient: it runs A once, samples h further key pairs and makes a single query, on a pair of
messages of equal length n.

The simulation is perfect in both modes. The public keys are sampled as in both experiments, the ciphertext
cty encrypts f as in both experiments, every height £ < j encrypts the secret key of the height below it and every
height £ > j encrypts zeros, in both cases as the challengers of Hyb,_, and of Hyb; do. The only difference is the
ciphertext of height j: if the CPA-security challenger is in mode § = 0 then ct; is distributed as LHE.Enc(pk;, 0")
and B(j) perfectly simulates Hyb;_;, and if it is in mode f§ = 1 then ct; is distributed as LHE.Enc(pk, sk;- 1) and
B(j) perfectly simulates Hyb ;. Note that B never uses sk;, which the challenger does not give it: the only ciphertext
under pk; is ct;, which the challenger produces, and sk; is the plaintext of ct;,; only when j+1 < h, where both
experiments encrypt zeros instead. It is because the keys are erased from the top downwards that this is so: at the
step that erases ct;, every height above j has already been erased. Consequently, for every height j,

Pr(B(j) =1:f=1] = Pr[B(j) = 1: f = 0] = Pr[Hyb;(A) = 1] - Pr[Hyb; ,(A) = 1].

Let B* be the adversary that samples j <~ [h] and runs B(}j). It is a single efficient adversary, so by CPA security
of IT ¢ there is a negligible function negl* with

Pr[B*=1:=1] - *=1:p=0]| < negl(1).

Since j is sampled uniformly and independently of the challenger’s bit, the left-hand side equals

=3 (PrIBG) =1 f=11=PB() = 1: f=0])| = 3 - [PrlHyb, () = 1] ~ PrHyby(51) = 1],
Jelh]

where the sum telescopes, and the claim follows by multiplying by h. O

Claim A.9. Assume that I g is CPA-secure. Then there exists a negligible function negl’ such that
Pr[Hyb,(A) = 1] - Pr[Real ¥ (A) = 1]| < negl (1).

Proof. Consider the following efficient adversary C for the CPA-security game of ITj y¢ (Definition A.1), where again
B denotes the bit of the challenger.

1. Send the depth bound 1¢ to the challenger, and let pk be the public key it returns. Set pk, = pk.
2. Sample (sk¢, pk,) < LH E.KeyGen(1%,1%) for every height ¢ € [h].

3. Query the challenger on the message pair (0%, f), with the description of f padded to exactly s¢ bits, and let
cty be the ciphertext it returns.

4. For every height ¢ € [h], set ct, <~ LHE.Enc(pk,, 07).
5. Send pp = (ctf, (pky)eefon]s (Cte)een]) to A and output whatever A outputs.

The adversary C is efficient, and its single query is on a pair of messages of equal length s¢.

The simulation is perfect in both modes. The public keys are sampled as in both experiments and every ciphertext
ct, encrypts zeros, as in Hyb,, and in Real®). The only difference is the plaintext of ct ¢+ if B = 0 then cty is distributed
as LHE.Enc(pk,, 0°) and C perfectly simulates Real® and if f = 1 then cty is distributed as LHE.Enc(pk,, f) and
C perfectly simulates Hyb,,. Note that C never uses sko, which the challenger does not give it: in both experiments
every cty encrypts zeros, so skg is the plaintext of no ciphertext. Hence

Pr[C=1:8=1] -Pr[C =1:f =0] = Pr[Hyb,(A) = 1] — Pr[Real? (A) = 1],

and the claim follows from CPA security of II j. ]
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Combining Claim A.8 with Claim A.9 and the triangle inequality along the chain,
Pr[RealV (A) = 1] — Pr[Real ™ (A) = 1]| < h - negl’*(1) + negl’ (1),

which is negligible since h < poly(A). Since Real'® and Real" are the mode indistinguishability game with b = 0
and with b = 1, respectively, this is exactly mode indistinguishability of Construction A.4. O

Lemma A.10 (Somewhere Extraction). Suppose that I g is correct and satisfies evaluation correctness. Then Con-
struction A.4 satisfies somewhere extraction.

Proof. Fix A, s¢,sq,k € N, a function f: 7~ — [24] of description size at most sy and depth at most s4, a tag
T € 7 and a pair (pp,td) in the support of SetupBinding(1%,k, 1/,1%, f), and write h = [logk]. Write pp =
(ctf, (pkp)ecron] (cte)eerny), td = sky and hk = Gen(pp, 7) = ((ctre)eefon-1], (PKe)ecton]s (cte)een]), and denote i* :=
f (7). The ciphertext cty is a fresh encryption of the (s¢-bit padded) description of f under pk, and ct is obtained from
it by a single evaluation of Index[ 7], a circuit of depth at most d, so evaluation correctness gives LHE.Dec(sko, ct;) =
Index[7](f) = i*. Inductively, if LHE.Dec(sk,—1, ct;¢—1) = i* then ct,, = LHE.Eval(pk,, ReEnc[ct,,-1], ct;) and ct; is
afresh encryption of sk,_; under pk,, so evaluation correctness gives LHE.Dec(skg, ct,r) = ReEnc[ct,¢—1](sk,—1) = i¥,
where the final step of Figure 9 leaves the value unchanged because i* € [2*]; hence

LHE.Dec(sk, ct,p) =i* for every £ € [0,h — 1].

Now fix any digest dig, any block x € X and any opening o, and assume that Verify (hk, dig, i*, x, o) = 1. Since
the verifier accepts, its first step did not reject: the opening parses as o = (sy,...,s;) and i* € [Zh]. Let @, ... c®
be the ciphertexts that the verifier recomputes. We prove by induction on ¢ € [0, k] that LHE.Dec(sk;, ¢(?)) = x.

For ¢ = 0, the verifier sets ¢() = LH E.Eval(pk,, Const[x], ctf), where cty is a fresh encryption under pk,, so
evaluation correctness gives LHE.Dec(sko, ¢() = x, since Const[x] ignores its input.

For the inductive step, let £ € [h] and assume that LHE.Dec(sk,_1,¢(*"") = x. The verifier sets ¢(*) =
LHE.Eval(pk,, Sel[#, ct;¢—1, " -], ct¢), where ¢=1 is hardwired as the left child if bit,(i*) = 0 and as the right child
otherwise. Here ct, is a fresh encryption of sk,_; under pk,, and Sel has depth at most d, so evaluation correctness gives

LHE.Dec(ske, c'?) = Sel[¢, ctre—1, 7 -] (ske—1).

By the specification of Figure 10, the circuit first computes LHE.Dec(sk_1, ct; 1) = i* by the display above, which lies
in [2*] and is therefore not replaced by its first step, then the bit bit,(i*), and then takes the decryption under sk,_; of
the left child if that bit is 0 and of the right child otherwise. This is the same side on which the verifier hardwired =
since the verifier selects that side by the very same bit bit,(i*). The circuit therefore takes LHE.Dec(sk,_y, ¢(‘~1),
which equals x by the induction hypothesis, and outputs it, since x € X and its last step therefore does not fall back
on the canonical block. Note that this holds regardless of the sibling ciphertexts in o: the selection is made by the
encrypted bit and not by the ciphertexts being combined.

Since the verifier accepts, we have dig = ¢ and therefore LH E.Dec(sky, dig) = x € X, so Extract does not fall
back on the canonical block and

Extract(td, dig) = LHE.Dec(sky, dig) = LHE.Dec(skp, ¢™) = x,

as required. The argument used no probability, so the property holds perfectly, and it applies to every digest. O

B Statistical Functional BARGs

In this section, we build a statistical functional BARG as defined in Section 4.2. The construction follows the BARG
construction of Choudhuri [CJJ21b] closely, except we use a dynamic somewhere-extractable hash (Definition 4.1)
instead of a plain somewhere-extractable hash [HW15], and we use a somewhere-statistically correlation intractable
hash [CCH*19] instead of a (computationally) correlation intractable hash [CGH98].
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B.1 Building Blocks
The following definition are copied mostly verbatim from a prior work [NWW26, Appendix A].

PCP with fast online verification. We recall the definition of probabilistically checkable proofs (PCPs) with a
fast online verification property as written in [CJJ21b], and implicitly considered by Bitansky et al. [BCI*13]. At a
high level, such a property requires that for any PCP for the circuit satisfiability language

C-SAT = {x | 3w : C(x,w) = 1},

the verification algorithm can be split into two parts: (i) a query algorithm Query which generates the PCP queries
that depend on C but are independent of x; and (ii) an online verification algorithm Verify, which depends on x but
whose running time grows only polylogarithmically in |C| and polynomially in n.

Definition B.1 (PCP with Fast Online Verification [BCI*13, CJJ21b]). For any Boolean circuit C: {0, 1}" x {0, 1} —
{0, 1}, a PCP with fast online verification for C-SAT is a tuple of polynomial-time algorithms (Prove, Query, Verify)
with the following syntax:

. Prove(ll, C, x,w) — m: The prover algorithm takes as input a security parameter A, the circuit C, an instance
x, and its witness w, and outputs a PCP proof = € {0, 1}*.

« Query(1%,C) — (Q, st): On input the security parameter A and the circuit C, the randomized query algorithm
outputs a subset of indices Q C [|z|] and a state st.

o Verify(x,st,7) — b: On input an instance x, a state st, and a binary string 7 € {0, 1}|Q| (thought of as the
restriction of a proof to the queried positions), the online verification algorithm deterministically decides to
accept (outputs 1) or reject (outputs 0).

Furthermore, we require the following properties of the PCP:
« Completeness: For any circuit C, any instance x € C-SAT, and any witness w for x, we have:

7 « Prove(1%,C, x, w)

Pr
(Q,st) & Query(lA, 0)

Verify (x, st, 7|p) = 1

« Polynomial proof size: The size of the proof x is bounded by poly(4, |C|). For a circuit size bound s € N, we
write £ := £(A, s) for this bound evaluated at |C| = s, and we assume without loss of generality that the prover
pads its output to exactly £(4, s) bits, so that all circuits of size at most s have proofs of the same length ?.

« Small query complexity: The size of the set Q is bounded by poly(4,log|C]).

« Succinct verification: The state st can be represented in poly(A, n,log |C|) bits, and the online verification
algorithm Verify runs in time poly(A, n,log |C|). The query algorithm Query runs in time poly(4, |C]).

« p-Proof of knowledge: There exists a deterministic polynomial-time extractor algorithm E. We define the
following experiment for any unbounded adversary A:

1. On input a security parameter 1%, the adversary A sends a circuit C, an instance x, and a proof 7* € {0, 1}*
to the challenger.

2. The challenger computes the exact success probability of the proof:

£= Pr [Verify(x, st,t%]g) = 1] .
(Q,st)&Query(lﬁ,C)

3. If € < p(4), the experiment aborts and outputs 0.
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4. The challenger extracts the witness by computing w < E(7*).

5. The experiment outputs 1 if C(x, w) = 0, and 0 otherwise.
We say that the PCP is a proof of knowledge if for any unbounded adversary, the experiment always outputs 0.

Lemma B.2 (PCP with Fast Online Verification [CJJ21b]). There exists a PCP with fast online verification for C-SAT
that is a 1 — 1/polylog(|C|)-proof of knowledge, where C is the input circuit to Prove.

Relations and correlation intractability. We recall some definitions from [CGH98, CCH*19, HLR21, CJJ21b]
and a result that is due to the combination of [HLR21, CJJ21b, HW26].

Definition B.3 (Somewhere Statistically Correlation Intractable Hash Function [CGH98, CCH"19]). Let R = {Rx}1en
be a family of relations, where each R € R, is a relation over {0, 1} x {0, 1} specified by a description (R).
A somewhere statistically correlation intractable hash function for R consists of a tuple of efficient algorithms
IIci = (Gen, GenAvoid, Hash) with the following syntax:

. Gen(lﬂ, 15,140 1%ut) — hk: On input a security parameter A, a description size bound s, an input length 4,
and an output length £, the generation algorithm outputs a hash key hk.

. GenAvoid(lA, 15,10, 1%ut, d) — hk: On input a security parameter A, a description size bound s, an input length
tin, an output length £y, and a description d of size at most s, the avoiding generation algorithm outputs a

hash key hk.

« Hash(hk,x) — y: On input a hash key hk and a string x € {0, 1}, the evaluation algorithm outputs a string
y € {0, 1}fou,

The algorithms should satisfy the two following properties:

- Statistical correlation intractability: For any (potentially unbounded) adversary A, we define the following
experiment:

1. On input a security parameter 1%, the adversary A sends 1%, 1%, 1%u as well as a description (R) of size
at most s, where R € R;.
2. The challenger samples an avoiding hash key hk « GenAvoid(l’l, 15, 1% 1%t (R)) and sends hk to A.
3. The adversary A outputs x € {0, 1}4n.
We say that I¢; is statistically correlation intractable if for any A there exists a negligible function negl(1)

such that in the experiment above, we have Pr[(x, Hash(hk, x)) € R] < negl(4). We say that Il¢, is perfectly
correlation intractable if negl(1) = 0.

+ Mode indistinguishability: For any efficient adversary A, we define the following game parameterized by
abitb € {0,1}:

1. On input a security parameter 1%, the adversary A sends 1°, 16n, 1%t and the description (R) of a relation
R € R, to the challenger.
2. The challenger computes a hash key hk as follows:
- If b = 0, the challenger computes hk < Gen(1%, 1%, 1%n, 1fut),
— If b = 1, the challenger computes hk « GenAvoid(l’l, 15, 140 1%ut (R)).
The challenger sends hk to A.
3. The adversary A outputs a guess b’ which is the output of the experiment.

We say that I, satisfies mode indistinguishability if for every efficient adversary A, there exists a negligible
function negl(-) such that for all A € N

[Pr[b’ =1:b=0] —Pr[b’ =1:b=1]| < negl(h).
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Definition B.4 (Bad Relation for PCP [CJJ21b]). Let IIpsgy be a dynamic somewhere-extractable hash, and let ITpcp
be a PCP with fast online verification. For a security parameter A € N, a witness length m := m(1) € N, a number
of instances k := k(1) € N, a circuit size bound s := s(1) € N, with ¢ := £(A, s) the corresponding PCP proof length, a
function f: 7 — [k] of description size at most sy and depth at most s;, and a dynamic somewhere-extractable hash
trapdoor tdpsgy output by DSEH.SetupBinding(lA, k,1°7,1%, f), we define the bad relation BAD), f 1y, as follows.

For any circuit C: [k] X {0,1}™ — {0, 1} of size at most s, any tag 7 € 7, and any sequence of ¢ digests dig =
(dig,, ..., dig,), let the extracted PCP proof 7* € {0, 1}’ be defined bit-by-bit as #*[j] = DSEH.Extract(tdpsen, dig;)
for all j € [¢]. Let w = E(r*), where E is the deterministic proof of knowledge extractor for the PCP.

The relation BAD}, f 1y, consists of pairs ((C, 7, dig), r), where r € {0,1}% is used as the randomness of
PCP.Query, with £, the number of random bits that PC P.Query(l’l, C) consumes on circuits of size at most s, such
that:

C(f(r),w)#1 A PCP.Verify(f(r),st, 7"|p) =1

where (Q, st) = PCP.Query (1%, C;r). We denote the family of relations by BAD; = {BAD/Lf,thsEH }, where the family
ranges over all choices of the parameters m, k and s fixed above and over all pairs (f, tdpsgy) as above; the depen-
dence on m, k and s is left implicit in the notation BAD, f tqy,- Following Definition B.3, we take the description
(BAD), f tdpsers ) to be the circuit that, on input ((C, 7, dig), r), decides membership in BAD}, £ty as above, with the
function f, the trapdoor tdpsgp, the PCP query and verification algorithms, and the proof-of-knowledge extractor
E hardcoded. This circuit has size pgap (A, logk, s, s¢, sq) for a polynomial pgap; unlike in the static setting, it depends
on the description of f, since it must evaluate f on the tag.

A sequence of works [HLR21, CJJ21b, HW26, NWW26] proves the existence of a somewhere statistically correlation
intractable hash for the relation BAD from Definition B.4 for a PCP with negligible proof of knowledge error, assuming
either of circular secure FHE, or witness encryption and LWE.

Proposition B.5 (Correlation Intractability for PCP Bad Challenge Function [HLR21, CJJ21b, HW26, NWW26]).
Assume either of the existence of circular-secure FHE, or the existence of witness encryption and the learning with errors
assumption with sub-exponential approximation factors. Then there exists a PCP with fast online verification Ilpcp that is
a 272 _proof of knowledge and a hash scheme ¢, that is somewhere statistically correlation intractable for the family
of relations BAD = {BAD,} as defined in Definition B.4 for ITpcp.

The idea behind the proof of Proposition B.5 is that there exists a somewhere statistically correlation intractable
hash for sparse product relations assuming witness encryption and LWE. The relation BAD that we get by applying
parallel repetition to the PCP of Lemma B.2 is a product relation. Moreover, repeating the PCP a polynomial number
of times reduces the proof of knowledge error so that the resulting relation is sparse.

B.2 Constructing BARGs

The construction is a direct generalization of the Choudhuri et al. BARG [C]JJ21b]: instead of using a (static) somewhere-
extractable hash, we use a dynamic somewhere-extractable hash (Definition 4.1). We construct the functional (index)
BARG recursively. The base of the recursion is batches of size k = 1: in this case, we use a trivial construction with
no CRS nor trapdoor, where the prover just sends its witness and the verifier checks the NP relation (Remark B.9).
Given a batch size k > 1, Construction B.6 builds a BARG for k instances out of a BARG for k/2 instances, which we
call the BARG of the previous level, so that the scheme for batch size k is obtained by instantiating the construction
log k times on top of the base scheme. Specifically, on input an instance batch x, ..., xx, witnesses wy, ..., wi and
a common reference string derived from a tag 7, the prover generates a PCP proof for every statement in the batch of
size k, arranges the PCP proofs in rows and commits to each column using the dynamic somewhere-extractable hash
key that the common reference string carries. It then applies the correlation-intractable hash to the digests and the tag,
in order to derive the randomness for the PCP queries, and uses the openings of the dynamic somewhere-extractable
hash as witnesses for the BARG of the previous level with k/2 instances, where each instance i’ € [k/2] just states
that the openings are valid and make the PCP verifier accept instances 2i’,2i’ — 1 € [k]. The common reference
string of the previous level is derived from the same tag 7. In the trapdoor mode, the main BARG is set up with some
function f, and the previous level is set up with the function f'(7) := [f(7)/2].
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Parameters. We assume throughout that the batch size k is a power of two, so that k/2 is an integer. The security
parameter A and the bounds s, sy are fixed by the call to Setup or SetupBinding that produced pp, and the batch size
k and the witness length m are the index range and the input length of the circuit C: [k] x {0, 1} — {0, 1}; we leave
all of them implicit in the inputs of Gen, Prove, Verify and Extract. Moreover, we assume that m(A) is known ahead
of time as a function of A. Besides these, Construction B.6 consumes the following bounds.

¢ := £(A,s) is the proof length of ITpcp. Recall that proofs are padded so that all circuits of size at most s have
proofs of the same length ¢, thus ¢ is fixed once A and the circuit size bound s are.

Snew bounds the size of the circuit NewRel of Figure 11, which is the circuit that this level hands to the previous
one.

s’. bounds the description size of the function that SetupBinding hands to the previous level. That function
hardcodes f and additionally computes [-/2] on a [log k]-bit integer, so we set s} = s+ O(logk).

sci bounds the size of the description (BAD f,1dps,,) of the relation of Definition B.4 for the parameters m, k, s
at hand, over all functions f: 7~ — [k] of description size at most sy and all trapdoors tdpsgn in the support of
DSEH.SetupBinding(lA, k,1°7,1°f, f). By Definition B.4 we may take sc| = ppap (4, logk, s, s¢, s¢), where ppap
is the polynomial of that definition.

&, bounds the length of the correlation-intractable hash input (C, 7, dig), namely &, = s + £; + £ - £4ig, Wwhere
£; = poly(A) bounds the length of a tag in 7; and #4ig bounds the length of a single digest of IIpse on k blocks
with the bound s.

fout 18, as in Definition B.4, the number of random bits that PC P.O\uery(lﬂ, C) consumes on circuits of size at
most s.

Construction B.6 (Recursive Index BARG). The construction uses the following ingredients:

A functional index BARG IIf; = (Setup’, SetupBinding’, Gen’, Prove’, Verify’, Extract’) for k/2 instances, as
per Definition 4.3, for the tag space 7.

A PCP with fast online verification IIpcp = (PCP.Prove, PCP.Query, PCP.Verify) with proof length ¢ and
deterministic extractor E.

A dynamic somewhere-extractable hash IIpsgy = (DSEH.Setup, DSEH.SetupBinding, DSEH.Gen, DSEH.Hash,
DSEH.Verify, DSEH.Extract) as per Definition 4.1, for the block space {0, 1} of single bits and the tag space 7.

A somewhere statistically correlation intractable hash II¢; = (Cl.Gen, Cl.GenAvoid, Cl.Hash) for the relation
ensemble BAD from Definition B.4.

The functional index BARG scheme IIrg = (Setup, SetupBinding, Gen, Prove, Verify, Extract) for k instances is defined
as follows.

Setup(1%, k, 1%, 1%): On input the security parameter A € N, the number of instances k € N (in binary), a circuit
size bound s € N, and a description size bound sy € N, the setup algorithm proceeds as follows:

1. Sample the parameters of the dynamic somewhere-extractable hash: pppsgyy <~ DSEH.Setup(1%, k, 157, 157).
2. Sample the correlation-intractable hash key: hkc; < Cl.Gen(1%, 151, 14n, 1fut),

3. Sample the parameters of the previous level, on k/2 instances:
pp’ — Setup’ (1%, k/2, 1%, 15})

4. Output pp = (ppDSEH, hkei, PPI)
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« SetupBinding(1%,k, 1°, 1%/, f): On input the security parameter A € N, the number of instances k € N (in
binary), a circuit size bound s € N, a description size bound sy € N, and (the description of) a function
f+ T — [k] of description size at most s¢, the binding setup algorithm proceeds as follows:

1.

5.

Define the function of the previous level to be f": 7~ — [k/2], which on input a tag 7 outputs [f(7)/2],
and which hardcodes f; by the choice of s’., the function f’ has description size at most s}.

. Sample the binding parameters of the dynamic somewhere-extractable hash for f:

,tdpsen) < DSEH.SetupBinding (1%, k, 1%/, 1%,
PPDsEH P g

. Sample the avoiding correlation-intractable hash key: hk¢| «— Cl.GenAvoid( 14, 15¢1_ 160 1fut BAD A fotdoser ),

where BAD is the relation of Definition B.4.

. Sample the binding parameters of the previous level, on k/2 instances:

(pp’,td") « SetupBinding'(l’l, k/2, 150w, ls}",f')

Output pp = (pppsens hker, pp’), and td = tdpsgn.

« Gen(pp, 7): On input the public parameters pp = (pppsepn» hkcr, pp’) and a tag 7 € 77, the generation algorithm
proceeds as follows:

1. Compute the dynamic somewhere-extractable hash key hkpsey = DSEH.Gen(pppsgy» 7)-
2. Derive the common reference string of the previous level with respect to the same tag: crs’ = Gen’ (pp’, 7).
3. Output crs = (7, hkpsen, hkey, crs’).
« Prove(crs, C, (wy, ..., wg)): On input the common reference string crs = (z, hkpsgn, hkey, crs’), a circuit C: [k] X
{0,1}™ — {0, 1} of size at most s, and witnesses wy, ..., wx € {0, 1}, the prover algorithm proceeds as follows:
1. For each i € [k], generate the PCP proof: 7; « PCP.Prove(1%4, C, i, w;).
2. Commit to the proofs column-wise: for each bit-position j € [¢], define the vector x; = (m1[j],..., m[j]) €
{0, l}k, and compute:
(digj, O1,js++>» O'k,j) — DSEH.HaSh(thSEH, Xj)
3. Let dig = (dig;, ...,dig,). Apply the correlation-intractable hash to derive the PCP randomness: r «
Cl.Hash(hkcy, (C, 7, dig)).
4. Derive the PCP queries and state: (Q, st) = PCP.Query (1%, C;r), and write Q = (¢, . . ., q|0|) in a canonical
order. Project the digests onto the queried positions: dig|o := (dig,,, .. .,digqu‘)‘
5. For each i € [k], prepare the projected PCP proof 7; = m;|p and the corresponding openings a; =
(Gigrs- -+ O'i’qul), both ordered as Q is.
6. Construct the witnesses for the previous level: for each i’ € [k/2], set w}, = (Zzir 1, Qai7 1, a7, A2y ), SO
that the branch b € {0, 1} of Figure 11 carries (1;,, a;, ).
7. Construct the intermediate circuit NewRel = NewRel[hkpsen, dig|o, O, st] from Figure 11.
8. Compute the proof of the previous level: II” « Prove’(crs’, NewRel, (w{, e, Wl,c/z))'
9. Output the proof IT = (dig, IT").
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Constants: A dynamic somewhere-extractable hash key hkpsgn, the queried digests dig|o = (digql, e digq@I ), the
queries Q = (q1,---,q|g|), and a PCP state st.
Inputs: An index i’ € [k/2] and a grouped witness w’ = (20, g0 (1) 5Dy,

1. Define the original indices iy = 2i’ — 1 and i; = 2i’, so that the branch b € {0, 1} carries the witness of the
original index ip,.
2. Forb e {0,1}:
- For each j € [|Ql], verify the local opening: check DSEH.Verify(hkpsgn, digqj’ ip, A [j],a® [j]) = 1.
— Verify the PCP online: check PCP.Verify (ip, st, 70y =1.

3. If all checks pass, output 1. Otherwise, output 0.

Figure 11: Circuit NewRel[hkpsen, dig|g, O, st].

« Verify(crs, C,IT): On input the common reference string crs = (7, hkpsgn, hkcy, crs’), a circuit C: [k]x{0,1}™ —
{0,1}, and a proof IT = (dig, IT"), the verification algorithm proceeds as follows:

1. Output 0 if dig is not a vector of exactly ¢ digests.
2. Apply the correlation-intractable hash: r « Cl.Hash(hkc, (C, 7, dig)).

3. Derive the PCP queries: (Q,st) = PCP.Query(1%,C;r), write Q = (qy, .. .,q|o|) in the same canonical
order as the prover, and project the digests onto the queried positions, dig|p = (digql, o, digq‘Q‘).

4. Construct the intermediate circuit NewRel = NewRel[hkpsen, dig|o, O, st].
5. Delegate the bulk of the verification to the previous level by outputting Verify’(crs’, NewRel, IT").

« Extract(td, IT): On input the trapdoor td = tdpsgy and a proof IT = (dig, IT"), the extraction algorithm proceeds
as follows:

1. Recover, bit-by-bit, the PCP proof at the index on which the hash of this level is bound: for each j € [¢],
compute:
bj = DSEH.Extract(thSEH,digj)

2. Reconstruct the target PCP proof 7* = (by, ..., by).
3. Apply the deterministic PCP extractor: output w « E(r").

Lemma B.7 (Completeness). Assume that Ilpcp is complete, that Ipsen is correct (Definition 4.1), and that Tl is
complete (Definition 4.3). Then the functional index BARG scheme Ilgg from Construction B.6 is complete (Definition 4.3).

Proof. Fix A,s, s €N,atagt € 7, acircuit C: [k] x {0,1}™ — {0, 1} of size at most s, and witnesses wy, ..., Wy €
{0, 1}™ with C(i,w;) = 1 for all i € [k]. Let pp = (pppsen» hkci, pp’) be in the support of Setup(14,k, 1%,1%), let
crs = (z, hkpsep, hkcy, crs”) = Gen(pp, 7), and let IT = (dig, I1") be in the support of Prove(crs, C, (wy, ..., wi)).

We first observe that the verifier reconstructs exactly the prover’s intermediate circuit. The prover and the
verifier read the same hash key hkpsgy and the same tag 7 out of crs, the digest vector dig is part of I, and Cl.Hash
is a deterministic function of hkc and its input. Hence the verifier derives the same randomness r, the same pair
(Q,st) = PCP.Query(1%,C;r) and, using the same canonical ordering of Q, the same projection dig|p. The two
circuits NewRel therefore agree.

We now claim that NewRel(i’, w;,) = 1 for every i’ € [k/2]. Fix such an i’ and a branch b € {0, 1}, and write
ip € {2i’ — 1,2i’} for the corresponding original index.
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« Opening checks. For each j € [|Q|], the prover obtained dig ; together with the openings o1 4, ..., 0kq, by run-
ning DSEH.Hash(hkpsgn, x4,) on the column x4, = (71[g;], . .., 7k [q;]), and by construction #;, [j] = 7, [q;]
is the izh block of that column, with «;, [j] = Oi,q, its opening. Correctness of Ilpsgn therefore gives
DSEH.VeI’ify(thSEH, digqj’ ip, ﬁib []], (2473 []]) =1.

« Online PCP check. The proof m;, < PC P.Prove(ll, C, ip, w;,,) was generated for an instance with C(ip, w;,) = 1,
and the pair (Q, st) = PCP.Query(1%, C; r) lies in the support of PCP.Query (1%, C). Since the completeness
of ITpcp holds with probability exactly 1, it holds for every proof and every query pair in the support, in
particular for the ones derived from r; note that this is what allows the randomness of PCP.Query to be
supplied by the correlation intractable hash rather than sampled uniformly. Hence PCP.Verify(iy, st, 7;,) =
PCP.Verify (i, st, m;, |g) = 1.

Both checks pass for b = 0 and b = 1, so NewRel(i’, w},) = 1 as claimed.

Finally, NewRel has size at most spey by the definition of s,ey, and crs” = Gen’(pp’, ) for pp’ in the support
of Setup’(la, k/2, 15mew, 13.;”). Since (wy,..., w,;/z) is a valid witness vector for NewRel, completeness of H’FB gives
Verify’ (crs’, NewRel, IT") = 1, which is precisely the output of Verify(crs, C, II). O

Lemma B.8 (Succinctness). Suppose that psey is succinct (Definition 4.1) and that pcp has small query complexity
and succinct verification (Definition B.1). Then the scheme obtained by instantiating Construction B.6 logk times on
top of the base scheme of Remark B.9 is succinct (Definition 4.3).

Proof. Fix A k,s, s € N,atag 7 € 7, a circuit C of size at most s and witnesses. The scheme consists of L := logk

instantiations of Construction B.6, indexed so that level j € [0, L] runs on batch size k; := 2/ with parameters (s;, s}j )):

level L is the outermost one and carries (sg, sj(cL)) = (s, sf), level j — 1 s the previous level of level j and receives the
pair (Snews S}) that level j fixes, and level 0 is the base ky = 1. Throughout we use that an efficient algorithm’s output
is bounded by a polynomial in the length of its input. Let pp, pdig, po be the size polynomials of Definition 4.1, and
let po bound the query complexity of Ilpcp and pq; its state size and online verification time (Definition B.1).

The parameters grow slowly. By the choice of S} we have s}j_l) = s)(cj) + O(log k), so over the L = log k levels

sj(cj) < F:=sp+O0(log” k).

For the circuit size, the circuit NewRel of Figure 11 hardwires a hash key, |Q| digests, |Q| queries and a PCP state, and
performs 2 |Q| invocations of DSEH.Verify and two of PCP.Verify; it never evaluates C. Here |Q| < po(4,logs;) by
small query complexity; the state st and the running time of PCP.Verify are py (A, log k,log s;) by succinct verification,
the instance being an index of length at most log k; and the hash key, the digests and the openings of IIpsey have length
at most pni (4, logk, s, log s}j)) + pdig (4, logk, s, log s}j)) + ps (A, logk, sV, log s}j)), with DSEH.Verify running
in time polynomial in them. Hence there is a fixed polynomial ¢ with

sj—1 < q(A,logk,logs;, s}j)) < q(Alogk,logs;, F).

Let d be any integer satisfying d > q(4, log k,log(s + d), F). The right-hand side grows only polylogarithmically in
d, so exactly as in the proof of Lemma A.6 such a d bounded by a polynomial in A, logk, log s and s¢ exists, and
downward induction on j gives s; < s + d for every j. In particular both parameters of every level are bounded by
a polynomial in A, log k, s and Sf.
0 U .

Each level costs p. The algorithm DSEH.Setup receives (1)‘, kj, 1Sf] , 1st ), an input of length O(A+log k+s}])) since
k; is given in binary, and since it runs in polynomial time, |ppDSEH’ is polynomial in A, log k and ') the same holds
for DSEH.SetupBinding, whose additional input is a description of size at most s](,j )

(IA, 15¢1, 16n, 1%ut) in unary and runs in polynomial time, so |hkc)| is polynomial in A, s¢|, £, and £, and the same holds

. The algorithm Cl.Gen receives

for Cl.GenAvoid, whose additional input is a description of size at most sci. Now sc| = pgap (4, logk, s;, s}j), s](cj)) by
its choice above; the input length is £, = s;+£; +£ - £4;5, where £; < poly(A) by assumption, £ = £(4, s;) is the proof'size
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of Ilpcp, and £4ig < pdig (A, logk, s, log sj(cj)) by the succinct digest property of Ilpse; and the output length £, the

number of random bits consumed by PC P.Query(l’l, C) on circuits of size at most s, is bounded by its running time,
which is polynomial in A and s;. Besides their calls to the previous level, the algorithms of level j parse pp, crs and II;
run DSEH.Gen on an input of length |ppDSEH | +¢;; evaluate Cl.Hash(hkcy, -) on an input of 4, bits, in time polynomial
in A, |hkc;| and £,; run PCP.Query(1%, C; r) in time polynomial in A and s ; by the succinct verification property; form
dig|o; and write down the circuit NewRel, of size s;_;. By the previous paragraph every one of these quantities is
at most p(4,logk, s, s¢) for a single polynomial p serving all levels; in particular level j contributes pppge and hkc
to the public parameters and hkpsgn, hkcy and the tag to the common reference string, of total length at most p in
either case, and dig to the proof, of length ¢ - £4ig < p, and it runs for time at most p before calling the previous level.

Summing over the levels. The levels j € [L] each contribute at most p to |crs|, to |II| and to the running time of
Verify, while level 0 has ko = 1: there crs = L, the proof is a witness II = w; for a circuit of size at most sy, and the
verifier merely evaluates that circuit. Since circuit size counts input gates (Section 3), such a circuit has at most sg
input wires, so the witness it carries has length at most sy < s + d and the evaluation takes time polynomial in s + d
and [TI|. Altogether |crs| < logk - p, which is a polynomial in A, logk, s and s¢, and we take p to be it. A proof
carries in addition the witness of the base level, so |II| < logk - p + s + d, and we take pyy to be it. The verifier reads its
input at every level, so its running time is at most log k - ( p+O(|I1])) plus the evaluation of the base circuit, which is a
polynomial in A, log k, s, sy and |II|, and we take pyr to be it. These are the three bounds required by Definition 4.3. O

Remark B.9 (The Base of the Recursion). At k = 1 the only function f: 7 — [1] is the constant f(z) = 1, and the
tag is ignored throughout. Mode indistinguishability holds perfectly, since Setup and SetupBinding induce the same
(empty) distribution on pp, and Gen(L, 7) = L for every tag. Statistical somewhere extraction holds perfectly, and
indeed in its strong form: if the verifier accepts then C(1,II) = 1, and the extracted witness is w = IT, so C(f(r), w) = 1
and the experiment of Definition 4.3 never outputs 1—even when the (empty) trapdoor is handed to the adversary.

B.3 Security Proofs

Notation. Both proofs below unroll the L := logk instantiations of Construction B.6, indexed as in the proof
of Lemma B.8: level j € [0,L] runs on batch size k; = 2/ with parameters (s;, s}] )) and correlation intractability
clt () ()

14

parameters (sj A A

Jj.sothat f = f and fj_1(7) = [ﬁ(r)/Z], and Setup), SetupBinding'’), Gen/), Prove/), Verify ), Extract”) for its
algorithms, with trapdoor td"/) = td?SEH and td® = L. Thus pp® = 1 and pp¥) = (pp'j)SEH, hqu, ppU1) for
j € [L]: each level j € [L] contributes a hash and a correlation intractable key, sampled either in normal mode,

), level L is the outermost call and level 0 the base. We write f; for the function of level

) ()
n

() ()
ppDSH  DSEH.Setup(1%,k;, 17,1 ) and hKS' — CLGen(1%,1%, 140, 1it),

or in binding mode,

() ()
(ppPEH, tdP5EH) — DSEH.SetupBinding(1%, k;, 1717, )

cl () ()
hk{! — Cl.GenAvoid (11,1, 1%, 1%, BAD, 1 josen).

By construction Setup puts every level in normal mode and SetupBinding puts every level in binding mode.
Given a tag 7, the common reference string of level j is crs/) = Gen) (pp), 1) = (z, hk?SEH, hkjcl, crs=1), where
hk?SEH = DSEH.Gen(pp?SEH, 7) and crs(®) = 1. The relation BAD/Lf},td?SEH hardwires the hash trapdoor of its own
level, so it is well defined exactly when the hash of level j is binding; this is why, within a level, the hash is switched
before the correlation intractable key. No relation depends on the trapdoor of another level, so across levels the two
modes may be mixed in any pattern.

Proofs structure. Both proofs walk through the L levels in a single sequence of hybrids, rather than invoking a one-
level statement recursively. The reason is that a recursive invocation would apply the guarantee of an ingredient afresh
at every level and so produce one negligible function per level; since the number of levels grows with A, the maximum
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of L(1) negligible functions need not be negligible. Instead, in each proof we bound the contribution of all the levels
at once by exhibiting a single adversary that samples the level it attacks, exactly as in Theorem 5.7 and Theorem 5.10.

Lemma B.10 (Mode Indistinguishability). Suppose that Ilpsey satisfies mode indistinguishability (Definition 4.1) and
that Ilc satisfies mode indistinguishability (Definition B.3). Then Construction B.6 satisfies mode indistinguishability
(Definition 4.3).

Proof. Let A be an efficient adversary for the mode indistinguishability game of Definition 4.3 against Construc-
tion B.6. We first fix its first message. The advantage of A is the average, over its first message, of its advantage
conditioned on that message, so for every A there is a first message k, 1%, 1%/ together with a description of f that
maximizes it. It suffices to bound the advantage of the adversary that sends this message and then runs the second
stage of A, so we assume from here on that the first message is fixed and write L = log k. Since A is efficient and
writes k in binary, L < poly(A). The point of fixing the first message is that L is now a fixed function of A and not a
random variable, so a reduction may sample a level j < [L] before it runs A. If L = 0 then k = 1 and Construction B.6
is the trivial scheme of Remark B.9, whose two modes induce the same distribution on pp, so the advantage of A
is 0; we therefore assume L > 1 from here on.

All the experiments below differ only in how the challenger samples the public parameters pp") that it sends to A;
in each of them the output of the experiment is the guess b’ that A outputs, and no trapdoor is ever given to A. The
goal is to prove that A cannot distinguish between the two following experiments except with negligible probability:

« Real'?: the mode indistinguishability game with b = 0, in which every level is in normal mode. Formally:

1. On input 14, the adversary A outputs k, 1%, 1% and the description of f.

2. The challenger runs Setup<L) (1’1, k,1°,1°). That is, for each level j = 1,...,L:
DSEH N RORSNG
— Sample the hash parameters pp;~=" « DSEH.Setup(1%,k;, 1/ , 17/ ).

— Sample the correlation intractable hash key hkj;l — CL.Gen(1%, ls.lq, 16

, 14553 ).
The challenger assembles pp‘Y) from these components and pp'® = L, and sends it to A.
3. The adversary A outputs b’, the output of the experiment.
« RealV: the mode indistinguishability game with b = 1, in which every level is in binding mode. This
experiment is the same as Real(o), except that the challenger runs SetupBinding(L) (lA, k,1°,1%, f), that is,
for each level j = 1,..., L it samples (pp?SEH,td?SEH) — DSEH.SetupBinding(lA, kj, 151(‘j>, ls}i),fj) and then

Cl ) ) . .
hk$' « Cl.GenAvoid (14, 1% 160 1%, BAD, , pser ), in this order.
j Afjtd?

To do so, we define the following sequence of hybrids for each j € [0, L].

+ Hyb;: in this experiment the levels ¢ < j are in binding mode, whereas the levels £ > j are in normal mode.
Formally:
1. On input 1%, the adversary A outputs k, 1%, 1% and the description of f.
2. The challenger samples the following. For each level # = 1,...,L,if £ < j:

o (0
— Sample (pp?SEH,td?SEH) — DSEH.SetupBinding(l’l, ke, 1°f | 1°F ).
Cl [(l)

— Sample hk{(,:I — CI.GenAvoid(l’l, 15¢', 1%in
If¢ > j:

(€)
£
, 1fout, BADA’f{’!td?SEH).

- Sample ppDSEH — DSEH.Setup (1%, k,, ls}”, 131(‘[)),
- Sample hk$' « Cl.Gen (1%, 158 16 14:3).

The challenger assembles pp‘Y) and sends it to A.
3. The adversary A outputs b’, the output of the experiment.
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In particular, Hyb, is identical to Real® | since level 0 contributes no components, and Hyb; is identical to RealV),
The relation BAD A tdDSEH hardwires the hash trapdoor of level ¢, so it is well defined in Hyb; for every level £ < j,
which is in binding mode. We also define an intermediate hybrid for each j € [L]:

. Hyb;-: the same as Hyb;_,, except that for level j the hash is sampled in binding mode while the correlation
intractable key is still in normal mode. Formally:

IR0
2. For level j, the challenger samples (pp}DSEH,td'j)SEH) — DSEH.SetupBinding(l’l, kj, 1%, 1% ,fj) and
() j
hk]C.I — Cl.Gen(1%, 151@1, 160 , 14552 ). The rest of the experiment remains unchanged.
The chain of experiments is

Hyb,, Hyb], Hyb,, Hyb;, ..., Hyb;_;, Hyb;, Hyb,,

where a step from Hyb;_, to Hyb, switches the hash of level j and a step from Hyb’; to Hyb; switches the correlation in-
tractable key of that level. We bound the two kinds of steps separately. In both claims we bound the signed sum over the
levels rather than each level separately: this is what a single reduction that samples the level can bound, whereas bound-
ing each level separately would again require one negligible function per level, and the number of levels grows with A.

IDSEH

Claim B.11. IfTIpsgy satisfies mode indistinguishability, then there exists a negligible function neg such that

D (Pr[Hybj_l(.‘ﬂ)zl] — Pr[Hyb’ (A) :1]) < L-neglPEH(2).
jelL]

Proof. Consider the following efficient adversary 8 for the mode indistinguishability game of IIpsgy (Definition 4.1),
which takes a level j € [L] as an input.

1. Run ﬂ(l/l) to obtain k, 1°, 1% and the description of f, set L = logk, and compute the level parameters
!, A [([)) and the functions f; for every ¢ € [L].

(kg, s¢, sj(f)), the correlation intractability parameters (s,", £ 7, ¢,

© (0
2. Foreachf=1,...,j—1, sample (ppESEH, td?SEH) — DSEH.SetupBinding(lA, ke, 1°r 1°F , fr) and then hkgI —

cl (£) (6)
n

CI.GenAvoid(l", 156, 160", 1out BAD/Lﬁ’td?SEH), in this order, so that the relation of level ¢ has the trapdoor of
that level’s hash available.

0 )
3. Send kj, 1’7 , 1%/ and the description of f; to the challenger, and let pp})SEH be the public parameters it returns.

a0
Sample hkﬁ.:I — CL.Gen(14,1%, 1% , 1fur).

() (¢) (€)
4. Foreach ¢ = j+1,...,L, sample pp?SEH — DSEH.Setup(l", ke, 1°7 1% ) and hkfI «— ClL.Gen(14, 1$tc'|, 160 ,
(0
1[0ut )

5. Assemble pp'L) from these components and pp(®) = L, send it to A, and output whatever A outputs.

The adversary 8 is efficient: it runs A once and samples at most 2L < poly(A) further keys, each on inputs bounded
by poly(A,logk,s, s¢) by the parameter growth established in the proof of Lemma B.8. It is admissible because f; has
()

description size and depth at most s/, which are the bounds it sends to the challenger.

The simulation is perfect in both modes. Every level ¢ < j is sampled in binding mode and every level £ > j
in normal mode, in both cases as the challengers of Hyb;_; and of Hyb} do, and the correlation intractable key
of level j is sampled in normal mode, as in both experiments. The only difference is the hash of level j: if the

IR0
mode indistinguishability challenger is in mode b = 0 then ppESEH is distributed as DSEH.Setup(1%, k;, 1 , 1 )

and B(j) perfectly simulates Hyb

j—1> and if it is in mode b = 1 then pp?SEH is distributed as the first output of

GERY)
DSEH.SetupBinding(l’l, kj, lsfj , 1sfj , fj) and B(j) perfectly simulates Hyb}. Note that B never uses td?SEH, which
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the challenger does not give it, and which the two experiments do not use either: the correlation intractable key of
level j is normal in both. Consequently, for every level j,

Pr[B(j) =1:b=0] - Pr[B(j) = 1: b= 1] = Pr[Hyb,_,(A) = 1] - Pr[Hyb}(A) = 1].

Let B* be the adversary that samples j < [L] and runs B(}); this is well defined because L was fixed at the start
of the proof. It is a single efficient adversary, so by mode indistinguishability of IIpsgy there is a negligible function
DSEH __ .
negl with
|Pr[8* =1:b=0] -Pr[B* =1:b=1]| < negl®>"(2).

Since j is sampled uniformly and independently of the challenger’s bit, the left-hand side equals

% > (BrlBG)=1:b=01-Pe[B(j) =1:b=1]) =%- > (PrlHyb, (A = 1] = PrlHyb(A) = 1])|,

JjelL] jel[L]
and the claim follows by multiplying by L. O

Claim B.12. IfIl, satisfies mode indistinguishability, then there exists a negligible function negl' such that

> (Pr[Hyb;(ﬂ) = 1] = Pr[Hyb,(A) = 1]) < L-negl®(}).
Ian)

Proof. Consider the following efficient adversary C for the mode indistinguishability game of II¢| (Definition B.3),
which takes a level j € [L] as an input.

1. Run A(1%) to obtain k, 1%, 1% and the description of f, set L = log k, and compute the level parameters and
the functions f; as before.

2. Foreach ¢ =1,...,j— 1, sample level ¢ in binding mode, that is, (ppESEH, td?SEH) — DSEH.SetupBinding(lA,

0 (0 (0,0
ke, 1°7 ,1° | f;) and then hkfI — Cl.GenAvoid(1%, lsfl, 160 , lfffnft, BADA’ﬂ’td?SEH).
NG
3. Sample (pP?SEH, thDSEH) «— DSEH.SetupBinding(1%,k;,1°7 ,1° , f;), which is the mode of the hash of level
Jj in both experiments, and construct the description of the relation BAD; £,,4dDSEH of Definition B.4.
Sstd?

a0 0
4. Send 1% , 1% , 1% and the description of BAD 7.f,.tdosen to the challenger, and let hkj.:I be the hash key it returns.
Siotds

0 (0
5. Foreach ¢ =j+1,...,L, sample level ¢ in normal mode, that is, pp?SEH — DSEH.Setup(l’l, ke, 1°f |, 1°F ) and

(£) (€)
hkS' — CI.Gen(1%,15¢, 160, 1four).

6. Assemble pp"), send it to A, and output whatever A outputs.

As before, C is efficient and admissible, and unlike 8B it does hold the trapdoor td;JSEH that naming the relation
requires, because it sampled the hash of level j itself. The simulation is perfect in both modes: all the levels other
than j are sampled exactly as in the two experiments, the hash of level j is binding in both of them, and the only

difference is the correlation intractable key of level j. If the challenger is in mode b = 0 then hk]C-I is distributed as
Cl.Gen(1%, 1s;:], lfi(nj), 1‘7«552) and C(j) perfectly simulates Hyb;-, and if it is in mode b = 1 then hkjcI is distributed as
0 U
Cl.GenAvoid (1%, lsfq, 160 , 14553, BADAfj tgDser ), so that level j is in binding mode in full and C(j) perfectly simulates
JJ ]

Hyb,; recall that in Hyb; every level £ < j is in binding mode, which is the case here, and every level £ > j is in
normal mode, which is the case by the fifth step. Hence, for every level j,

Pr[C(j) =1:b=0] —Pr[C(j) =1:b=1] =Pr[Hyb}(A) = 1] - Pr[Hyb;(A) = 1],
and the claim follows exactly as in Claim B.11, by applying mode indistinguishability of II¢ to the adversary C* that

samples j < [L] and runs C(}). ]
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Combining Claim B.11 and Claim B.12 with the triangle inequality along the chain,
[Pr[Hyby(A) = 1] = Pr[Hyb, (A) = 1]| < L - (negI®t (1) + negl®' (1)),

which is negligible because L < poly(4). Since Hyb,, is Real® and Hyb; is Real | this is exactly mode indistin-
guishability of Construction B.6. O

Lemma B.13 (Somewhere Extraction). Suppose that IIpsgy satisfies somewhere extraction (Definition 4.1) and that I1c)
is somewhere statistically correlation intractable for the family BAD of Definition B.4, defined for a PCP scheme Ilpcp with
fast online verification that is a proof of knowledge. Then Construction B.6 satisfies somewhere extraction (Definition 4.3).

Proof. Let A be an unbounded adversary for the somewhere extraction game of Definition 4.3 against Construction B.6.
Since the adversary is unbounded, we assume without loss of generality that it is deterministic; in particular its first
message, and hence the number of levels L = log k, is a fixed function of A, which is what makes the level sampling
below well defined. Since Definition 4.3 bounds k < 2%, we have L < A. If L = 0 then k = 1 and Construction B.6
is the trivial scheme of Remark B.9, whose somewhere extraction experiment never outputs 1 (Claim B.16 below);
we therefore assume L > 1 from here on.

We first write the experiment out in full, with the algorithms of Construction B.6 substituted in, and introduce
along the way the notation we use below.

1. On input 14, the adversary A outputs k, 1%, 1%/ and the description of a function f: 7 — [k] of description
size at most sy.

2. The challenger runs SetupBinding(L)(l’l, k, 1%, 1%, ), that is, it puts every level in binding mode. For each
¢=1,...,L it samples

© (O
(ppESEH,td[DSEH) — DSEH.SetupBinding(l’l, kp, 1°r |, 1°F . f2)

(£) (£)
hk§! Cl.GenAvoid(1%, 15 b0, 10, BAD,thtd'l?SEH)-

It assembles pp™) and sends it to A, keeping td) = tdLDSEH.

3. The adversary A outputs a tag 7 € 7, a circuit C: [k] X {0,1}™ — {0, 1} of size at most s, and a proof II.

4. The challenger derives the common reference string crs’®) = Gen™ (pp"), ), which fixes the hash key
hkP3EH = DSEH.Gen(ppPSEH, 7) and the string crs(®) = (7, hkPSF, hk§!, crs(¢=1)) of every level ¢ € [L].

5. The challenger computes the following quantities. They do not affect the output of the experiment, and are used
only to define the hybrids below. Set CW .= Cand IY) := 1T, and for each level £ = L,L — 1, .. ., 1, in this order:
« The index i“) := f;(7) on which the hash and the scheme of that level are bound.
« The parse 1) = (dig'®), TI~1) of the proof of level £, where dig'*) is a vector of digests, one for each
bit of a PCP proof for the circuit C*), and we write digy) for its n™ entry.

The target PCP proof of level ¢, namely 7*(*) whose n'™ bit is DSEH.Extract(td?SEH, dig,(f)), and the
extracted witness w(?) := Extract'?) (td©), 1) = E(x*(), where E is the PCP extractor.

« The randomness ) := Cl.Hash(hk$', (C19), 7, dig'?)), the PCP queries and associated state (Q(*), st()) :=
PCP.Query(14,C); (D), and the circuit of the level below,

ct- = NewRel[hkPSEH,dig(f)IQ(e),Q(Z),stm],
which is the circuit that the verifier of level £ hands to the verifier of level £ — 1 (Figure 11).
At level 0 we also set w(®) := Extract(®) (td(®, 11®)) = 1), as prescribed by Remark B.9.

6. The experiment outputs 1 if and only if Verify ™ (crs't), C,II) = 1 and C(f (1), w)) # 1.
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Two features of Construction B.6 drive the whole argument. First, the verifier of level ¢ delegates its decision to the ver-
ifier of the level below: it accepts if and only if Verify = (crs(=D, c(¢=1 [1(!=1)) = 1. Second, Extract(?) reads the tar-
get PCP proof out of the digests with the hash trapdoor of level £ and then applies the PCP extractor, so w(*) = E(z*(9)).

The main idea is to walk down the levels of the recursion, showing that if extraction fails at level ¢ then it already
fails at level £ — 1, unless the correlation intractable hash of level ¢ failed to avoid its bad relation. We therefore define,
for each j € [0, L], the hybrid experiment

+ Hyb;: identical to the experiment above in its first five steps, but its output is computed at level j instead of
level L. That is, it outputs 1 if and only if

Verify(j) (crs(j),C(j),H(j)) =1 and cW (fj(r),wm) £1.

In particular Hyb; is the somewhere extraction experiment of Definition 4.3 for Construction B.6. We also define,
for each j € [L], the event

Bad, = {((C),7,dig”), r'V)) € BAD, /o5,
VIR
that is, the event that the correlation intractable hash of level j maps its input into the bad relation of that level.

Claim B.14. IfIIpsgy satisfies somewhere extraction, then for every j € [L], we have
Pr[Hyb;(A) = 1] < Pr[Hyb;_;(A) = 1] + Pr[Bad;].

Proof. 1t suffices to show that on every execution in which Hyb; outputs 1, either Hyb;_, outputs 1 or Bad; occurs.

So consider an execution in which Hyb; outputs 1 and Hyb;_, outputs 0; we show that Bad; occurs.

Since Hyb; outputs 1, the verifier of level j accepts and, by construction, so does the verifier of level j — 1 on
(cU-D mU-1). As Hyb;_, outputs 0, its second condition must therefore fail, that is,

cU-1 (fj_1(T),W(j_l)) = 1.

Write i’ := fj_1(r) and parse wl=1 = (#(0,a¢® 21 o) as in Figure 11. Since fj_1(r) = [£;(r)/2], we have
i) € {2i’ - 1,2i'}, so there is a unique branch b* € {0, 1} with iy = i), where iy = 2i’ — 1 and i; = 2i’.
Because CU~1 (", wU1) = 1, all the local opening checks of branch b* pass: for every n € [|Q"/)|], writing g,
for the n'M query of Q1/),
DSEH. Verify (hk?**, dig/, i), 27 [n], a®" [n]) = 1.

The pair (pp?SEH, td?SEH) is in the support of DSEH.SetupBinding (1%, kj, 15}1), 151(‘]),]”}-) and the hash key hk?SEH =
DSEH.Gen(pp?SEH, 7) is bound on the index i) = fj(1), so the perfect somewhere extraction of Ilpsen gives
DSEH.Extract(td?SEH,digé{l)) = #()[n] for every n. By the definition of the target PCP proof, 7*()[q,] =
DSEH.Extract(td'j)SEH, dig((/r;)), hence

#0) = 0| .

Since CU=1 (i, wU=1) = 1, the online PCP check of branch b* passes (Figure 11), that is, PCP.Verify (i), st0), #(0")) =
1, and substituting the display above gives

PCP.Verify(i(j), st () |Q(j)) =1

On the other hand, Hyb outputs 1, so CO (D, w)y £ 1 withwl) = E(z*()). These two facts together are precisely
the membership condition of BAD, ; \sosen (Definition B.4) for the pair (€D, 7, dig"), 1)), since (QU), st)) is
oA

derived from C) and r/) exactly as that definition prescribes. Hence Bad ; occurs, as required. O

Claim B.15. IfIlc satisfies statistical correlation intractability for the family BAD of Definition B.4, then there exists
a negligible function negl®' such that 2jerr) Pr[Bad;] < L- negl“'(1).
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Proof. Consider the following unbounded adversary 8 for the somewhere statistical correlation intractability game
of II¢| (Definition B.3):

1. Run A(1%) to obtain k, 1%, 1% and the description of f, set L = log k, compute the level parameters and the
functions f;, and sample j < [L].

GEER0)
2. For every ¢ € [L], sample (pp?SEH,td?SEH) — DSEH.SetupBinding(l’l, ke, 1°F |1 , fe), and for every £ # j

Cl ) (6)

(
sample hk$' < Cl.GenAvoid(1%, 15, 14, 1%ut, BAD/Lﬁ,td?SEH).

L. cr L)) . .
3. Construct the description of BAD, £,.tdDSEH and send 1%, 16 , 1ot together with it to the challenger, which
SstdS

replies with an avoiding key thC.'.
4. Assemble pp(L), send it to A, and let (z, C,II) be its output.

5. Derive crs') = Gen@ (pp(L), 7) and form the quantities_C(L), .,CW and I, .. TIW) of the fourth and
fifth steps of the experiment, and output x = (C/), 7, dig").

The adversary B is admissible, and it holds every trapdoor it needs: it samples all the hashes itself, so it can name the
relation of every level, including the one it submits. The public parameters it hands A are distributed exactly as in the
experiment, since every level other than j is sampled in binding mode by 8B and level j has its hash sampled by 8 and
its avoiding key supplied by the challenger. Therefore (C/), 7, dig!/)) and r(/) = Cl.Hash(hk?', x) are distributed as
in the experiment, so conditioned on the sampled level being j, the adversary 8 wins if and only if Bad; occurs. Note
that 8 runs A once and then performs L — j rounds of local post-processing; it does not invoke a reduction recursively.

By the somewhere statistical correlation intractability of II¢; there is a negligible function negl® with Pr[ 8 wins] <

negl®!'(1), and since B samples j uniformly and independently of everything else,
. 1
Pr[8B wins] = I Z Pr[Bad;].
JjelL]
Multiplying by L gives the claim. O

Claim B.16. Pr[Hyb,(A) =1] = 0.

Proof. The scheme of level 0 is the trivial one of Remark B.9: there ko = 1, a proof is the witness itself, the verifier
of level 0 outputs c (1, H<°)), and Extract(® outputs IO so w® = 11", Hence if the verifier of level 0 accepts
then C(©)(1,w(®) = 1, while fy(r) = 1 is the only index available, so the two conditions of Hyb, cannot hold
simultaneously. O

Chaining Claim B.14 down from j = L to j = 1 and using Claim B.16,
Pr[Hyb, (A) = 1] < Pr[Hyby(A) = 1] + Z Pr[Bad;] = Z Pr[Bad;] < L - negl® (1) < A- negl®'(1)
JjelL] jelL]

by Claim B.15, using L < A in the last step. The right-hand side is negligible, and since Hyb, is the somewhere
extraction experiment for Construction B.6, this is exactly somewhere extraction. O

B.4 Putting It Together

Theorem B.17 (Functional Index BARG). Assume there exists a PCP with fast online verification for C-SAT that is a
proof of knowledge, a dynamic somewhere-extractable hash for the block space {0, 1} and the tag space 7 (Definition 4.1),
and a hash function that is somewhere statistically correlation intractable for the family of relations BAD of Definition B.4.
Then there exists a functional index BARG with statistical extraction for the tag space T, as per Definition 4.3.

Proof. We show that Construction B.6, instantiated with the three ingredients of the hypothesis, satisfies the four
properties of Definition 4.3. Completeness holds by Lemma B.7, mode indistinguishability by Lemma B.10, somewhere
extraction by Lemma B.13, and succinctness by Lemma B.8. O

97



	Introduction
	This Work

	Technical Overview
	Puncturable Threshold Signatures and Weighted Threshold Encryption

	Preliminaries
	Cryptographic Primitives

	Building Blocks
	Dynamic Somewhere-Extractable Hash
	Statistical Functional Non-Interactive Batch Arguments

	BARG for Trapdoor Threshold Languages
	Construction

	Pseudorandom Permutations with Efficient Queries
	Puncturable Public-Coin Threshold Signatures
	Our Construction

	Puncturable Public-Coin Weighted Threshold Signatures
	A Generic Compiler from Puncturable Public-Coin Threshold Signatures

	Public-Coin Weighted Threshold Encryption
	Our Construction

	Silent Setup in the Random Oracle Model
	Dynamic Somewhere-Extractable Hash Construction
	Building Block
	Construction

	Statistical Functional BARGs
	Building Blocks
	Constructing BARGs
	Security Proofs
	Putting It Together


