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Abstract. The Mitaka signature scheme is a variant of Falcon (FN-DSA). It has6

a considerably simpler signing procedure that can be parallelized while retaining7

Falcon’s efficiency advantage. Mitaka offers two different signing approaches: a8

default one relying on floating-point arithmetic and an alternative, called MitakaZ,9

avoiding floating-point arithmetic at the cost of more Gaussian samples. Despite its10

better portability, MitakaZ has not previously been implemented in practice.11

This work presents an efficient fixed-point implementation of the Mitaka signing12

algorithm. We optimize the MitakaZ Gaussian sampler to make it suited to fixed-point13

arithmetic while achieving higher efficiency. Specifically, we replace the wide integral14

Gram root decomposition used in MitakaZ with a fixed-point square Cholesky decom-15

position, which substantially reduces the cost of integer Gaussian sampling. We prove16

bounds on intermediate values and representation errors without empirical assump-17

tions on their magnitudes. The distributional analysis models each integer Gaussian18

call as exact at its represented inputs. We provide a fixed-point implementation of19

the new Mitaka signing algorithm in C. On an Intel Core i7-1360P, our native AVX220

implementation generates signatures in an average of 361 kcycles for Mitaka-512 and21

707 kcycles for Mitaka-1024, measured with Linux hardware performance events. On22

an ARM Cortex-M4F STM32F411, the corresponding measured costs are 4.0 and 7.823

Mcycles.24
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1 Introduction27

In response to the threat posed by future quantum computers, public-key cryptosystems are28

migrating to post-quantum cryptography (PQC). To date, the U.S. NIST has selected five29

PQC algorithms for standardization. Among them, Falcon is a signature scheme featuring30

exceptionally small signatures and fast verification, making it suitable for applications31

where signature size and verification cost are priorities. Nevertheless, Falcon suffers from a32

rather complex signing algorithm that is difficult to implement correctly and heavily relies33

on floating-point arithmetic, which hinders its deployment.34

To mitigate Falcon’s implementation complications, Espitau et al. [EFG+22] proposed35

Mitaka, an implementation-friendly variant of Falcon. Mitaka uses the hybrid sam-36

pler [Pre15] to replace the fast Fourier sampler [DP16] used by Falcon, making signature37

generation considerably simpler and easier to parallelize. The hybrid sampler incurs some38

security loss compared with the fast Fourier sampler, yet this issue has been satisfactorily39

solved by well-designed trapdoor generation techniques [ENS+23]. Consequently, Mitaka40

now offers a nice trade-off among simplicity, security and efficiency. Its designs were later41

adopted by SOLMAE [KTW+24], which is now a Korean TTA standard and has been42

approved to proceed as a KS standard.43
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2 Efficient Fixed-Point Implementation of Mitaka

With the post-quantum transition underway, portability is emerging as an increasingly44

important criterion for post-quantum algorithms. Falcon’s reliance on floating-point45

arithmetic is regarded as a potential pitfall, and some security risks [LTYZ25] have been46

identified in deterministic variants of Falcon. Substantial efforts have been made to improve47

Falcon in this regard. Pornin [Por19] gave an implementation of Falcon using integer-based48

emulated floating-point arithmetic. It is portable to a wide range of platforms and has49

been adopted as the reference implementation. Halmans et al. [HvVS+26] presented50

an implementation of Falcon, called TWFalcon, using triple-word arithmetic, which is51

compatible with embedded devices equipped only with a single-precision FPU. However,52

these implementations come with a substantial slowdown compared to the native floating-53

point version. Very recently, Braga et al. [DFLP26] provided a fixed-point implementation54

of Falcon along with careful boundedness and precision analysis and moderate algorithmic55

tweaks. The fixed-point implementation is approximately a factor of two slower than56

the original floating-point Falcon implementation, thereby offering a desirable trade-off57

between portability and efficiency. In response, the NIST FIPS 206 team has proposed58

specifying fixed-point arithmetic for FN-DSA [Per26].59

Mitaka also takes portability into account. It provides an alternate signing approach,60

known as MitakaZ, for platforms with poor support for floating-point numbers. The61

MitakaZ sampler follows Peikert’s convolution sampling approach [Pei10] and employs62

an approximate Gram-Schmidt basis as the linear transformation, thereby retaining the63

same signature size and security as Mitaka. To remove the floating-point arithmetic in the64

signing procedure, MitakaZ uses the integral perturbation sampling technique [DGPY20]65

at the cost of many more integer Gaussian samples. While MitakaZ seems to offer better66

portability, to the best of our knowledge, no practical implementation has been published.67

Contributions. In this work, we close the gap in the efficient implementation of MitakaZ68

by presenting a fixed-point implementation along with rigorous analysis.69

We optimize the perturbation sampling of the MitakaZ sampler. Our main observation70

is that the perturbation vector can be replaced by the product of an approximate square71

Cholesky root and some zero-centered discrete Gaussian vector. This allows a perturbation72

vector to be generated with only 2n centered integer Gaussian samples, where n is the73

degree of the NTRU polynomial ring. In comparison, the original MitakaZ sampler requires74

O(n logn) integer Gaussian samples while the Mitaka sampler requires 2n continuous75

Gaussian samples, whose generation is costly and complex in fixed-point arithmetic.76

We give a rigorous analysis of the boundedness and precision of intermediate variables in77

the optimized MitakaZ sampler. Thanks to the simpler sampler of Mitaka, our analysis does78

not rely on any empirical assumptions on the error bounds of intermediate values, which79

differs from the fixed-point implementation of Falcon [DFLP26]. Based on this, we compute80

the required precision to guarantee at most 1.5 bits of security loss for concrete Mitaka81

parameters accounting for the state-of-the-art trapdoor generation technique [ENS+23].82

We offer a fixed-point implementation in C of signature generation with our new83

sampler for Mitaka-512 and Mitaka-1024. On an Intel Core i7-1360P, the native AVX284

implementation requires an average of 360 960 and 706 857 processor cycles, respectively,85

measured with Linux hardware performance events. On an ARM Cortex-M4F STM32F411,86

signature generation requires 3 980 099 cycles for Mitaka-512 and 7 818 552 cycles for Mitaka-87

1024. Section 5 describes the measurement conditions and reports memory requirements88

and the comparison with Falcon measurements on the same Cortex-M4 board.89

2 Preliminaries90

We use bold lowercase (resp., uppercase) letters for vectors (resp., matrices). All vectors91

are column vectors, and all logarithms are natural. The transpose of a matrix H is denoted92
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Ht. For symmetric matrices, Σ � 0 denotes positive semidefiniteness, and Σ1 � Σ2 means93

Σ1 −Σ2 � 0.94

2.1 Lattices and Gaussians95

For a full-rank matrix B ∈ Rn×n, the lattice spanned by B is L(B) = BZn. The dual of a96

lattice L is L∗ = {y ∈ Rn : 〈x,y〉 ∈ Z for all x ∈ L}.97

Let ρM,c(x) = exp(−π‖M−1(x− c)‖22) be the Gaussian function with invertible factor98

M ∈ Rn×n and center c ∈ Rn. Its scaled covariance is Σ = MMt � 01, and ρM,c = ρ√Σ,c.99

When M = sI for s > 0, we write the subscript M as s, and call s the Gaussian width.100

We omit the center subscript when c = 0. Let ρM,c(S) =
∑

x∈S ρM,c(x) for any countable101

set S. The discrete Gaussian over a lattice L is DL,M,c(x) = ρM,c(x)/ρM,c(L) for x ∈ L.102

Let ηε(L) = min{s > 0 : ρ1/s(L∗) ≤ 1 + ε} be the smoothing parameter of a lattice103

L for ε > 0 [MR04]. For an invertible M, we write M ≥ ηε(L) if ηε(M−1L) ≤ 1. In104

particular, MMt � s2I and s ≥ ηε(L) imply M ≥ ηε(L).105

Lemma 1 ([Pei10, Lemma 2.4]). Let 0 < ε < 1 and M ≥ ηε(L). Then, for every106

c ∈ span(L), ρM,c(L) ∈
[

1−ε
1+ε , 1

]
ρM(L).107

2.2 Rényi divergence108

For distributions P,Q with Supp(P) ⊆ Supp(Q) and a > 1, the Rényi divergence of order109

a is110

Ra(P‖Q) =
(∑

x

P(x)a
Q(x)a−1

)1/(a−1)

.111

The Rényi divergence satisfies the following two properties:112

• Ra(f(P)‖f(Q)) ≤ Ra(P‖Q) for any function f ;113

• P(E) ≤ (Q(E)Ra(P‖Q))(a−1)/a for any event E ⊆ Supp(Q) and a > 1.114

2.3 Power-of-Two Cyclotomics and NTRU115

For n = 2` with ` ≥ 1, let K = Q(ζn) ' Q[X]/(Xn+1), where ζn is a primitive 2n-th root of116

unity, and let R = Z[ζn] ' Z[X]/(Xn + 1) be its ring of integers. For f =
∑n−1
i=0 fiX

i ∈ K,117

we identify f with its coefficient vector (f0, . . . , fn−1). For a polynomial f =
∑n−1
i=0 fiX

i,118

we write ‖f‖2 = (
∑n−1
i=0 |fi|2)1/2.119

The field K has n complex embeddings ϕk : K → C, defined by ϕk(f) = f(ζ2k+1
n ) for120

0 ≤ k < n. The canonical embedding is ϕ(f) = (ϕk(f))n−1
k=0 . It is natural to extend each121

ϕk entrywise to vectors and matrices over K. In particular, for H = (Hij) ∈ K2×2,122

ϕk(H) =
(
ϕk(H11) ϕk(H12)
ϕk(H21) ϕk(H22)

)
∈ C2×2.123

Then ϕk(HG) = ϕk(H)ϕk(G).124

For f ∈ K, its matrix of multiplication in the basis 1, ζ1
n, · · · , ζn−1

n is denoted by A(f).125

Let f∗ = f(X−1). Then ϕk(f∗) = ϕk(f) and A(f∗) = A(f)t. For x,y ∈ Km, let 〈x,y〉K =126 ∑
i x
∗
i yi. For a matrix H over K, we use H∗ for its conjugate transpose, i.e., (H∗)ij = H∗ji.127

Rounding b·e is applied coefficientwise to polynomials and polynomial matrices. For H ∈128

K2×2, define ‖H‖2 = max0≤k<n σmax(ϕk(H)), σmin(H) = min0≤k<n σmin(ϕk(H)). If H is129

invertible, then ‖H−1‖2 = 1/σmin(H), and ‖H‖2F =
∑n−1
k=0 ‖ϕk(H)‖2F = n

∑
i,j ‖Hij‖2coef,2,130

1The corresponding continuous Gaussian has covariance Σ/(2π).
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where ‖ · ‖coef,2 denotes the Euclidean norm of the coefficient vector. For Σ ∈ K2×2, we131

write Σ � 0 when Σ = Σ∗ and ϕk(Σ) is positive definite for all k.132

For an integer q ≥ 2, an NTRU secret key consists of two short polynomials f, g ∈ R,133

and the public key is h = f−1g mod q. The corresponding NTRU module is Λh,q =134

{(u, v) ∈ R2 : u+vh = 0 mod qR}, viewed as a 2n-dimensional lattice under the coefficient135

embedding. Solving the NTRU equation fG− gF = q yields the trapdoor basis136

B =
(
g G
−f −F

)
, B−1 = 1

q

(
−F −G
f g

)
.137

Let Ua =
(

1 a
0 1

)
∈ K2×2. Then U−1

a = U−a. The Gram–Schmidt orthogonalization138

of the NTRU trapdoor basis B over K gives B = B̃Uu such that139

B̃ =
(
g qf∗/a
−f qg∗/a

)
with a = f∗f + g∗g140

and the associated Gram-Schmidt coefficient u = (g∗G+ f∗F )/a.141

2.4 GPV Hash-and-Sign Signatures142

Mitaka is a practical NTRU-based instantiation of the GPV hash-and-sign framework [GPV08],143

in which signing boils down to lattice Gaussian sampling with a short trapdoor ba-144

sis. Algorithm 1 presents a brief description of the GPV signing procedure. The145

vector (s1, s2) is a centered Gaussian on (t, 0)t + Λh,q; hence, it is short and satisfies146

s1 + s2h = H(salt ‖m) mod q for the public key h. In NTRU-based GPV signatures, the147

signature transcript consists of s2 only, as s1 can be recovered from s2 and h.148

Algorithm 1: NTRU hash-and-sign
Input: A message m, an expanded secret key sk, and a bound Bsig.
Output: A signature sig of m.

1 repeat
2 salt← FreshSalt()
3 t← H(salt ‖m)
4 z← SampleLattice(sk, (t, 0)t)
5 s = (s1, s2)t ← (t, 0)t − z
6 until ‖s‖2

2 ≤ B
2
sig

7 return sig = (salt, s2)

149

2.5 Fixed-Point and Exact Integer Arithmetic150

A signed w-bit integer ranges over [−2w−1, 2w−1 − 1], whereas an unsigned integer ranges151

over [0, 2w − 1]. Exact integer arithmetic requires intermediate values as well as final152

results to fit in their respective representations. Arithmetic modulo an integer is exact153

in the corresponding residue ring. For pairwise coprime moduli with product P , the154

Chinese Remainder Theorem (CRT) uniquely determines an integer modulo P ; its centered155

representative recovers the original signed integer whenever its absolute value is less than156

P/2.157

A fixed-point number with f fractional bits represents x = X2−f for an integer X. A158

signed w-bit fixed-point format therefore has range [−2w−f−1, 2w−f−1 − 2−f ] and spacing159

2−f . Addition and subtraction of values with the same scale operate on their integer160

representations. Multiplication produces a result with scale 2−2f ; restoring scale 2−f161

requires rescaling and, if necessary, rounding. The intermediate product must also fit in162

its chosen integer representation.163
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3 Reducing the Sampling Cost of MitakaZ164

3.1 The MitakaZ Sampler165

Let us first recall the MitakaZ sampler. At a high level, it follows Peikert’s convolution166

sampling paradigm [Pei10] while using the NTRU Gram-Schmidt basis, B̃ = B ·U−1
u , as167

the linear transformation to reduce the Gaussian width. To avoid high-precision arithmetic,168

the MitakaZ sampler first employs rational approximations of B̃ and Uu. Specifically,169

it replaces u ∈ K by û = bpuue/pu ∈ 1
pu
R for some integer pu and sets B̂ = BU−û ∈170

1
pu
R2×2, which satisfies B̂U

û
= B. This allows online sampling to be performed entirely171

with integer arithmetic. To eliminate floating-point arithmetic from offline sampling,172

the MitakaZ sampler uses the integral perturbation sampling technique [DGPY20]. At173

the core of this approach is the integral Gram root decomposition of the perturbation174

covariance Σp = s2I2n − B̂B̂∗, which outputs an integral but wide matrix AZ such that175

AZA∗Z = p2
u(Σp − I2n). The perturbation is computed by first multiplying AZ by a176

Gaussian vector and then rounding the scaled product to an integer vector via Gaussian177

sampling. The latter step, termed Gaussian rounding, is used to ensure the integrality of178

the output perturbation. The detailed algorithmic description is given in Algorithm 2.179

The Gaussian width achieved by the MitakaZ sampler is rs where r ≥ ηε(Z2n) represents180

the width of integer Gaussians in the online sampling and s > ‖B̃‖2 ·
(

1 +
√

2n/pu
)

+1. For181

sufficiently large pu, the minimum Gaussian width for MitakaZ approaches ηε(Z2n) · ‖B̃‖2,182

matching the width of the Mitaka sampler. While achieving the same Gaussian width183

and better portability, the MitakaZ sampler requires O(n logn) Gaussian samples for184

perturbation sampling, which makes MitakaZ far less efficient.185

3.2 An Improved MitakaZ Sampler186

To overcome the efficiency bottleneck of MitakaZ, we propose an efficient variant of the187

MitakaZ sampler, substantially reducing the sampling cost while preserving simplicity188

and portability. Fixed-point arithmetic allows us to replace the wide exact Gram root189

with an approximate square Cholesky root. We compute the structured Cholesky root190

A of the perturbation covariance Σp and represent it by Â = bpAAe/pA at a sufficient191

precision pA. This reduces the number of required integer Gaussian samples for perturbation192

generation by a factor of O(logn). The resulting discrepancy can be measured by bounding193

Σe = Σp − ÂÂ∗.194

During offline key expansion, we evaluate Σp = s2I − B̂B̂∗ at each root of Xn + 1.195

For each resulting Hermitian matrix C = (cij), we compute its lower-triangular Cholesky196

factor L by197

L00 = √c00, L10 = c10

L00
, L11 =

√
c11 − |L10|2, L01 = 0.198

An inverse Fourier transform recovers the polynomial coefficients of A, which are scaled199

by pA and rounded to integers for storage. The supplementary C reference expansion uses200

long double arithmetic for these offline computations; signing uses the stored integer201

coefficients.202

We further observe that the Gaussian rounding step can be removed with a small203

increase in the cost of online sampling. The centers of online integer Gaussian samples can204

be computed with exact integer arithmetic when the perturbation has a fixed denominator.205

We therefore omit the Gaussian rounding and directly use the scaled product of the206

approximate Cholesky root Â and an integer vector sampled from a discrete Gaussian207

distribution. This further reduces the number of required integer samples for perturbation208

generation from 4n to 2n.209
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Algorithm 2: MitakaZ Sampler

Input: The signing key B̂, û,AZ ; a center
c ∈ R2; parameters r,m,L0, pu.

Output: A lattice point z ∈ L(B).
Perturbation sampling:

1 x← DZmn,L0r

2 p′ ←
1

L0pu
AZx

3 p← DZ2n,r,p′
Online sampling:

4 ĉ← B̂−1(c− p) // ĉ ∈ 1
L0puqR

2

5 z2 ← D
Zn,r,̂c2

6 c′1 ← ĉ1 − ûz2
7 z1 ← DZn,r,c′1
8 return z← B(z1, z2)t

Algorithm 3: New MitakaZ Sampler

Input: The signing key B̂, û, Â; a center
c ∈ R2; parameters r, L, pu, pA.

Output: A lattice point z ∈ L(B).
Perturbation sampling:

1 x← DZ2n,Lr

2 p←
1
L

Âx
Online sampling:

3 ĉ← B̂−1(c− p) // ĉ ∈ 1
LpApuqR

2

4 z2 ← D
Zn,r,̂c2

5 c′1 ← ĉ1 − ûz2
6 z1 ← DZn,r,c′1
7 return z← B(z1, z2)t

Our new MitakaZ sampler is described in Algorithm 3. As we shall show later, our new210

MitakaZ sampler does not incur any overhead on the Gaussian width. Table 1 compares211

the sampling costs of the MitakaZ sampler, the Mitaka sampler, and our new sampler.212

Table 1: Comparison of the sampling cost for perturbation generation.

Continuous Gaussians Integer Gaussians

zero-centered arbitrarily centered

Mitaka sampler 2n 0 0
MitakaZ sampler 0 O(n logn) 2n

Our new sampler 0 2n 0

3.3 Correctness Analysis213

This section shows the correctness of our new MitakaZ sampler (Algorithm 3) under certain
parameter conditions. We focus on the annular NTRU trapdoor [ENS+23] such that for
every primitive 2n-th root of unity ζ,

q

α2 ≤ |f(ζ)|2 + |g(ζ)|2 ≤ α2q

for some α ≥ 1. Our analysis assumes exact integer arithmetic and perfect integer Gaussian214

samplers as in [DFLP26].215

For the precision parameters pu and pA, we define216

β(pu) =
√
q

2

(√
(α+ α−1)2 + α2 csc2(π/(2n))

4p2
u

+

√
(α− α−1)2 + α2 csc2(π/(2n))

4p2
u

)
217

and218

τ̄(pu, pA) := (1 +
√

5) csc(π/(2n))
2spA

√
1− q2

s2β(pu)2 + (3 +
√

5) csc2(π/(2n))
8s2p2

A

.219

We write τ̄ = τ̄(pu, pA) for short. Let P denote the output distribution of Algorithm 3220

and Q0 = DL(B),rs,c. For a > 1 and κ = (1 + ε)/(1− ε), we further define221

Ea := 9a
4 (log κ)2 + 3an2 sin2(π/(2n)) τ̄2

(3 +
√

5)(1 + τ̄)(1− (2a− 1)τ̄)
+ 5aτ̄2

(1− (2a− 1)τ̄)2 .222
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Theorem 1 (Correctness of Algorithm 3). Let 0 < ε ≤ 1/2 and a > 1. Suppose that the223

following conditions hold:224

1. q/α2 ≤ |f(ζ)|2 + |g(ζ)|2 ≤ α2q for every primitive 2n-th root of unity ζ, with α ≥ 1;225

2. s > β(pu);226

3. r ≥ ηε(Zn) and L ≥ β(pu)s
√

1+τ̄
qr ηε(Z2n);227

4. (2a− 1)τ̄ < 1 and rs
√

(1−
√
ε/2)(1−τ̄)

1+(2a−1)τ̄ ≥ ηε(L(B)).228

Then logRa(P‖Q0) ≤ Ea.229

The proof of Theorem 1 needs the following three lemmas. We defer their proofs to230

Appendix A.231

Lemma 2. Let B be the NTRU trapdoor basis satisfying the condition in Theorem 1232

and u be its Gram-Schmidt coefficient. Then ‖B̂‖2 ≤ β(pu) and σmin(B̂) ≥ q/β(pu). In233

particular, s2I2n − B̂B̂∗ � 0 when s > β(pu).234

Lemma 3. Using the notation of Algorithm 3, let Σe = Σp − ÂÂ∗ and s > β(pu). Then235

‖Σe‖2 ≤ τ̄ s2 and ‖Σe‖F ≤ 2
√

3n sin(π/(2n))
1+
√

5 τ̄ s2 .236

Lemma 4. Under the conditions in Theorem 1, the output distribution P has support
L(B) and can be written as P(z) = Qe(z) az

EQe [az] with

Qe = DL(B),r
√
s2I2n−Σe,c

and az ∈ [κ−1, κ2]. Consequently, for every v > 1, logRv(P‖Qe) ≤ 9v
8 (log κ)2.237

Proof of Theorem 1. By Hölder’s inequality and Lemma 4, we have238

logRa(P‖Q0) ≤ 2a
2a− 1 logR2a−1(P‖Qe) + logR2a(Qe‖Q0)

≤ 9a
4 (log κ)2 + logR2a(Qe‖Q0).

239

Let θ1, . . . , θ2n be the eigenvalues of s−2Σe. Then |θi| ≤ τ̄ by Lemma 3. For t ∈ [0, 2a],
define

Vt = r2(s2I2n −Σe)(I2n + (t− 1)s−2Σe)−1.

Its eigenvalues are r2s2(1− θi)/(1 + (t− 1)θi), and hence (2a− 1)τ̄ < 1 ensures that Vt is240

positive definite. Set φ(t) = log
(
det(L(B)) det(Vt)−1/2ρ√Vt,c(L(B))

)
. Then241

logR2a(Qe‖Q0) = 1
2(2a− 1) log det(V2a) det(V0)2a−1

det(V1)2a + φ(2a)− 2aφ(1) + (2a− 1)φ(0)
2a− 1 .242

For the determinant term, diagonalizing Σe yields243

1
2(2a− 1) log det(V2a) det(V0)2a−1

det(V1)2a = a

2n∑
i=1

θ2
i

∫ 1

0

x dx

(1− xθi)(1 + (2a− 1)xθi)

≤ a‖Σe‖2F
2s4(1 + τ̄)(1− (2a− 1)τ̄) .

244

For the lattice-mass term, the eigenvalue bound gives

Vt � r2s2(1− τ̄)(1 + (2a− 1)τ̄)−1I2n.
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Hence the target-width condition ensures that
√

(1−
√
ε/2)Vt remains above ηε(L(B))245

for all t ∈ [0, 2a].246

To bound the lattice-mass term, we apply the Poisson summation formula to the247

normalized Gaussian mass defining φ(t). Writing Λ = L(B) and qt(v) = πvtVtv, we248

obtain eφ(t) =
∑

v∈Λ∗ e
−qt(v)e−2πı〈v,c〉. The center c appears in the phase factor, whose249

absolute value is one. Termwise differentiation gives250

(eφ(t))′ = −
∑

v∈Λ∗
q′t(v)e−qt(v)e−2πı〈v,c〉,

(eφ(t))′′ =
∑

v∈Λ∗

(
q′t(v)2 − q′′t (v)

)
e−qt(v)e−2πı〈v,c〉.

251

Let δ = τ̄ /(1− (2a− 1)τ̄) and ξ =
√
ε/2. The eigenvalue bounds on Vt imply |q′t(v)| ≤252

δqt(v) and |q′′t (v)| ≤ 2δ2qt(v). By the target-width condition,
∑

v6=0 e
−(1−ξ)qt(v) ≤ ε,253

which also implies eφ(t) ≥ 1− ε. Using xe−ξx ≤ 1/(eξ) and x2e−ξx ≤ 4/(e2ξ2), we obtain254

|(eφ(t))′| ≤ δε/(eξ) and |(eφ(t))′′| ≤ δ2ε(4/(e2ξ2) + 2/(eξ)). Consequently, since ε ≤ 1/2,255

|φ′′(t)| ≤ |(e
φ(t))′′|
eφ(t) + |(e

φ(t))′|2
e2φ(t) ≤ 5τ̄2

(1− (2a− 1)τ̄)2 .256

Combining the determinant and lattice-mass terms gives257

logR2a(Qe‖Q0) ≤ a‖Σe‖2F
2s4(1 + τ̄)(1− (2a− 1)τ̄) + 5aτ̄2

(1− (2a− 1)τ̄)2

≤ 3an2 sin2(π/(2n)) τ̄2

(3 +
√

5)(1 + τ̄)(1− (2a− 1)τ̄)
+ 5aτ̄2

(1− (2a− 1)τ̄)2 .

258

Combining this bound with the Hölder bound above completes the proof of Theorem 1.259

3.4 Fixed-Point Integer Gaussian Sampling260

Algorithm 3 is implemented with exact integer arithmetic except for the integer Gaussian261

sampler. For these samples, we reuse the fixed-point SamplerZ implementation of262

Falcon [DFLP26]. The perturbation samples are centered at zero, while the two online263

stages sample around the rational centers ĉ2 and c′1. All polynomial operations and264

center computations remain exact until these centers are passed to SamplerZ; only their265

fractional parts are converted to fixed point. We are therefore able to provably bound the266

errors on the Gaussian centers, unlike in the fixed-point Falcon case [DFLP26].267

As in the fixed-point Falcon analysis, we model SamplerZ as a perfect Gaussian268

sampler for its represented inputs. Thus a call with represented center cfp and width r is269

viewed as an exact sample from DZ,r,cfp . The Gaussian width r is fixed and represented270

exactly in our implementation. Hence center quantization is the only input error considered271

in this step. The resulting distributional loss follows directly from the center-perturbation272

bound of Braga et al. [DFLP26, Lemma 4].273

Lemma 5 ([DFLP26, Lemma 4]). Let r ≥ ηε(Z), with 0 < ε ≤ 1/4, and let a > 1. If274

|cfp − c| ≤ ∆c, then275

logRa
(
DZ,r,cfp

∥∥DZ,r,c
)
≤ πa(a+ 1)

a− 1
∆2
c

r2

(
1 +O(ε)

)
.276

Only the 2n online integer samples incur this center-representation error; the perturba-277

tion samples have exact center zero. Since Lemma 5 holds uniformly in the center, it also278

applies to the history-dependent centers arising in the sequential online sampler. Applying279
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the Rényi composition bound to the 2n sequential calls to the integer Gaussian sampler280

gives281

logRa(Pfp‖P) ≤ 2πna(a+ 1)
a− 1

∆2
c

r2

(
1 +O(ε)

)
.282

283

4 Implementation Details284

4.1 Concrete Parameters285

We implement the Mitaka signature scheme with our new sampler (Algorithm 3). Our286

implementation uses the annular trapdoor generation technique in [ENS+23] and focuses287

on the corresponding parameter sets with n ∈ {512, 1024} and q = 12289 for the NIST-I288

and NIST-V security levels, respectively. Both parameter sets satisfy the correctness289

and precision requirements presented in Section 3: the Rényi loss incurred by using the290

new sampler is at most 1.5 bits for up to Qs = 264 signatures. Detailed parameters are291

summarized in Table 2.292

Table 2: Concrete parameters in the fixed-point implementation of MitakaZ.

Mitaka-512 Mitaka-1024

Security parameter λ 128 256
Ring degree n 512 1024
NTRU modulus q 12289 12289
Trapdoor quality parameter α 1.15 1.23
Smoothing error ε 2−38 2−39.5

Denominator of û: pu 216 216

Denominator of Â: pA 242 243

Perturbation scaling factor L 2 2
Scaled Gaussian width s 127.49 138
Online integer Gaussian width r 3.305 3.34
CDT maximum for online integer Gaussian 14 14
CDT maximum for offline integer Gaussian 28 29
Perturbation denominator dp = LpA 243 244

Second-center denominator d2 = qdp q · 243 q · 244

First-center denominator d1 = pud2 q · 259 q · 260

Squared-norm bound for signatures 31894693 76344857
Measured failure probability per attempt 1.196% 0.0722%
Key recovery security (C/Q) 127/113 264/234
Forgery security (C/Q) 121/107 274/243

Key expansion is performed offline and stores the integer representations and trans-293

formed key-dependent quantities required in the online phase. The expanded key stores û294

and the lower-triangular Â as uint = puû = bpuue and Aint = pAÂ = bpAAe respectively.295

The coefficient bound ‖f‖∞, ‖g‖∞, ‖F‖∞, ‖G‖∞ ≤ 127 is inherited from the Falcon key296

representation [PFH+20] and retained by the implementation of [ENS+23]. For the Gram-297

Schmidt coefficient u, it holds that |uint,i| ≤ pu/2 under the size-reduced condition. By298
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Lemma 2, we have299

|(Aint)i| ≤ pA

√
s2 − q2

β(pu)2 + 1
2 <

{
249, n = 512,
250, n = 1024.

300

Thus these numbers fit in signed 64-bit words.301

4.2 Integer Gaussian Samplers302

Perturbation Sampling. The integer Gaussian samples for perturbation generation have303

center zero and width Lr. They are sampled via the CDT approach with a random sign304

flip. The tables contain Toffline = 28 thresholds for n = 512 and Toffline = 29 thresholds for305

n = 1024, giving magnitudes in {0, . . . , 28} and {0, . . . , 29}, respectively. Each threshold306

has 88 bits.307

Online Sampling. The online integer Gaussian sampler uses a fixed-point implemen-308

tation adapted from the Falcon Gaussian sampler [DFLP26]. It draws a magnitude309

z0 ∈ {0, . . . , 14} using Tonline = 14 CDT thresholds of 88 bits each, then a uniform bit b310

gives the bimodal proposal z = b+ (2b− 1)z0. Rejection sampling produces the requested311

distribution. Fixed-point center computation is described in Section 4.4.312

The acceptance probability is exp(−X), where the nonnegative exponent X uses a pair313

of unsigned 64-bit words. Native 128-bit arithmetic is needed on the CPU only for full314

products whose upper halves are used; the MCU computes those products from 32-bit315

limbs. The exponential polynomial has unsigned 64-bit coefficients.316

The integer and fixed-point representations used in integer Gaussian sampling are317

summarized in Table 3.318

Table 3: The data types of intermediate values used in integer Gaussian samplers.

Quantity Representation

CDT entries 3× uint32_t
Q64 center fraction uint64_t
Exponent X 2× uint64_t
Coefficients of the ApproxExp polynomial uint64_t

Vectorization. For offline perturbation sampling, we adapt the vectorized CDT layout of319

VecFalcon [ZZ25], scanning our 88-bit thresholds over eight independent inputs in parallel320

using AVX2. For online sampling, each uniform sample consists of two 32-bit words and321

one 24-bit word. We broadcast one sample and compare its CDT thresholds in groups of322

eight AVX2 lanes. CDT lookups implement lexicographic comparison.323

4.3 Exact Center Computations324

The online sampling computes the two coordinates of B̂−1(c−p) exactly, where c = (t, 0)t325

and p = Aintx/dp with dp = LpA. We move all key-dependent polynomial products to326

key expansion and retain exact integer numerator–denominator representations online.327

The centers of the online integer Gaussian samplers are retained as exact rational328

numbers until they are passed to SamplerZ. Then the center ĉ2 has denominator d2 = qdp329

and the center c′1 = ĉ1 − uintz2/pu has denominator d1 = pud2. Neither approximate330

division nor fixed-point conversion is introduced in the center computations.331
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Expanding B̂−1 gives m11 = uintf − puF and m12 = uintg − puG. Since Aint is lower332

triangular, key expansion precomputes333

C1,0 = m11(Aint)00 +m12(Aint)10, C1,1 = m12(Aint)11,

C2,0 = f(Aint)00 + g(Aint)10, C2,1 = g(Aint)11.
334

Each coefficient is then split exactly as Cj,k = dpC
hi
j,k+C lo

j,k with −dp/2 ≤ C lo
j,k < dp/2. For335

the fresh perturbation vector x, define Lj = −C lo
j,0x0−C lo

j,1x1 andH2 = ft−Chi
2,0x0−Chi

2,1x1,336

H ′1 = m11t − Chi
1,0x0 − Chi

1,1x1 − quintz2. The exact center numerators are therefore337

N2 = dpH2 + L2 and M1 = dpH
′
1 + L1, so that ĉ2 = N2/d2 and c′1 = M1/d1. The high338

bits/low bits split is only an exact change of integer representation: it introduces no339

approximation, but reduces the coefficient ranges that must be reconstructed by CRT. We340

present bounds on these intermediate values below.341

Bound on Lj . Each coefficient of C lo
j,k has absolute value at most dp/2, and that of x, a

Gaussian sample of DZ,Lr, is bounded by Toffline. Therefore,

‖Lj‖∞ ≤ Toffline(‖C lo
j,0‖1 + ‖C lo

j,1‖1) ≤ ndpToffline.

Bound on Chi
j,k. The decomposition of Cj,k gives ‖Chi

j,k − Cj,k/dp‖1 ≤ n/2. By the
condition (1) of Theorem 1, we have ‖(f, g)‖2 ≤ α

√
q. Furthermore, the bounds on

σmin(B̂) and ‖Σe‖2 in Lemma 2 and Lemma 3 imply

‖Â‖22 ≤ s2 − σmin(B̂)2 + ‖Σe‖2 ≤ s2 − q2

β(pu)2 + s2τ̄ := γ2
A.

Consequently,342

‖Chi
2,k‖1 ≤

‖C2,k‖1
dp

+ n

2 ≤
√
n · ‖C2,k‖2

dp
+ n

2 ≤
√
n · ‖(f, g)‖2‖Â‖2

L
+ n

2 ≤
αγA
√
qn

L
+ n

2 .343

By Lemma 2, we have ‖(m11,m12)‖2 ≤ pu‖B̂‖2 ≤ puβ(pu). The same argument yields344

‖Chi
1,k‖1 ≤

√
n · ‖C1,k‖2

dp
+ n

2 ≤
√
n

L
‖(m11,m12)‖2‖Â‖2 + n

2 ≤
puβ(pu)γA

√
n

L
+ n

2 .345

Bound on H2. From ‖t‖2 < q
√
n and the bound of Chi

2,k, it follows that346

‖H2‖∞ ≤ ‖f‖2‖t‖2 + Toffline

1∑
k=0
‖Chi

2,k‖1 ≤ α
√
nq

(
q + 2γAToffline

L

)
+ nToffline.347

Bound on H ′
1. Note that ĉ2 = 1

q 〈(f, g), c− p〉 = 1
q 〈(f, g), c−

1
LÂx〉 with ‖c‖2 < q

√
n348

and ‖x‖2 ≤ Toffline
√

2n. Then349

‖ĉ2‖∞ ≤
‖(f, g)‖2

q

(
‖c‖2 + ‖Â‖2‖x‖2

L

)
≤ α
√
q

(
q
√
n+ γAToffline

√
2n

L

)
.350

Since z2 is sampled from DR,r,̂c2
, it follows that351

‖z2‖∞ ≤ ‖ĉ2‖∞ + Tonline + 1 ≤ α
√
q

(
q
√
n+ γAToffline

√
2n

L

)
+ Tonline + 1 := Z2.352
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Combining the bounds on Chi
1,k and z2 yields353

‖H ′1‖∞ ≤ ‖m11‖2‖t‖2 + Toffline

1∑
k=0
‖Chi

1,k‖1 + q‖uint‖1‖z2‖∞

≤
√
n puβ(pu)

(
q + 2γAToffline

L

)
+ nToffline + qnpu

2 Z2.

354

Table 4 presents the concrete upper bounds for aforementioned values involved in the355

exact center computations.356

Table 4: Upper bounds for intermediate values in the exact center computations.

n = 512 n = 1024

‖L1‖∞, ‖L2‖∞ < 257 < 259

‖H2‖∞ < 226 < 227

‖H ′1‖∞ < 250 < 252

4.4 Fixed-Point Conversion of Centers357

After exact reconstruction, each integer Gaussian center c is specified by two signed integers,358

a low part ` and a high part h:359

c = 2bh+ `

q 2b+t , b = log2 dp ∈ {43, 44}, t ∈ {0, 16}.360

For a coefficient of ĉ2, use (`, h, t) = (L2,i, H2,i, 0); for a coefficient of c′1, use (`, h, t) =361

(L1,i, H
′
1,i, 16). Algorithm 4 extracts the integer part k = bcc and the Q64 fractional code362

R without forming the full numerator 2bh+ `. The same procedure covers both parameter363

sets and operates on one scalar pair at a time. For speed, the desktop implementation364

prepares three consecutive fixed-point centers together before sampling the corresponding365

coefficients in order. Batching center preparation preserves coefficient order, random-byte366

consumption, and the resulting signatures for the same conversion rule.367

Algorithm 4: Fixed point center computation from low and high parts
Parameters : q = 12289, b ∈ {43, 44}, and t ∈ {0, 16}.
Input: Signed 64-bit integers (`, h) satisfying the bounds of Section 4.3.
Output: k = bcc and R = max{1, b264(c− k)c}, representing cfp = k +R2−64.

1 a← b`/2bc; `0 ← `− 2ba
2 H ← h+ a
3 v ← bH/2tc; h0 ← H − 2tv
4 k ← trunc(v/q); r ← v − qk
5 δ ← [r < 0]; k ← k − δ; r ← r + qδ

6 w ← (2bh0 + `0) 264−b−t

7 u← r 232 + bw/232c
8 Rhi ← bu/qc; r ← u− qRhi
9 u← r 232 + (w mod 232)

10 Rlo ← bu/qc
11 R← Rhi 232 +Rlo
12 R← ROR (R == 0) // bitwise OR
13 return (k,R)

368

Here [P ] ∈ {0, 1} is the indicator of P , and trunc rounds toward zero, as in signed C369

division. The correction by δ converts this quotient and remainder into Euclidean division,370
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including for negative inputs. The divisions by powers of two are floor splits, implemented371

by shifts and masks.372

Immediately before the two 32-bit quotient digits are extracted, 0 ≤ r < q, 0 ≤ w < 264,373

and374

c = k + r 264 + w

q 264 .375

The two successive divisions by q therefore compute b(r 264 + w)/qc exactly, without376

storing the wide dividend. Each temporary dividend u is smaller than q 232 < 246, and377

each quotient digit fits in 32 bits. All center-preparation intermediates fit in signed or378

unsigned 64-bit words under the preceding bounds. On the desktop, division by the fixed379

modulus q = 12289 compiles to reciprocal multiply-and-shift sequences. On Cortex-M4,380

the divisions by the fixed constant q use reciprocal multiplication and fixed corrections;381

they produce the same integer quotients and remainders. The final bitwise operation382

maps a zero fractional code to one without a conditional branch, leaving the integer part383

k unchanged. The acceptance arithmetic uses both R and its complement 264 − R; if384

R = 0, the complement needs 65 bits, and unsigned 64-bit negation would instead produce385

zero, giving an incorrect acceptance exponent. Restricting 1 ≤ R < 264 keeps both values386

representable in one word and avoids a separate endpoint case.387

This modification preserves the 2−64 error bound: writing θ = c − k ∈ [0, 1) and388

R0 = b264θc, we have389 {
0 < cfp − c = 2−64 − θ ≤ 2−64, R0 = 0 (0 ≤ θ < 2−64),
0 ≤ c− cfp = θ −R0 2−64 < 2−64, R0 > 0.

390

Thus |cfp − c| ≤ 2−64 even when zero is replaced by one, with equality exactly at integer391

centers. This meets the precision requirement of Lemma 5, which requires error smaller392

than 2−44.393

4.5 NTT394

Our fixed-point implementation uses NTT instead of FFT for algebraic computations395

over R. All polynomial products in the center computation are computed modulo two396

31-bit auxiliary primes `0 = 2147473409 and `1 = 2147389441, for which residues fit in397

32-bit words and individual residue products in 64-bit words, as P = `0`1 < 262. By CRT,398

reconstruction is exact for coefficients of magnitude below `0/2 with one modulus, or below399

P/2 with two moduli. Since `i ≡ 1 mod 2048, they support a complete NTT over R.400

As shown in Table 4, ‖H2‖∞ < `0/2, ‖Lj‖∞ < P/2 and ‖H ′1‖∞ < P/2, hence H2401

can be recovered exactly using one modulus, while Lj and H ′1 can be exactly computed402

using two moduli. The center numerators N2 and M1 are then computed exactly from the403

recovered polynomials, without additional CRT reconstruction.404

The NTT representations of key-dependent polynomials are precomputed during the405

key expansion stage. Table 5 reports the NTTs performed during signing, counting those406

over different auxiliary primes `0, `1 separately.407

Norm checking in the NTT domain. For the final multiplication by B, the NTT of z2
is reused, so only z1 requires an additional forward NTT. Let (s1, s2)t = c −B(z1, z2)t.
Since only s2 is included in the signature, its coefficients are recovered by one inverse NTT,
while s1 is used only for the norm check. The squared norm of s1 is also computed from
its NTT representation modulo `0, hence no inverse NTT is needed for this. In fact, as
shown in Appendix B,

‖s1‖22 ≡ n−1
n−1∑
j=0

ŝ1,j ŝ1,n−1−j mod `0
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Table 5: Number of NTTs and inverse NTTs per signing attempt.

NTT iNTT

NTT of t, x0, x1 3× 2 0
Coefficient reconstruction of L2 0 2
Coefficient reconstruction of H2 0 1
NTT of z2 2 0
Coefficient reconstruction of L1 0 2
Coefficient reconstruction of H ′1 0 2
Multiplication by B 1 1

Total 9 8

for ŝ1,j = s1(ψ2j+1) where ψ is a primitive 2n-th root of unity modulo `0 and the probability408

of ‖s1‖22 > `0 is negligible.409

AVX2 kernels. Both parameter sets use radix-2 AVX2 NTT kernels over two auxiliary410

primes. Twiddle factors are exact modular roots of unity. Shoup multiplication uses411

precomputed factors bw232/pc for twiddle w and auxiliary prime p. Forward and inverse412

transforms use Shoup reduction. Products with precomputed NTT keys continue to use413

Montgomery reduction.414

We pack eight canonical 31-bit residues into the 32-bit lanes of each 256-bit register. The415

Shoup quotient estimate uses the high words of even- and odd-lane 64-bit products; packed416

low-word products reconstruct the remainder, followed by one conditional subtraction of417

the prime. At both security levels, the inverse transform uses unscaled butterflies and418

divides by n modulo the auxiliary prime in the final layer. For butterfly strides of at least419

eight coefficients, we load contiguous vectors of left and right operands. At smaller strides,420

register permutations and blends collect the operands and restore their coefficient order.421

Paired forward transforms share twiddle loads between two polynomials during per-422

turbation precomputation; inverse transforms are called individually. Fused pointwise423

operations accumulate products before storing final sums. The modular norm computation424

vectorizes products of paired transform coefficients and accumulates their contributions425

before final reduction.426

Cortex-M4 kernels. NTT butterflies use Montgomery multiplication with radix 232 and427

twiddle factors stored in Montgomery form, implemented with the Thumb-2 UMULL and428

UMLAL instructions. Both security levels share the same NTT assembly. The n = 512429

kernels use one radix-2 stage followed by four radix-4 stages, each fusing two radix-2430

stages; the n = 1024 kernels use five radix-4 stages. Fusing stages keeps intermediate431

values in registers and reduces loads and stores. Inverse butterflies are unscaled, with one432

final multiplication by n−1 per output. They reuse each forward twiddle stage in reverse433

order and reverse the subtraction to absorb the sign, so no backward twiddle tables are434

stored. The two forward tables occupy 4 096 bytes at n = 512 and 8 192 bytes at n = 1024,435

included in the expanded key.436

5 Performance Evaluation437

FXP-Mitaka denotes our fixed-point implementation of MitakaZ signature generation using438

Algorithm 3. We evaluate both security levels (n = 512 and n = 1024) on two platforms: a439
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native AVX2 implementation on an Intel Core i7-1360P and a Cortex-M4F implementation440

on an STM32F411 microcontroller. Complete-signing costs include rejected candidates441

and retries. One kcycle denotes 1 000 processor cycles.442

5.1 Desktop Implementation443

Experimental setup. The desktop computer has an Intel Core i7-1360P with four perfor-444

mance cores, eight efficiency cores, sixteen logical CPUs, and an 18 MiB shared L3 cache.445

The FXP-Mitaka measurements use Ubuntu 26.04.1 LTS with Linux 7.0.0-38-generic. We446

compile both parameter sets with GCC 15.2.0 using -O3, -mavx2, -mno-fma, -fno-lto,447

and generic x86-64 tuning. Both parameter sets use the same signing source. Each bench-448

mark is single-threaded and pinned to performance-core logical CPU 6. CPU frequency is449

not fixed; the other hardware thread on that core and background system activity are not450

controlled.451

We measure user-mode processor core cycles with the Linux cpu_core/cycles/u452

hardware event, configured through perf_event_open. Serialized RDPMC reads bracket453

blocks of 512 complete signing calls. The counter runs without multiplexing. Process CPU454

time is measured separately with CLOCK_PROCESS_CPUTIME_ID; cycles are not inferred455

from time or a nominal clock frequency.456

For each parameter set, we reuse one fixed public test key for 32 batches of 512 signing457

calls, giving 16 384 timed signatures. Key setup and workspace preparation are performed458

once, outside the timed region. Each build first makes 16 untimed warm-up calls. Messages459

contain 127 bytes. The uninstrumented and component-instrumented builds alternate460

execution order between batches and produce identical signatures; all outputs, including461

warm-up, pass public verification outside the timed region. The timed calls require 16 590462

attempts at n = 512 and 16 401 at n = 1024: an attempt constructs a candidate signature,463

and norm rejection triggers another attempt within the same signing call. All such retries464

are included in the timings. No observations are discarded.465

Signature generation. FXP-Mitaka uses a two-stage sampler. The offline phase generates466

a fresh perturbation and performs the number-theoretic transform (NTT) precomputation467

that depends on it. The online phase performs the message-dependent center computations468

and sampling, followed by signature construction, norm checking, and encoding. Table 6469

reports direct measurements of the combined signing call; its totals are not sums of470

separately instrumented phase measurements. Mean signature generation costs are about471

361 kcycles at n = 512 and 707 kcycles at n = 1024. Mean process CPU times are 74.281472

and 150.281 microseconds per signature, respectively.473

Table 6: Mean hardware cycles per signature for FXP-Mitaka AVX2 on the Intel Core i7-
1360P.

n = 512 n = 1024

Complete signature generation 360 960 706 857

Forward NTTs (9 per attempt) 37 235 79 479
Inverse NTTs (8 per attempt) 29 533 62 674
Offline perturbation sampler 42 711 88 212
Online sampler with center computations 150 763 298 912

Component cycle measurements. The component rows report cycles per completed474

signature, including work from rejected attempts. Each sampler generates 2n coordinates475
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per attempt; per-coordinate and per-transform costs below divide by the corresponding476

number of executed operations. The NTT measurements include inverse scaling and477

exclude pointwise products, residue conversion, and CRT reconstruction. The mean costs478

per transform are 4 086 and 8 822 cycles for forward NTTs, and 3 646 and 7 826 cycles479

for inverse NTTs, at n = 512 and n = 1024, respectively. Offline sampling includes480

random-byte reads and refills, cumulative distribution table (CDT) lookups, and sign481

sampling, but excludes stream derivation and perturbation-dependent NTTs. Online482

sampling includes fixed-point conversion of centers, CDT lookups, sign sampling, rejection483

sampling, random-byte reads and refills, and immediate coordinate translation; it excludes484

initial stream derivation and other polynomial arithmetic. The corresponding mean costs485

per coordinate are 41.19 and 43.03 cycles offline, and 145.40 and 145.80 cycles online.486

Other signing work includes hashing, pointwise arithmetic, CRT reconstruction, norm487

checks, encoding, and cleanup. Each component interval is corrected by subtracting the488

minimum of 10 000 empty counter-read intervals. Component instrumentation can change489

code layout and cache behavior, so the complete-signing costs are measured in a separate490

build without component instrumentation.491

Comparison with fixed-point Falcon. We benchmark the optimized fixed-point Falcon492

implementation of [DFLP26] at commit ad1e5bf2, with FALCON_FPR_MODE=2. Signing is493

measured after key expansion. It uses Clang 19.1.7 and the optimization and target options494

listed above.495

Table 7 compares these measurements with the complete FXP-Mitaka signing costs496

above. The cycle-count ratios are 2.56× for n = 512 and 2.73× for n = 1024. Both497

experiments use the same Intel Core i7-1360P computer, P-core logical CPU 6, and498

Linux 7.0.0-38-generic, with one test key per parameter set. Falcon uses Clang 19.1.7,499

whereas FXP-Mitaka uses GCC 15.2.0.500

Table 7: Comparison of fixed-point Falcon and FXP-Mitaka on an Intel Core i7-1360P.

Cycles CPU time (µs) Cycle speedup

Fixed-point Falcon-512 923 812 187.078 1.00×
FXP-Mitaka-512 360 960 74.281 2.56×

Fixed-point Falcon-1024 1 929 756 400.893 1.00×
FXP-Mitaka-1024 706 857 150.281 2.73×

5.2 ARM Cortex-M4F implementation501

Experimental setup. The implementation runs on a WeAct Black Pill board with an502

STM32F411CEU6 operating at 84 MHz. We compile with GCC 14.2.1 for ARM using503

-O3 and link-time optimization. The Data Watchpoint and Trace (DWT) cycle counter504

measures 100 complete signing calls for each implementation and parameter set, using505

one fixed key. Both implementations and both parameter sets use the same board,506

clock configuration, compiler flags, and flash execution. Each call signs the four-byte507

message data with a distinct request identifier for FXP-Mitaka or a distinct seed for508

Falcon. FXP-Mitaka uses an expanded private key in flash; Pornin’s RAM-efficient Falcon509

implementation uses a compact private key in flash. Key generation, expansion, workspace510

preparation, input preparation, and output checks are outside the timed intervals. Counter-511

read overhead is subtracted from each interval. Rejections and retries within signing are512

2fixed-point-fndsa/fixed-point-c, commit ad1e5bf.

https://github.com/fixed-point-fndsa/fixed-point-c/commit/ad1e5bf7714d53230ad457364db8a46a1b459c94
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included: FXP-Mitaka makes 102 attempts for 100 signatures at n = 512 and 100 attempts513

at n = 1024.514

FXP-Mitaka uses the Cortex-M4 NTT kernels of Section 4.5. It stores expanded515

private keys and NTT twiddle factors in flash, and reuses transform buffers for hashing516

and random number generation to limit writable RAM. The remaining arithmetic uses517

32-bit and 64-bit integer operations.518

Memory scheduling. The center computations use the high/low split of Section 4.3 and519

NTTs modulo the auxiliary primes `0 and `1. Intermediate arrays share storage when their520

lifetimes do not overlap. Three n-word transform slots and one accumulator modulo `0521

occupy 16n bytes in total. Two signed 64-bit coefficient arrays occupy another 16n bytes:522

one holds the low part of the split computation, and the other holds L2, the low-part523

contribution to the second center, before being reused for the updated high part. Contexts,524

the message seed, salt, and alignment bring the complete temporary buffer to 32n+ 112525

bytes: 16 496 bytes at n = 512 and 32 880 bytes at n = 1024. The two primes are processed526

sequentially. During perturbation generation, a retained residue modulo `0 is packed527

into the otherwise unused upper word of an L2 entry; it moves back to a transform slot528

when CRT reconstruction replaces the packed L2 residues. SHAKE state and permutation529

scratch occupy transform storage only while that storage is free; the offline ChaCha state530

similarly occupies the low array before its coefficients become live. The signature output531

buffer first holds perturbation coefficients, then the raw challenge and online sampler state,532

and finally the encoded signature. These overlays are used only after the preceding values533

have been consumed. Keeping the persistent seed and salt in the workspace also avoids534

retaining them in the call stack.535

Two additional transforms avoid retaining intermediate arrays. First, the forward NTT536

of the challenge t modulo `0 is recomputed before the final basis multiplication and norm537

check. Its first transform is consumed in forming the high-part accumulators, after which538

the same slot is reused for the transform modulo `1; only the compact 16-bit coefficients539

of t are retained. Second, after using the NTT of the sampled polynomial z2 modulo `1540

to update the first center’s high-part accumulator H ′1, an extra inverse NTT recovers z2541

in coefficient form. The coefficients are centered, reduced modulo `0, and transformed542

in place, avoiding a separate retained coefficient array. This `0 transform is then reused543

for both the remaining H ′1 update and the final basis multiplication. Thus the extra544

transforms are one forward NTT of t modulo `0 and one inverse NTT of z2 modulo `1,545

giving 10 forward and 9 inverse NTTs per candidate on Cortex-M4, compared with 9546

forward and 8 inverse NTTs in the desktop implementation.547

Mean signature generation costs are 3 980 099 cycles (47.382 ms) at n = 512 and548

7 818 552 cycles (93.078 ms) at n = 1024. For the two security levels, the signing workspaces549

occupy 16 496 and 32 880 bytes, respectively. The maximum observed stack usage over 100550

signatures is 456 and 464 bytes, giving workspace-plus-stack SRAM totals of 16 952 and551

33 344 bytes. These totals exclude signature output, caller-owned inputs and results, and552

the benchmark driver and USB helper. Flash sizes in Table 8 are taken from the timing553

firmware and include its code, tables, private key, and benchmark driver. The code was554

designed for speed; flash storage could be reduced by adding NTTs.555

Comparison with Falcon on Cortex-M4. We benchmark Pornin’s RAM-efficient Falcon556

implementation [Por26] at commit 1fcdede3, with its Cortex-M4 assembly routines on the557

same STM32F411 at 84 MHz. Its mean costs are 13 521 413 cycles (160.969 ms) at n = 512558

and 28 661 235 cycles (341.205 ms) at n = 1024. FXP-Mitaka uses 70.6% and 72.7%559

fewer cycles, respectively. We use the same memory convention for both implementations:560

3pornin/c-fn-dsa-alt, commit 1fcdede.

https://github.com/pornin/c-fn-dsa-alt/commit/1fcdede0a96b3f70d7cd7f9b371ebdf7f2f256d3
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temporary buffer plus stack. Pornin reports 992 bytes of stack; its temporary-buffer sizes561

are 10 271 and 20 511 bytes.562

Table 8: Mean complete-signing costs over 100 signatures per row on the STM32F411
Cortex-M4F at 84 MHz. Memory requirements are in bytes; SRAM is buffer plus stack,
and flash covers the benchmark image.

SRAM Flash kcycles Speedup

FXP-Mitaka-512 16 952 68 672 3 980 3.40×
Falcon-512 [Por26] 11 263 57 292 13 521 1.00×

FXP-Mitaka-1024 33 344 117 696 7 819 3.67×
Falcon-1024 [Por26] 21 503 58 508 28 661 1.00×

A Proofs for the Sampler Analysis563

This appendix gives the proofs of the three auxiliary lemmas used in Section 3.3. We retain564

the notation of that section throughout. The proof of the main theorem is given there.565

A.1 Proof of Lemma 2566

Let δu = u − û. Coefficientwise rounding gives ‖δu‖∞ ≤ 1/(2pu). For every canonical567

embedding ζ = eıθ,568

|δu(ζ)| = <
(
e−ı arg δu(ζ)δu(ζ)

)
≤ ‖δu‖∞

n−1∑
j=0
|cos(jθ − arg δu(ζ))| ≤ csc(π/(2n))

2pu
.

569

Write B̃ = BU−1
u and γζ = |f(ζ)|2 + |g(ζ)|2. The two columns of B̃(ζ) are orthogonal with570

squared norms γζ and q2/γζ . Since B̂ = B̃Uδu
, the Gram matrix of B̂(ζ) has determinant571

q2 and trace572

γζ
(
1 + |δu(ζ)|2

)
+ q2

γζ
≤ q

[
α2
(

1 + csc2(π/(2n))
4p2
u

)
+ α−2

]
.573

Applying the quadratic formula to the two eigenvalues gives σmax(B̂(ζ)) ≤ β(pu). The574

canonical embedding then yields ‖B̂‖2 ≤ β(pu). Since the product of the two singular575

values at every embedding equals q, σmin(B̂) ≥ q/β(pu).576

A.2 Proof of Lemma 3577

Let E = A − Â. Each coefficient of E has absolute value at most 1/(2pA). Since A is578

lower triangular, the same is true of E, and the coefficient-to-evaluation bound used above579

gives580

‖E‖2 ≤
(1 +

√
5) csc(π/(2n))

4pA
, ‖E‖F ≤

√
3n

2pA
.581

The spectral constant is ‖( 1 0
1 1 )‖2 = (1 +

√
5)/2, while the Frobenius estimate follows from582

Parseval over the three nonzero polynomial entries.583
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Lemma 2 gives ‖A‖2 ≤
√
s2 − q2/β(pu)2. Together with the identity Σe = AE∗ +584

EA∗ −EE∗, this yields585

‖Σe‖2 ≤ (2‖A‖2 + ‖E‖2)‖E‖2,
‖Σe‖F ≤ (2‖A‖2 + ‖E‖2)‖E‖F .

586

Substitution of the preceding bounds gives exactly the two estimates stated in Lemma 3.587

The same identities also imply the sampling-scale estimate used in the main text.588

Indeed,589

1 + ‖B̂−1Â‖22 = λmax

(
B̂−1(s2I2n −Σe)(B̂−1)∗

)
≤ s2 + ‖Σe‖2

σmin(B̂)2
≤ β(pu)2s2(1 + τ̄)

q2 .
590

A.3 Proof of Lemma 4591

Fix z ∈ L(B) and write (z1, z2)t = B−1z. For every perturbation input x ∈ Z2n, the592

centers in Algorithm 3 satisfy593

(z1 − c′1, z2 − ĉ2)t = B̂−1(z− c + Âx/L
)
.594

Hence595

P(z) =
∑

x∈Z2n

ρLr(x)
ρLr(Z2n)

ρr,c′1(z1)ρ
r,̂c2

(z2)
ρr,c′1(Zn)ρ

r,̂c2
(Zn)

= 1
ρLr(Z2n)

∑
x∈Z2n

ρLr(x)ρ
rB̂(z− c + Âx/L)

ρr,c′1(Zn)ρ
r,̂c2

(Zn)

∈ [1, κ2]
∑

x∈Z2n ρLr(x)ρ
rB̂(z− c + Âx/L)

ρLr(Z2n)ρr(Zn)2 ,

596

where the last line uses r ≥ ηε(Zn) for the two online normalizers.597

Define598

C =
(
I2n + Â∗(B̂B̂∗)−1Â

)−1
, mz = −LCÂ∗(B̂B̂∗)−1(z− c).599

Completing the square in x gives600 ∑
x∈Z2n

ρLr(x)ρ
rB̂(z− c + Âx/L)

= ρ
r
√
s2I2n−Σe

(z− c) ρLr√C,mz
(Z2n).

601

The smallest eigenvalue of C equals (1 + ‖B̂−1Â‖22)−1. The choice of L in the main text602

therefore implies Lr
√

C ≥ ηε(Z2n). Applying smoothing once more,603

ρLr
√

C,mz
(Z2n) ∈ [κ−1, 1] ρLr√C(Z2n).604

Combining the preceding relations yields605

P(z) = C0 az ρr
√
s2I2n−Σe,c

(z), az ∈ [κ−1, κ2],606

for a constant C0 > 0 independent of z. Normalizing over L(B) gives607

P(z) = Qe(z) az

EQe [az] .608

All Gaussian masses above are positive, so Supp(P) = L(B).609

For the Rényi bound, let F (t) = logEQe
[atz]. Under the tilted distribution proportional610

toQe(z)atz, F ′′(t) = Var(log az). Since log az lies in an interval of length 3 log κ, Popoviciu’s611

inequality gives F ′′(t) ≤ 9(log κ)2/4. Integrating twice yields logRv(P‖Qe) ≤ 9v(log κ)2/8.612
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B Removing the Final Inverse NTT613

For the modular norm check of Section 4.5, write the candidate before norm rejection as614

s = c− z = (s1, s2)t, and put Ni = ‖si‖2coef,2. The exact check accepts when N1 +N2 ≤ T ,615

with T < `0 = 2147473409 for both parameter sets in Table 2. The optimized check616

replaces N1 by its least nonnegative residue modulo `0 and recovers s2 with one inverse617

NTT.618

Norm computation in the transform domain. Let ψ ∈ Z`0 have order 2n, put ξk = ψ2k+1,619

and write ŝ1,k = s1(ξk). Since ξn−1−k = ξ−1
k , orthogonality of these roots gives620

n−1
n−1∑
k=0

ŝ1,kŝ1,n−1−k =
n−1∑
i,j=0

s1,is1,j

(
n−1

n−1∑
k=0

ξi−jk

)

=
n−1∑
i=0

s2
1,i = N1 (mod `0).

(1)621

Here n−1 denotes inversion modulo `0, and the spectra are indexed by their evaluation622

roots; an implementation may permute them. Thus N1 mod `0 requires only pointwise623

products and a sum. Whenever ‖s‖22 < `0, this residue equals N1 as an integer. Every624

coefficient of s2 then has magnitude below
√
`0 < `0/2, so its centered reconstruction is625

also exact. Consequently, the two norm checks agree outside the event E = {‖s‖22 ≥ `0}.626

Lemma 6 (Modular norm check). Under the conditions of Theorem 1, define σ2
+ =627

r2s2(1 + τ̄) and κ = (1 + ε)/(1− ε). For a candidate produced by Algorithm 3 with exact628

scalar Gaussian sampling, the probability that the modular and exact norm checks differ is629

at most630

pNTT := κ42n exp
(
− π`02σ2

+

)
. (2)631

For both parameter sets in Table 2, pNTT < 2−20000.632

Proof. We use the Gaussian mass comparison underlying Banaszczyk’s tail bound [Ban93].633

Let Λ = L(B), W = r
√
s2I2n −Σe, Λ′ = W−1Λ, and v = W−1c. For z ∼ Qe, the vector634

y = W−1(c− z) follows the width-one discrete Gaussian on Λ′ + v. The covariance bound635

gives ‖W‖22 ≤ σ2
+, so E implies ‖y‖22 ≥ `0/σ2

+. The theorem’s smoothing condition also636

implies ηε(Λ′) ≤ 1.637

For any R > 0, splitting the Gaussian exponent in half gives638 ∑
y∈Λ′+v
‖y‖2≥R

e−π‖y‖
2
2 ≤ e−πR

2/2ρ√2(Λ′ + v).639

Poisson summation and Gaussian mass scaling give ρ√2(Λ′ + v) ≤ ρ√2(Λ′) ≤ 2nρ1(Λ′).640

Lemma 1 gives ρ1(Λ′+v) ≥ κ−1ρ1(Λ′). Dividing the preceding tail mass by this normalizer,641

with R2 = `0/σ
2
+, yields642

Pr
Qe

[E] ≤ κ2n exp
(
− π`02σ2

+

)
.643

By Lemma 4, P(z)/Qe(z) = az/EQe
[az] ≤ κ3. This proves (2). For both concrete644

parameter sets, σ2
+ < 213000. Using this bound, n ≤ 1024, and ε ≤ 2−38 in (2) gives645

log2 pNTT < −21823, hence the stated bound.646
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